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Abstract

My PhD research focused on the Transformer architecture, a powerful deep neural
network model that has emerged as a cornerstone for solving complex problems in
natural language processing, image analysis, signal processing, and beyond. In par-
ticular, we studied the learning dynamics of this architecture, and its application
to the representation of many-body wavefunctions, the so-called Neural Quantum
States. |Initially, we investigated the representational capabilities of Transform-
ers by characterizing the statistical structures that a simpli ed Transformer layer,
utilizing the so-called factored attention, is capable of learning. Building on these
results, we utilized factored attention in deep Transformers to develop an accurate
ansatz for approximating the ground states of quantum many-body Hamiltoni-
ans within the variational Monte Carlo framework. In this speci c application,
factored attention is crucial for achieving accurate results, demonstrating supe-
rior performance compared to the standard attention mechanism used in most
of the other applications of the Transformers, and in particular in natural lan-
guage processing. Alongside the development of an e cient optimization method
for large-scale neural networks, we achieved state-of-the-art results on the most
popular benchmark in Neural Quantum States and addressed complex physical
problems that are subjects of ongoing debate. Finally, we developed a framework
to train Foundation Neural Quantum States, which are versatile neural network
models that approximate quantum wave functions of multiple systems simulta-
neously, enabling accurate estimates of challenging quantities such as disorder
averages and delity susceptibility. We envision numerous future directions for
this approach, including its extension to quantum dynamics by explicitly model-
ing time-dependent variational states, as well as its application to the design of
novel materials in fermionic systems.

Theory of Transformers

Transformers [1] are neural networks that have revolutionized natural language
processing and machine learning, rapidly becoming the most widely used archi-
tecture across a broad variety of applications. The Transformer architecture is

6



Figure 1: We illustrate the idea of a statistical \clone" of a data set, which is
an approximation to the underlying data distribution that keeps only interactions
between words up to a xed degree (in this case, three-body interactions).

built around a fundamental component known as the self-attention mechanism [1],
which enables the model to dynamically weigh the relevance of di erent parts of
an input sequence when processing each element. In self-attention, the input se-

wherex; 2 RY, with d being a hyperparameter of the network. Then, each input
token is projected into three vectors: a query; = Qx;, a key k; = Kx;, and

a valuev; = V x;, with Q, K, V matrices of learnable parameters. The output
at a given posigon is computed as a weighted sum of the value vectors from all
positions, y; = ,!\1:1 (ai; kj)v;, where the attention weights (q;; k;) are deter-
mined by the similarity between the query of the current token and the keys of all
tokens in the sequence, and their precise functional form can be chosen according
to the task [2]. The output of a self-attention layer is thus a new sequence of
the same lengthN , where each vectoy; 2 RY integrates long-range dependencies
and contextual information from the entire input. By stacking multiple layers of
self-attention and feedforward networks, Transformers can learn hierarchical and
highly expressive representations of sequences, making them particularly powerful
for tasks in natural language processing, computer vision, and beyond.

The key to the success of Transformers is a speci c training technique called
masked language modeling (MLM). The important feature of this technique is that
it can be used with unlabeled data, for example a large amount of text, or several
images of various content. Sticking to the example of language, the Transformers
are trained to predict missing words in a sentence [3{7]. By learning the conditional
distribution of having a word in a speci ¢ position of the sentence, given the other
words, Transformers ostensibly learn the relationships between words in a robust
way. Despite the practical success of Transformers, it remains unclear what type
of data distribution self-attention can learn e ciently.



" Mapping of attention mechanisms to a generalized Potts model. In
Chapter 1, we investigate the statistical structures that self-attention learns with
MLM, considering a simpli ed version calledfactored attention We are able to
show rigorously the equivalence of a factored attention layer trained under masked
language modeling and the so-called pseudo-likelihood methods [8{10] for solving
the inverse Potts problem. The pseudo-likelihood method is statistically consis-
tent [8{10], i.e. its parameter estimates converge to the true parameters as the
number of samples goes to in nity. A direct consequence of this mapping is thus
that MLM with factored self-attention enjoys the same asymptotic optimality of
pseudo-likelihood methods. Using this mapping, we compute the generalization
error of self-attention in a model scenario analytically using the replica method.
These ndings make factored attention a powerful, theoretically driven building
block for deep Transformers, forming the basis for several subsequent developments
in this thesis.

~ A distributional simplicity bias in the learning dynamics of Transform-

ers. Building on the result that training a single layer of factored self-attention

is exactly equivalent to solving the inverse Potts problem via the pseudolikelihood
method, in Chapter 2 we show that Transformers trained on natural language
data display a simplicity bias. Simplicity biases have been proposed to explain
the success of neural networks, suggesting that neural networks learn increasingly
complex functions of their data, going from linear functions to more complex, non-
linear functions [11{15]. While simplicity biases have been described theoretically
and experimentally in feed-forward networks for supervised learning, the extent
to which they also explain the remarkable success of Transformers trained with
self-supervised techniques was not studied in depth before our contribution. In
Chapter 2 we show that Transformers trained on MLMsequentially learn many-
body interactionsamong input words, going from lower to higher orders as training
progresses. In this context, factored attention is used to generate clones of a real
natural language dataset with a truncated degree of interaction between words (see
Fig. 1.1). A rigorous control over the maximum degree of interaction is achieved
by controlling the number of layers of a speci ¢ architecture employing factored
self-attention. This approach opens up the possibilities of studying how interac-
tions of di erent orders in the data a ect learning, in natural language processing
and beyond.

Transformer wave function

Building on the theoretical foundation developed in the rst two chapters, we
introduce a powerful variational ansatz based on Transformer architectures for ap-
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proximating ground states of quantum many-body Hamiltonians. The low-energy
properties of such systems are governed by the eigenstates of the Hamiltonian op-
erator, with particular interest typically placed on its ground state. While exact
diagonalization methods can, in principle, yield the full spectrum of a quantum
system by explicitly constructing and diagonalizing the Hamiltonian matrix, this
approach becomes impractical for large systems due to the exponential scaling of
the Hilbert space with the number of particles. To address this challenge, a variety
of approximate methods have been proposed over the years. This thesis focuses on
variational approaches, where a trial quantum state, parameterized by a nite set
of variables, is optimized to minimize the energy expectation value. According to
the variational principle, this energy provides an upper bound to the true ground-
state energy, and equality is achieved only when the trial state coincides with the
exact ground state. Throughout this thesis, we consider systems composed of spin-
1/2 particles arranged on regular lattices. In this setting, the variational state is
expressed as a complex-valued wave function de ned over classical spin con gu-
rations. The key idea is to represent this wave function using a compact neural
architecture, such as a Transformer, that can e ciently capture the structure of
the quantum state using a number of parameters that scales polynomially, rather
than exponentially, with the system size. To optimize these variational parame-
ters, we employ the Variational Monte Carlo (VMC) method [16]. This involves
iteratively updating the parameters through gradient-based techniques, where the
gradients of the variational energy are estimated stochastically via Monte Carlo
sampling. The resulting framework enables the accurate approximation of ground-
state properties for quantum systems that are otherwise intractable using exact
methods.

In 2017, Carleo and Troyer [17] introduced the idea of using neural networks
to parametrize the amplitudes of variational quantum states. Since then, Neural-
Network Quantum States (NQS) have demonstrated remarkable expressive power
across a wide range of challenging problems [18, 19], achieving state-of-the-art re-
sults in the description of ground-state properties for two-dimensional frustrated
magnets [20{23], as well as for bosonic [24] and fermionic [25{28] systems. Begin-
ning with Restricted Boltzmann Machines (RBMs)[17]|the simplest NQS archi-
tecture, consisting of a single fully connected hidden layer|subsequent research ex-
plored a variety of neural architectures, including Convolutional Neural Networks
(CNNs)[29{32], Recurrent Neural Networks (RNNs)[33, 34], and Autoregressive
Networks[35, 36]. Despite the widespread success of the Transformer architecture
in elds such as natural language processing and computer vision, it had not been
applied to the parametrization of many-body quantum wave functions. In this
thesis, we |l this gap by introducing the Vision Transformer (ViT) wavefunction,
demonstrating that the Transformer architecture can e ectively represent the ex-



Figure 2. Left panel: The neural quantum state is de ned as the composition of
two functions: rst, a deep neural networkV( ; ) (with real-valued parameters)
maps the input con gurations into hidden representationsz; then, a simple
shallow network f (z; W) (with complex-valued parameters) generates the loga-
rithm of the amplitudes Log[ ( )] starting from hidden representations. Right
panel: Pictorial illustration of the mapping process carried out by the deep neural
network. During this process, the spin con gurations of the Hilbert space are
embedded into a feature space 2 RY, where the determination of the ground-state
properties is simpli ed.

ponential complexity of many-body wave functions by e ciently capturing the
non-trivial correlations of quantum states. Using this architecture, we achieved
state-of-the-art performance on standard benchmark problems in the eld and
explored challenging systems whose physical properties are still under active in-
vestigation. A central ingredient to the success of this parameterization is the use
of the \factored" attention mechanism that we developed in Chapter 1.

" Transformer variational wave functions for frustrated quantum spin

systems. In Chapter 3, we propose an adaptation of the ViT architecture to
de ne a new class of variational neural-network states for quantum many-body
systems, the ViT wave function. Following the most used approach in the liter-
ature of Neural Quantum States [19], we employ complex-valued parameters in
the network. In this speci ¢ application, the factored attention mechanism is cru-
cial for achieving accurate results, demonstrating superior performance compared
to the standard attention mechanism used in natural language processing while
having fewer parameters and being more computationally e cient (a detailed com-
parison will be presented in Chapter 6). Using a shallow architecture with single
layer of factored self-attention excellent accuracies compared to Density Matrix
Renormalization Group are obtained on one-dimensional systems.
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" Feature Learning perspectives on Neural Quantum States. In Chap-

ter 4, we address a key limitation of the VIT wavefunction with complex pa-
rameters: its diculty in scaling to deep architectures, which are essential for
achieving high accuracy in two-dimensional quantum systems. To overcome this,
we introduce a novel perspective on Neural Quantum States based on feature
learning. In this approach, a deep neural network with real-valued parameters,
implemented using a Transformer architecture, maps physical spin con gurations
into a high-dimensional feature space. Within this abstract space, determining
ground-state properties becomes signi cantly simpler, requiring only a nal out-
put layer with complex-valued parameters to accurately predict the ground state
amplitudes (see Figure 4.1). To the best of our knowledge, we are the rst to
propose this representation-learning-based view of Neural Quantum States, which
enables highly stable optimization of deep architectures. Crucially, the proposed
ViT Ansatz contains a large number of parameters due to its deep architecture,
which makes standard optimization methods impractical. To address this prob-
lem, we realized that a simple linear algebra result [37] can be exploited to apply
Stochastic Recon guration for the optimization of large-scale, deep neural quan-
tum states. Using a deep Transformer, we were able to reach th&ate-of-the-art
energy on the two dimensional J1-J2 Heisenberg madelchallenging benchmark

in highly-frustrated magnetism. This is a pivotal achievement, as we have achieved
superior performance compared to all previous approaches using a wave function
based purely on neural networks, which is entirely agnostic to the underlying sys-
tem's physics. This surpasses even those methods where substantial e orts were
made to embed as much physical knowledge of the system as possible into the
parameterization of the wave function.

" Transformer wave function for the Shastry-Sutherland model: emer-

gence of a spin-liquid phase. In Chapter 5, combining the Transformer wave
function and the new formulation of the stochastic recon guration method, we ad-
dress a debated physical problem, namely the presence of the spin liquid phase in
the Shastry-Sutherland model, designed to capture the low-temperature behavior
of SrCu2(B03)2 with its intriguing properties [38{40]. We supply strong evidence
for the stabilization of a spin-liquid between the plaquette and antiferromagnetic
phases, showing with simulations up to 1818 lattices that there exists a small, but
nite, region in the phase diagram in which both the antiferromagnetic and pla-
guette order parameters vanish in the thermodynamic limit. In addition, a direct
calculation of the triplet excitation at the point provides compelling evidence
for a gapless spin liquid. Remarkably, the characterization of the spin liquid phase
within the Shastry-Sutherland model has not been explored in previous studies.
Our results, we believe, are interesting because they show that the magnetically
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Figure 3: The rst panel from the left shows a pictorial representation of Founda-
tion Neural-Network Quantum States (FNQS), which, unlike traditional NQS, pro-
cess multimodal inputs by incorporating both physical con gurations and Hamil-
tonian couplings to de ne a variational wave function amplitude over their joint
space. FNQS enable a range of applications, including the e cient simulation of
disordered systems (see second panel) and the estimation of the quantum geo-
metric tensor in coupling space, also known as the delity susceptibility, for the
unsupervised detection of quantum phase transitions (see third panel). Moreover,
FNQS combined with the public availability of the architectures allows users to
leverage pretrained models to explore coupling regimes beyond those encountered
during training (see forth panel).

ordered Neel phase is melted into a gapless spin liquid, similarly to what happens
in the J;-J, Heisenberg model on the square lattice [41]. This suggests that this
kind of (continuous) transition is rather generic and may represent the habit, and
not the exception, for the melting of the Neel order due to magnetic frustration.
In addition, our ndings underscore the potential of the ViT wave function as a
valuable tool for probing uncharted phases of matter, and open up new possibilities
for establishing the properties of many-body systems.

~ Foundation Neural-Network Quantum States In Chapter 7, we introduce

Foundation Neural-Network Quantum States (FNQS) [42], a new class of varia-
tional wave functions that leverage key principles of foundation models. FNQS
are built on a single, exible Transformer architecture capable of processing mul-
timodal inputs, including spin con gurations and Hamiltonian physical couplings.

In contrast to specialized architectures tailored for speci ¢ Hamiltonians, FNQS
exhibit strong generalization capabilities, allowing them to accurately represent
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guantum states of previously unseen systems. This versatility provides a uni ed
framework adaptable to a broad range of quantum systems and tasks. Beyond
ground-state energy estimation, FNQS facilitate the e cient computation of phys-
ical quantities that are traditionally challenging or computationally intensive, such
as disorder-averaged observables. Furthermore, the delity susceptibility can be
easily obtained to uncover quantum phase transitions without prior knowledge of
order parameters [43]. A visual overview of the FNQS architecture and the range
of its applications is presented in Fig. 3.
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Chapter 1

Mapping of attention mechanisms
to a generalized Potts model

Transformers are neural networks that revolutionized natural language process-
ing and machine learning. They process sequences of inputs, like words, using a
mechanism called self-attention, which is trained via masked language modeling
(MLM). In MLM, a word is randomly masked in an input sequence, and the net-
work is trained to predict the missing word. Despite the practical success of trans-
formers, it remains unclear what type of data distribution self-attention can learn

e ciently. In this chapter, we show analytically that if one decouples the treat-
ment of word positions and embeddings, a single layer of self-attention learns the
conditionals of a generalized Potts model with interactions between sites and Potts
colors. More precisely, in Section 1.2 we show that training factored self-attention
on the MLM objective is equivalent to solving the inverse Potts problem using the
pseudo likelihood method [44{48], and therefore it yields consistent estimators of
the parameters. These ndings make factored attention a powerful, theoretically
driven building block for deep transformers. In Section 1.3, we perform a replica
analysis of self-attention, which enables us to compute the generalization loss of
the model exactly and yields a non-trivial generalization behavior.

1.1 The self-attention layer

Transformers [49] are a powerful type of neural network that have achieved state-of-
the art results in natural language processing (NLP) [3{7], image classi cation [50],
and even protein structure prediction [51]. While standard neural networks can
be thought of as functions of a single input, transformers act on sets of \tokens",
like words in a sentence. The key to the success of transformers is a training tech-
nique called masked language modeling (MLM), where transformers are trained
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to predict missing words in a sentence [3{7], see Fig. 1.1. This technique has the
advantage that it can leverage large amounts of raw text (or images, or protein
sequences) without any annotation. By learning the conditional distribution of
having a word in a speci ¢ position of the sentence, given the other words, trans-
formers ostensibly learn the relationships between words in a robust way.

The basic building block of transformers is theself-attention (SA) mecha-
nism [52, 53], which transforms a sequence of tokers into another sequence
h;. We illustrate self-attention on a MLM task in Fig. 1.1. The sentence is rst
transformed into a set of representations; = € + p;, whereeg; is a vector repre-
senting thejth word and the vector p; encodes its position. SA then computes a
linear transformation of the representations to yield the valueg;. The kth output
vector hy is then a linear combination of the values/; weighted by an attention
matrix A, whose element#\,; quantify the relative importance of thej th input to-
ken for the kth output vector, for example based on their semantic similarity. The
functions to compute valuesv; and the attention matrix A both have trainable
parameters; see Eq. (1.2) for a precise de nition. The exibility of self-attention
comes from the attention weightsA;, which are not xed, but computed given
the context, i.e. the surrounding tokens.

The practical success of transformers raises several fundamental questions:
what are the statistical structures that self-attention learns with MLM? More pre-
cisely, since the MLM objective is to learn the conditional probability distribution
of words given a set of surrounding words, which family of conditional probabili-
ties can self-attention learn? And how many samples are required to achieve good
performance? In this chapter, we make a step towards answering these questions
by exploiting tools from the statistical physics of learning [54{57].

The rst challenge is to design a data model that mimics the structure of
real sentences. While classical works modelled inputs as vectors of i.i.d. random
variables, recent work has introduced more sophisticated data models for neural
networks [58{64] which allowed the study of unsupervised learning [65, 66]. To
analyze the self-supervised learning of MLM, we model sequences of words as
a system of spins, interacting via a generalized Potts Hamiltonian [67, 68] with
couplings between colors (=words) and positions. We sample a synthetic data
set from the Potts model using Monte Carlo, and we perform masked language
modeling by training a transformer to predict masked spins in spin sequences.
While an o -the-shelf transformer requires several layers of self-attention to learn
this simple probability distribution, we show analytically that a single layer of
factored self-attention, where we separate the treatment of positions and inputs,
can reconstruct the couplings of the Potts modetxactly in the limit of a large
training set. In particular, we derive an exact mapping between the output of the
self-attention mechanism and the conditional distribution of a Potts spin given the
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Figure 1.1: Masked language modeling (MLM) with a single layer of self-
attention. The goal of MLM is to predict the masked word in a given sentence.
Self-attention rst maps words into representations; + p;, wheree; are embedding
vectors representing words, angb; encode their positions. For a given masked
word, the associated attention vectohy is computed as a linear combination of
the valuesv; = V(g + p;) of all other tokens, weighted by the attention weights
Ay . In vanilla self-attention, values and attention weights depend on embeddings
and positional vectors, while infactored attention, attention weights depend only
on positions, and values only on the embeddings. By identifying the attention
weights A with the interaction matrix J of a Potts model Eqg. (1.1), the value
matrix V with the color similarity matrix U and the embedding vectors with the
one-hot spins, we get a learning model identical to a Potts model.

others. We nally use this mapping to compute the generalization loss of a single
layer of self-attention analytically using the replica method.

1.2 Potts and factored attention

1.2.1 Generalized Potts model

values from a vocabulary ofC colors, which we encode as one-hot vectors. Each
color can be thought of as a word in natural text, an amino acid in a protein, etc.
In a standard Potts Hamiltonian, only spins of the same color interact with each
other via an interaction matrix J. This is an unrealistic model for real data: it
treats all colors as orthogonal, even though words and amino acids have varying

18



degrees of similarity. We therefore generalize the Potts Hamiltonian to

H (s) = }X_ Ji. s'Us: : 11
(S) 2 1) S| S]! ( . )
i =1

whereJ 2 Rt b governs the interactions between spins at di erent positions, and
U 2 R® € encodes the similarities between colors (we denote matrices by capital
letters and vectors in boldface). Without loss of generality, we set; = 0 and
sample sequences from the Boltzmann distributio® (s) / exp[ H(s)]. We
recover the standard Potts model by choosing as the identity matrix.

1.2.2 Masked language modeling

Given the generative model (1.1), the MLM objective amounts to predicting the
ith spin given the sequences, where that spin is \masked", i.e.s; = t, the
masking token. To apply self-attention to a sequencs,;, we rst compute the
valuesv; = V(Es + ap;), where the embedding matrixE 2 RY ¢ maps Potts
colors into d-dimensional representation vectors, andl 2 RY 9 is a weight matrix;
both E and V are trainable parameters. The scalar parametea controls the
relative importance between the embedding and positional encoding vectors. The
output vector h; corresponding to the masked token is a linear combination of the
values, weighted by an exponential attention function [49]:

h [
X exp (Et +p;)” QK (aEs; + p;j)

hi sn = v (1.2)

= A N -
izt exp (Et+p;)” Q*K (aEsk + p«)

Crucially, the ith spin s; in this expression has to be replaced with the masking
token t, since it is the masked input. The matrice®); K 2 RY ¢ are also trainable
parameters of the model. In the following we take the embedding dimension equal
to the number of colorsd = C, in order to be able to map the output vectorh; into

a probability distribution p; over the colors through thesoftmax non-linearity .

1.2.3 Training a transformer on the generalized Potts model

For our rst experiment, we emulate the setting of protein structure prediction,
so we choose a vocabulary of sizZeé = 20 and sample a symmetric interaction
matrix J; = f0;1g which we show in Fig. 1.2b). We draw the entries of the

P
1For a vector x = (x;), the softmax non-linearity yields x° = exp(x;)= j exp(xj). The
elements ofx° can be interpreted as a probability distribution, since they are positive and sum
to one.
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Figure 1.2: A single layer of factored self-attention learns the generalized

Potts model e ciently. (a) Test loss [Eq. (1.3)] for factored self-attention and
for vanilla transformers with one and three layers during training with stochastic
gradient descent. The optimal generalization loss is shown as a black dashed line.
(b) Interaction matrix J of the generative Potts Model [EqQ. (1.1)] compared to the
attention maps learned by transformers with vanilla and factored self-attention.
For the three-layer transformer, the attention map was obtained by averaging the
maps of the last two layers.(c) Reconstruction error of the interaction ¢ A)® as
a function of the number of epochs for all considered architecture§) Test loss
as a function of perturbation levela. Decoupling the treatment between positions
and colors by decreasin@ decreases the test lossParameters: sequence length
L = 20, vocabulary sizeC = 20, embedding dimensiond = 20, M = 3000 data
points.

symmetric interaction matrix U i.i.d. from the standard Gaussian distribution.
Given these parameters, we use Gibbs sampling to generate a data set viith=
3000 sequences of length=20. We tune the inverse temperature to ensure an
average Hamming distance of 0.3 between sampled sequences, typical for protein
families [69].

We then train o -the-shelf transformers consisting of one and three layers on
this data set by minimising the cross-entropy loss between the output distribu-
tion apd thg mlssmg spin using stochastic gradient descent on the lokg¢s) =

Lt o _1 si logpr (s), for a sequencss. In Fig. 1.2, we show the test loss

0= Es p[L(9)] (1.3)

during training, where Es p denotes an average over the generative model (1.1).
A transformer with a single layer of self-attention does not attain the optimal
generalization error (black dashed line). By plotting the attention matrix of the
single layer, we see that the transformer recovers the original interaction matrix to
some degree, albeit not perfectly. Training transformers with three layers on the
same data set improves the accuracy at the cost of loosing interpretability: there
is no straightforward way to collapse several layers of non-linear transformations
of the input sequence into a single attention map; we show the average of the nal
two attention layers in Fig. 1.2b.
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1.2.4 Factored self-attention learns the generalized Potts
model

We now consider a variant of self-attention in which the treatment of positions and
values is decoupled. We set=0in Eq. (1.2) , set the masking tokent = 0, choose
one-hot encodings for the positions, and x the embedding matrix aE = I¢, S0
that:

VS
hi Shi = Aij (VSJ') ; (14)
j=1
whereA; €@ Ki _P -, €Ki This modi ed self-attention has exactly the
same form as the conditional distribution of the generalized Potts model if one
setsU=V and J = A, whichis

P L
exp i=1 Jij (Us))

(1.5)

avill

P(si = 1jsu) = p 1
=1 exp i=1 Jij (USJ')

This equivalence between factored self-attention and the Potts model is our rst
main result; we now discuss its rami cations.

Decoupling positions and colors leads to a signi cant improvement in the per-
formance of a single layer, which reaches the optimal generalization error and con-
verges faster, see Fig. 1.2a. Factored self-attention recovers the interaction matrix
J perfectly, see Fig. 1.2b for the attention map and Fig. 1.2c for the reconstruction
error of the interaction matrix. In Fig. 1.2d, we show that decoupling the treat-
ment of positions and colors completely performs better than any intermediate
solution with a > 0.

Factored attention layers, and thus input-independent attention weights, have
been already used as a building block for deep transformers, outperforming stan-
dard attention in di erent applications: Ref.[70] used it to analyze protein se-
guences and found that a single layer of factored self-attention performed as well
as a deep transformer, and signi cantly better than a single layer of vanilla self-
attention, without explicitly explaining this observation. Moreover, using factored
attention is key to obtaining state-of-the-art results in approximating ground states
of many-body quantum systems, as we will see in detail in Chapter 4 [21, 37, 71].

Intriguingly, the form of the loss for masked language modeling with factored
self-attention as described above exactly matches the loss of the pseudo-likelihood
method, which has been used for solving the inverse Ising problem [44{48]. The
pseudo-likelihood method is statistically consistent [8{10], i.e. its parameter esti-
mates converge to the true parameters as the number of samples goes to in nity.
A direct consequence of the mapping in Eq. (1.4) is thus that MLM with factored
self-attention enjoys the same asymptotic optimality.
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Figure 1.3: The interpolation peak of factored attention in theory and

practice. (Left) A replica analysis predicts the test loss exactly. Test loss of a
single layer of factored self-attention as a function of the number of samples per
input dimension, as computed using replica theory (solid line). The blue points
represent the outcome of numerical minimisation of the square loss [Eq. (1.6)],
averaged over 30 realisations, and show perfect agreement with the theory. Error
bars are smaller than point size(Right) Same plot for a single layer of factored
self-attention in the setting of Fig. 1.2 L = C = 20), showing the same qualitative
behaviour. The simulations are averaged over = 30 di erent realisations.

1.3 The sample complexity of self-attention

A key guantity in machine learning problems is the sample complexity, namely
how many samples are required to achieve a small generalization logswith a
given model. The mapping introduced in this chapter allows us to address this
guestion precisely for a single layer of self-attention by means of the replica method
from statistical physics. The main di culty in the calculation lies in handling the
non-trivial data distribution [Eqg. (1.1)]. This diculty can be mitigated thanks

to recent advances in statistical physics, which allow us to extend the replica
method of disordered systems to structured data [61, 63, 72]. To perform the
replica calculation, we rst relax the discrete nature of Potts spins by re-writing
the generalized Potts Hamiltonian [Eq. (1.1)] in terms of spin magnetizatiom =

hsip (s following mean- eld theory. The associated Boltzmann measure then turns
into a multivariate Gaussian distribution, whose covariance matrix is the negative

inverse of the interaction matrix, i.e. = J 1[73, 74]. We then draw sequences
fm g“., oflengthL from the multivariate Gaussian with zero mean and covariance
matrix = L =2+ | 1, where is a symmetric full-rank random matrix

sampled from the Gaussian Orthogonal ensemble whilé is a diagonal matrix
centering the spectrum of in . To ensure to be positive de nite, we set > 2
due to the semicircle law [75]. By xing the locationi of the masked spin across
all input sequences, solving the MLM task is equivalent to inferring theth row of
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the interaction matrix J;.
To accomplish this task, we train a single layer of factored self-attention by
empirical risk minimisation of a square loss with ,-regularisation:
n #
X 2
A = argmin - 3 mo AL my o+ A (1.6)
i =1
Our goal is to characterise the generalization losg [Eq. (1.3)] of factored
attention with the parameters obtained from minimising the loss in Eq. (1.6). In
the high-dimensional limit, where the number of samples and the sequence length
M; L tend to in nity while their ratio M=L O(1), we can expressq using

the replica theory as a function of four scalar quantities:
o= +q 27+1=: (1.7)

Here, is the center of the spectrum of , =1tr ,=( 2L) is a function of
the covariance matrix , where we have removed thé&h row and column, while
g’ and r? are the so-called overlap parameters. They correspond to practically
measurable quantities over di erent realisation of the training set, involving the
estimator of the ith row of the interaction matrix:
g ALaAlL L aD A

L L '
The parameterr can be thus interpreted as an overlap between the estimated
attention A; and the ground-truth value A; while q is the overlap of the estimated
attention, both mediated by the modi ed covariance matrix ;.

As we show in Appendix 8.1.1, the values of these order parameters for a given
training set of size can be obtained by solving the optimisation problem

(1.8)

1 1
P afle, 2@a a@r rfelinmy o+ e (19)
which yields thetypical value (over the data) of the free energy density associated
with a Gibbs measure at inverse temperature whose Hamiltonian corresponds to
the loss function in Eq. (1.6). Note that the optimisation only involves the scalar
parametersq, r, g and their conjugates *fand @ with =9 ¢, =9+
and g being the self-overlap among replicas. The so-called entropic potential

is a function of the input covariance ;:

r t 1 o] 1

Szii!rln Itr e +1i!rln Ztr o I+ @ oni ;
(1.10)
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while the energetic potential . only depends on the specic choice of the loss
function. As shown in Appendix 8.1.1, for the optimization problem in Eq. (1.6)
e IS given by:
e — 2(1—}-(:1) } + +(q 2r (111)

Using this approach, we estimated analytically the generalization loss in Eq.
1.7 as a function of the rescaled number of sampless M=L (see Appendix 8.1.1
for details). The result is shown in the right panel of Fig. 1.3. As can be noticed,
the test lossincreasesin the small data regime, before peaking at = 1. This value
corresponds to the interpolation threshold, which is the largest number of samples
that the neural network can perfectly t, which in fact happens atM = L. Below
this threshold, the model over ts to its training data; beyond this threshold, the
generalization error decreases monotonically with the training set size; for large
we found =2 A similar peak in the generalization loss has been observed
in supervised learning [76] and it is connected to the well-known \double descent"
curve observed in deep neural networks in the presence of label noise [77]. There,
the peak is a consequence of over tting induced by the noise in the labels and it
appears after an initial decay of the test loss at small. In the self-supervised
learning regime explored in this chapter, we nd instead that the peak appears
naturally as a consequence of the intrinsic stochasticity of the inputs. Indeed, in
masked language modeling, the labels are a part of the input itself. The noise
a ecting the labels is thus highly correlated to that a ecting the input. If the
noise in the input is too high, the model starts immediately over tting and the
initial descent is not observed. The absence of the initial descent can be therefore
ascribed to the high-level of the noise in the input.

We verify the predictions of the replica theory by plotting the generalization
loss of a single layer of factored self-attention trained on the generalized Potts
Model in the setting of Fig. 1.2 at small regularisation (right side of Fig. 1.3). We
see the same qualitative behaviour as predicted by replica theory, even though in
this case we did not apply any of the assumptions required for the replica analysis
(the mean eld limit and the usage of a full-rankJ matrix and of a U matrix xed
to the identity). In particular, the test loss increases when adding more data for
small . The only di erence between the plots is the location of the peak. For the
square loss that we analyzed with replicas, as we already commented the peak is
at the interpolation threshold M = L. For the simulations with logistic loss, the
peak appears at the linearly separability threshold, which is the largest number
of points a linear classi er can classify correctly, and which can be larger than
one [54, 61].
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1.4 Discussion

In this chapter, we have characterised the probability distributions that a single
layer of self-attention can learn when trained on a masked language modeling task,
considered as a simple prototype of self-supervised learning. In particular, we have
shown analytically and numerically that with a single factored-attention layer, it is
possible to exactly reconstruct the couplings of a generalized Potts model with two-
body interactions between both sites and colors. More precisely, we showed that
training factored self-attention on the MLM objective is equivalent to solving the
inverse Potts problem using the pseudo-likelihood method [44{48], and therefore
it yields consistent estimators of the parameters. These ndings make factored
attention a powerful, theoretically-driven building block for deep transformers.
Our replica analysis of self-attention enabled us to compute the generalization loss
of the model exactly and yielded a non-trivial generalization behaviour.
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Chapter 2

A distributional simplicity bias In
the learning dynamics of
transformers

In this Chapter, we build on the results described in the previous Chapter on
factored attention to investigate the presence of simplicity biases in transformers:
transformer architectures trained on masked language modeling and next-token
prediction tasks are able to learn the many-body interactions that govern natural
text in a sequential way, going from lower to higher orders as training progresses.
The main contributions of this chapter are the following:

" We introduce generative models based on transformers with factored atten-
tion, and show that the degree of interactions they capture is rigorously
controlled by their depth (Section 2.2). The key element for generating the
clones is the use of architectures combining factored attention layers devel-
oped in Chapter 1 with the square activation function. The depth of these
architectures controls the degree of the many-body interactions captured;

We study sequential learning of higher-order interactions both numerically
and analytically in a controlled setting where we regulate the degree of in-
teractions between tokens (Section 2.3);

We train these generative models on benchmark natural language datasets,
such as TinyStories [78], and sample them using Monte Carlo techniques
to demonstrate the sequential learning of higher-order interactions by trans-

formers in masked language modeling and next-token prediction (Section 2.4).

Our results show that the many-body interactions between tokens in natural text
are key for learning, and we note that our approach naturally extends to other
data modalities.
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2.1 Simplicity biases in Transformers

The success of neural networks has been explained using various \simplicity bi-
ases", which postulate that neural networks trained using stochastic gradient de-
scent (SGD) learn increasingly complex functions of their data, going from gener-
alised linear models to more complex, non-linear functions [11{15]. These simplic-
ity biases have been analysed theoretically in linear networks [79{81], in non-linear
shallow neural networks [11, 82] and in the NTK regime [83{85]. The viability of
such a scenario has also been demonstrated experimentally, for example in image
classi cation with convolutional neural networks [14]. More recently, a comple-
mentary distributional simplicity bias was demonstrated theoretically and experi-
mentally [86, 87]: deep neural networks learn increasingly complex approximations
of the distribution of their training data. A natural question to ask is then: Does
this distributional simplicity bias extend to the realm of natural language processing
(NLP), where transformers are typically pre-trained via Masked Language Model-
ing (MLM) or Next-Token Prediction? As a rst step in this direction, Belrose et

al. [88] recently showed that deep transformers of the Pythia suite [89] rst learn
the token unigram and then the bigram distribution. However, estimating the
higher-order interactions is prohibitively expensive on large corpora with many
tokens due to the curse of dimensionality.

In this chapter, we design a novel framework based on MLM to build principled
approximations of a NLP data set that captures increasingly higher-order inter-
actions between tokens. Using these approximations or \clones", we show that
deep transformers trained on natural language also exhibit a simplicity bias: they
sequentially learn increasingly higher-order interactions among tokens [90].

The key idea of our framework is shown on the left of Fig. 2.1. Given a data set
containing natural language (we will use WikiText-103 [94] as a running example),
we rst create a number of clones. Each clone approximates the underlying data
distribution of WikiText-103, but only includes interactions between tokens up
to a specied order (in the sketch, up to order three). We build these clones by
using MLM to train a new type of transformer that consists of multiple layers
of factored attention [91] with quadratic activation functions. In Section 2.2, we
show analytically that the depth of this architecture precisely controls the degree
of interactions among tokens in each clone. We then sample the trained models
using state-of-the-art Monte Carlo techniques [95] to obtain the cloned data sets.
The clones thus form a hierarchical family of data sets with increasing order of
interactions among tokens that approximate the true distribution of WikiText-103
with increasing delity.

Using this set of clones, we investigate the sequential learning of higher-order
interactions between tokens in a standard BERT-like transformer encoder [92, 93]
with four attention blocks. On the right of Fig. 2.1, we show the test loss of this

27



Figure 2.1: Transformers learn increasingly higher-order interactions

from their data. Left:  We illustrate the idea of a statistical \clone" of a data set,
which approximates the underlying data distribution by keeping only interactions
between tokens up to a xed degree (in this case, three-body interactions). We
introduce a principled approach to create clones by training a transformer with
multiple layers of factored self-attention [91] withx? activation function between
layers. The depth of the architecture controls the degree of the approximation.
Clones can then be sampled from these modelRight: Test loss of a standard
BERT-like transformer encoder [92, 93] with four attention blocks trained on the
WikiText-103 [94] data set and tested orclonesof this data set with a truncated
maximum degree of many-body interactions between tokens. We show the average
over ve training runs starting from the same initial condition. The shaded area
indicates one standard deviation.

architecture during MLM training on WikiText-103, but testing on various clones
of WikiText-103 with a truncated maximum degree of many-body interactions
between tokens, as well as on a clone sampled directly from the trained BERT
model. The test losses of the transformer on the clones are close in the beginning
of training up to 20 epochs. Beyond this threshold, BERT exhibits a di erent
generalisation behaviour on clones that capture di erent orders of interaction:
while the test loss on the clones containing only low-degree interactions among
input tokens (blue and green curves) saturates after about 60 SGD epochs, the test
loss evaluated on clones having high-order interactions (red curve) keeps improving
during training. In other words, the accuracy of the transformer in the beginning of
training derives from having learnt lower-order interactions, and only later during
training the transformer also exploits higher-order interactions between tokens.
In Section 2.4, we extend our experimental analysis to an alternative dataset,
TinyStories [78], and further include experiments involving GPT models trained
on next-token prediction tasks.
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Further related work on simplicity biases in transformers Bhattamishra et
al. [96] found a simplicity bias in the ability of transformers to learn sparse boolean
functions; here, we focus on the MLM task on natural language. Ablet al. [97]
showed that the di erence between trained and initial weights progressively in-
creases in rank throughout training, hence increasing in complexity as the task
requires. Vasudevaet al. [98] investigated a simplicity bias in transformers in
terms of their sensitivity to random changes in the input. Other recent experi-
mental work showed that ROBERTa achieves high performance on most linguistic
benchmarks early in pre-training, while more complex tasks require longer pre-
training time [99], and that transformers learn di erent linguistic phenomena in
a prototypical way [100]. To the best of our knowledge, no prior research has
investigated the progressive increase in complexity of the distribution learned by
a transformer from its data over time. More recently, Cagnettaet al. [101, 102]
studied probabilistic context-free grammars and showed that increasing the train-
ing set size allows transformers to learn correlations at increasingly large distances
sequentially, corresponding to their resolving increasingly higher layers of the hier-
archical structure of the tree. While we were preparing the camera-ready version
of this paper, Garnier-Brunet al. [103] demonstrated a similar phenomenon in the
training dynamics of transformers.

2.2 Expressing many-body distributions with fac-
tored attention

In this section, we present generative models utilising deep networks composed of
multiple attention layers. We demonstrate analytically that these models, when
trained with MLM, are capable of learning increasingly higher-order interactions
among tokens. In the MLM task, transformers are trained to predict missing
tokens in sentences of tokenized text. Following the same methodology introduced
in Chapter 1, which we brie y summarize below, we model sentences as sequences

of random variables §;;:::;s.), where each tokers; is an element taking values
in a discrete vocabulary:s; 2 f 1;:::;jVjg. When masking the token in position
i, the sequencedy;:::;s =0;:::;s. ) is given as input to the transformer, which

embeds the input sequence into a collection of vectorsi(:::;x_), each of them
living in a d-dimensional space. Then, this sequence of vectors is processed by the
self-attention layers and transformed into a sequence of context-dependent vectors

the masked input token, is mapped into a vector of the same size of the vocabulary:

hi 2 RIVI. The prediction pnm (SijSsi) = softmax(h;) can be nally interpreted as
the probability distribution over all possible values the masked word can assume
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within the vocabular)b The transformer is trained to minimise the MLM cross-

entropy loss,L = M s™log pmm(s(m)jsj(;”,)) , where M denotes the
total number of examples in the dataset, anan indexes individual samples. The
index i refers to the masked token position, while represents the feature index.
During training, the spins are cyclically masked one by one in each sequence.
The key ingredient to the transformer architecture [49] is the self-attention
mechanism, which recombines input tokens into output tokens by weighing them
with an input-dependent attention matrix. In Chapter 1, we considered the simpli-
ed attention mechanism called factored attention, where the agentlon veights are
input-independent and the input sequence is processed &s: = |} Aj ’V_’l V X,
whereA 2 R- Y andV 2 RY ¢ are matrices of trainable parameters. In this way,
the prediction of a single factored attention layer for the masked token is expressed
in terms of the following conditional distribution (assuming the embedding matrix
to be the identity):
0 - 1
X X/
Pm (S = 1jssi) =softmax @ A; VvV s A : (2.1)
j6i =1

We have shown analytically that, when training a single layer of factored attention
via MLM, the model is capable of exactly inferring the two-body interactions
among input tokens, when sampled according to the joint distribution:
|
1 X X '
p(s) = - exp JjU s s (2.2)
i

where J; describes the interactions among positions along the sequende, de-
scribes similarities between tokens and normalises the distribution. In the fol-
lowing, we introduce the convention of using Latin indices to run over the length of
the sequencek and the Greek indices to run over the size of the vocabulayyj. As

can be easily checked, the expression in EqQ. (2.1) exactly matches the conditionals
associated with the two-body joint distribution in Eq. (2.2).

We now demonstrate how we can easily express distributions with many-body
interactions by stacking layers of factored self-attention. In particular, we intro-
duce an architecture that can learn interactions of a specied order by tuning
the number of layers. To this end, we start considering the simplest case where
we stack just two layers of factored attention, withf (x) = x? as non-linearity
between them and skip connections, see Fig. 2.2a) for a sketch of this architec-
ture. By writing down the conditional distribution corresponding to this two-layer
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model:

X X X X
p(s; = 1jse;) = softmax Ai(jz)v(z)sj + Ai(jz)v(z) Aj(l?v(l)sk Aj(ll)v(l)sl

] ] k |

(2.3)

we notice that the second layer expresses a three-body interaction, parameterised
by a specic combinatiorp_, of the attention weights of the rst and second layer
through the tensorJiy = = ; AP AL AL (U is similarly expressed in terms o¥/).
In particular, the rst element of the sum in Eq. (2.3) accounts for the contribution
of the skip connections, while the second one matches the functional form of the

exact conditionals of a three-body joint distribution:
!
X X
p(si = 1ij6i) = softmax 3 Jik U s s¢ : (2.4)
ik

Generalising these observations to a generic number of factored attention layers,
we conclude that by stackingn layers of factored attention with x? activation
function we can infer interactions up to order 2 ! + 1. In this perspective, if the
activation function is quadratic, the number of layers precisely controls the degree
of interactions which can be inferred by a deep factored transformer.

2.3 Learning many-body interactions with fac-
tored attention

In this section we show how, in a controlled setup, the multi-layer factored atten-
tion model introduced in Section 2.2 sequentially learns increasingly higher-order
interactions among tokens during training. To this end, we perform a numerical
experiment where we sample the input sequences from a joint distribution with

tokens interacting only up to the 4th-order, that is:
!
1 X X
p(S) = Zexp Jijkl U Si Sj Sk S . (25)
ijkl
Here, we ensure the couplingsFto be symmetric tensors by considering a set of vec-
tors fjPgi_, and settingJjq = E=1 ififigi. We chooseP = 200 and we sample

jP " Bernoulli(0:8). The same holds folJ. The exact conditionals corresponding
to this joint distribution can be computed analytically, precisely as in the three-
body case exempli ed in Eq. (2.4). From the practical point of view, we use these
conditionals to sample a set oM sequences$s g“., via Gibbs sampling, which
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will constitute the training set. We then train via MLM an increasing number

of factored self-attention layers (from one to three) on these data, monitoring the
test loss as a function of the number of epochs. The outcome of this experiment
is shown in Fig. 2.2b). The dashed orange line corresponds to the lowest possible
value of the test loss that a learning model would achieve in case it would be able to
perfectly reconstruct the four-body tensord and U of the generative model. The
dashed blue and green lines correspond instead to the lowest test loss achievable
by the best two and three body approximations of the input distribution, respec-
tively. These last two bounds can be obtained by training via MLM a model whose
predictions correspond to the exact conditional of a two and three-body distribu-
tion, where the learnable parameters are the tensors in Eq. (2.1) and Eq. (2.4). As
shown by the red curve in Fig. 2.2b), if we train a single layer of factored attention
on the four-body interacting sequences, the best we can do is to exactly recover the
best two-body approximation [91]. By adding one extra layer of factored atten-
tion with x2 non-linearity, we can reconstruct the best three-body approximation
(violet curve). Then, the reconstruction of the full four-body interactions can be
achieved by adding one further layer of factored attention (grey curve). This is
consistent with the observation that by stackingn layers of factored attention with

x2 activation function we can infer interactions up to order 2 1+ 1.

Figure 2.2b) also reveals that, in this controlled setup, the learning of higher-
order interactions is preceded by distinct plateaus in the test loss. For example,
in the three layers case, an initial plateau aligns with the best two-body approx-
imation, followed by a subsequent plateau corresponding to the best three-body
approximation. Interestingly, this sequential learning behaviour further implies
that the layers are activated sequentially in time. This is illustrated in Fig-
ure 2.2c), where we display the Mean Square Displacement (MSD) of the weights
for three layers of factored attention across training epochs, that is:

1. . 1. .
MSD;(t) = FJJA(')(t) AD(0)jj2 + WJJV(')(U v (0)jj2 (2.6)

with A®(t) and V() (t) being the attention and the value matrix of thel-th layer at
time t. As we can see, despite the simultaneous update of all network parameters
during training, a distinctive sequential learning pattern emerges. In the early
epochs, only the last layer (orange curve) activates concurrently to the appearance
of the rst plateau, thus suggesting that the last layer is the one responsible for
learning the best two-body t of the training data. Subsequently, the weights of
the second layer come into play (green curve), and combined with the weights of
the last layer can reconstruct the best three-body approximation of the underlying
four-body data distribution. Close to the end of the training, also the weights of
the rst layer start changing and, combined with the other layers, e ectively infer
the ground truth four-body interaction among tokens in the training data. A hint
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Figure 2.2: a) Multi-layer factored self-attention architecture with x? activation
function. b) Test loss learning curves of one, two and three factored self-attention
layers with x? activation function. The models were trained on a synthetic data set
generated from a four-body Hamiltonian. The dashed horizontal lines correspond
to the convergence value of the loss for two, three and four bodies energy based
models trained on the same data set) Mean Square Displacement of the weights
across di erent layers in a three-layers factored attention architecture. In these
experiments, the size of the vocabulary was set juj = 10 and the sequence length
to L = 20. We used a training set ofM = 25600 samples, training the models
with SGD, choosing a mini-batch size of 256. The initial learning rate is chosen
to be O1.

of the reason why the weights of the last layer nd the best two-body interaction
is that, due to the presence of skip connections, they appear linearly combined
with the input tokens in the output prediction. In the next section, we provide a
more formal analysis of this phenomenon.

2.3.1 Analysing the gradient ow for two-layer factored
attention

To gain theoretical insights on the sequential learning behaviour observed in the
previous numerical experiments, we analyse the gradient ow of two-layers of fac-
tored attention with x? activation function when trained via MLM. For the sake
of simplicity, we restrict to the cased = 1, that is when the tokens in the sequence

framework where the model is trained to always predict the rst element of each

sequence, using the square loss= %(xo Yo)?. Here,y, represents the transformer
prediction about the masked token which, in this setting, acquires the following
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functional form:
X X X X
Yo= AP+ AL AL AP XX - 2.7)
j i ko
The gradient ow equations can then be written explicitly for the attention weights

of both factored attention layers as:
!

X X
2 2 2
AY = Xo A x; AP 2 ox+ 2 (2.8)
j j |
X X '
AL =2 xo AL X; AP 2 A« (2.9)

i i

where | = i IA(lj)x|. From these equations, we can immediately see that, if we
initialise the network with zero weightsA® = A® =0, the rst layer attention
weights do not change in timeA{ = 0, while the second-layer weights doA$’ &
0, consistently with what we observe in Fig. 2.2c).

We can gain some further intuition into which degree of interactions each layer
learns by simplifying the data model further. In particular, we can restrict to
a Gaussian design where tokens are now drawn from a zero-centered Gaussian
distribution. By taking the expectation over the data, the correlations of an odd
number of random variables vanish and the gradient ow equations can be written

as:

X
= h  cAP AJE 22 (2.10)
X
AY = 25 APE i (2.11)
j
where we have de nedh; = E[Xex;] for j > 0 and C; = E[x;x;] for i;j > O.

In Appendix 8.2.1 we further show that, if data are Gaussian distributed, the
expectation value of the loss is bounded from below by the value it takes faf) =
0. Therefore, if one adds an, regularisation of arbitrarily small strength, A® =0
is the only stable xed point of the gradient ow equations. This is consistent
with the numerical experiments, which show that for two-body distributed data
the weights of the rst layer vanish during the optimisation. In this case, only the
second layer weights contribute to the learning dynamics:

o =h  CAY (2.12)
whose solution describes an exponential convergence in timeAg) tr1 )=
(C th);. This stationary point reproduces the exact conditional distribution of a
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Gaussian entry given all the others. Indeed, considering a multivariate Gaussian
distribution with zero mean, indicating the rst row of the covariance matrix
(except the QO element) by h and the block obtained withi;j > 0 by C we
have: p(XojXs0) = N (xI,C th; ). This means that the second layer is learning
the covariance matrix, and thus the interactions up to the second order.

If data contains higher-order interactions among tokens, we need also the rst
layer to unveil the underlying data distributions. Once again, we can see this from
the gradient ow equations. In the general case of higher-order interactions (thus
for non-Gaussian data distributions), the stationary pointA(t) = O is generally
unstable. For example, considering the case of a diagonal perturba‘riéufj1 = kn
around A® =0, Eqg. (2.9) becomes (neglecting terms of order):

|

X
_K= Aéi) Olk AE),?) ik s (2.13)
j
where we have taken the expectation with respect to a generic data distribution
and de ned x = E[Xix;Xk]. In this caseA® (t) = 0 is a stable solution with re-

spect to a diagonal perturbation only if the matrixGy = Agzk) olk j Ag) ik
is negative de nite (implying that the perturbation decays to zero ag goes to in-

nity). Therefore, the structure of the three-body correlations jx determines
the stability of the stationary point A® = 0. Indeed, if, for example, one takes

ik = i k. wehaveG, = A® oAD' which is not negative de nite

for a generic choice oAgz). This analysis allows concluding that there are condi-
tions for which the solution A® = 0 is unstable when data contains interactions
of order higher than second, which is precisely in line with what we observe in
Fig. 2.2b).

2.4 Sequential learning in NLP

In this section, we use the tools introduced in the previous sections to investigate
which features of the input data in uence the training dynamics of transform-

ers pretrained on real NLP datasets. Specically, we analyze the TinyStories
dataset [78], training a standard BERT encoder [92] using the masked language
modeling objective, as well as a standard GPT model for the next-token pre-
diction task. Our focus lies on understanding whether a sequential learning of
many-body interactions among input tokens, akin to the observed phenomenon in
the synthetic scenario, is also prevalent in a real-world context. Since we do not
know the underlying joint distribution over words, our approach will be to rst

train the attention-based models of Section 2.2 with varying numbers of layers on
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Figure 2.3: Three steps for cloning a data set using factored-attention

based generative models.

a) Train factored-attention models on TinyStories. Test loss curves of
di erent factored-attention based architectures trained on TinyStories and tested
on TinyStories. Speci cally, we consider architectures with two, four and six fac-
tored self-attention layers with x2 activation function. For comparison, also the
test loss of a four-layers BERT is shownb) Sample factored models. Mean
score of a batch of sentences taken from the test set of the TinyStories data set and
evolved with the Metropolis-Hasting sampling scheme described in Section 8.2.2.
c) Check generated clones. Test loss curves of a standard four layers trans-
former encoder, trained on TinyStories and tested on clones generated after 20
and 70 Metropolis-Hasting sweeps. The clones were generated from a four layers
standard BERT and from an architecture with four layers of factored self-attention
and x2 activation function (associated with a nine bodies approximation of TinyS-
tories).

TinyStories, that can be sampled to generate \clones" of the original data with a
truncated maximum degree of interaction. We now discuss our experimental meth-
ods and analyze the results of our experiments; for full details on the methods, see
Appendix 8.2.2.

The clones We exploit the generative models described in Section 2.2 to gener-
ate clones of the original TinyStories data set (see Appendix 8.2.2 for details on
how we prepare the data set). The clones are meant to approximate the underly-
ing TinyStories distribution with increasing delity. We use n = 2;4 and 6 layers
of factored attention to generate clones that include e ective interactions up to
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Once upon a time there lived a cat named Max.
Original text He was a restless cat, never staying in one place for too long.
One day, Max demanded something funny. He wanted a friend.

Once upon a time there was a boy named Timmy.
Factored 2 layers He was very hungry lion the with not could play the ball to get wet.
One day, Lily saw something else. He shook his head.

Once upon a time there was a boy named Tom.
Factored 4 layers He saw a small cat, could not play in the park with owers pretty.
One day, Lily smelled and nice. They wanted the ball.

Once upon a time there was a puppy named Max.
BERT Max was a small puppy who was buzzing in a basket for very long.
One day, Max saw something amazing. He wanted a puppy.

Table 2.1: Sampling the clones. In the rst row, we show part of a sentence
taken from the test set of TinyStories. The second, third and fourth rows show how
the original text is modi ed after 20 sweeps of Monte Carlo sampling associated to
two and four layers factored architectures and BERT architectures, respectively.

degree 3, 9, and 33, respectively. Since we use a vocabulary of Bfze= 10000,
we perform a nite -rank approximation of the value matrix with rank 400 (see
Appendix 8.2.2 for more details). In Fig. 2.3a), we show the test loss curves when
training models with two, four, and six layers of factored attention featuring the
x? activation function on TinyStories. Notably, the nal value of the test loss
decreases systematically with the order of the interaction modeled by the architec-
ture; for comparison, the test loss curve associated with the training ofsdsandard
BERT architecture [92] is also shown.

Sampling procedure  The bidirectional architectures we consider here are more
expressive, yet also more challenging to sample than auto-regressive models such as
GPT [104], as we discuss with an example in Appendix 8.2.2. Here, we adopt the
sampling approach of Goyakt al. [95] which is based on the Metropolis-Hastings
(MH) algorithm. We rst select 620 examples of the test set at random. For each
input sequence $;;:::;S.), we de ne its score in terms of the maskeg condltlonals
used for training the masked language model& (s;;:::;s.) = i 1 hi s,
with h; being the logits as de ned in Section 2.2. Then, a MH sampler is run
on the joint distribution de ned as p(s:;:::;s.)/ exp[ E(sy;:::;s.)]. Starting
from an initial sequence ¢;:::;si™), at each step a local move is proposed,
in which the i-th token is masked and replaced withs** Pmim (SijSs;). The
move is then accepted according to the standard MH criterion. In this framework,
the conditional distributions obtained after training the transformer with MLM
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Figure 2.4: BERT models trained on masked-language modelling learn
increasingly higher-order interactions during training. Left panel: In an
experiment analogous to the one shown in Fig. 2.1, we show the test loss of a
standard BERT-like transformer encoder trained trained on the TinyStories data
set [78] and tested orclones of this data set with a truncated maximum degree
of many-body interactions between tokens. The inset shows the corresponding
test accuracy. We show the average over ve dierent training runs, all starting
from the same initial condition. The shaded area indicates one standard deviation.
Right panel: An alternative way to visualise the data from the left panel is to
plot the test loss at steps 1) 3 10% and 1@ (blue, green and orange points
respectively). This visualisation highlights the sequential learning of higher-order
interactions, showing that for the clones derived from two- and four-layer factored
architectures the loss saturates after 3 10* training steps, while on the clones
derived from a six-layer architecture, as well as for the clone sampled from a BERT
model, the test loss continues to decrease, as indicated by the black arrows.

are used as the transition kernel of the MH algorithm. In Fig. 2.3b), we show the
evolution of the mean score after each sweep of the sampling procedure, in the case
of the standard BERT transformer and the four layers factored architecture. In
Table 2.1, we nally show how one randomly selected part of a story from the test
set of TinyStories is modi ed after 20 sweeps of Monte Carlo sampling associated
to two and four layers of factored attention, and four layers BERT architecture.

Validating the clones As a sanity check of the statistical consistency of the
clones, we trained a standard four-layer transformer encoder on TinyStories, but
tested it on the clones generated after 20 and 70 MH sweeps, see panel c) of Fig. 2.3.
For both the clones generated from a four-layer factored architecture and from a
standard four-layer transformer encoder, we can check that the test loss after 20
and 70 sweeps is really similar, thus we decided to consider the samples obtained
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Figure 2.5: GPT models trained on next token prediction tasks learn
increasingly higher-order interactions during training. Left panel: Test
loss of a two-layer GPT-Neo model from [78] trained on TinyStories set and tested
on clones of this data set with a truncated maximum degree of many-body inter-
actions between tokensRight panel: We repeat the analysis of Fig. 2.4 for the
GPT-Neo model trained using next-token prediction, showing again clear signa-
tures of sequential learning. The results are consistent with respect to di erent
random seeds.

after 20 sweeps reliable clones of the original data set.

Sequential learning of many-body interactions by BERT As already an-
ticipated, we use these clones to investigate how a standard transformer encoder
trained on MLM learns the di erent degrees of interactions among input words.
Our results in Fig. 2.1 already suggested a sequential learning of the various degrees
of interaction among words over time for the WikiText-103 dataset. In Fig. 2.4, we
show an additional experiment where we trained the same transformer (for more
details about the architecture see Section 8.2.2) on a di erent data set, Tinys-
tories [78], nding the same sequential learning dynamics. We show this e ect
in the left panel of Fig. 2.4, where we plot the test loss of the four-layer BERT
model of Fig. 2.1trained on TinyStories, whiletested on clones with a xed max-
imum degree of interactions that we generated. After the initial plateau, which
nishes at 5000 training steps, the loss curves on the various clones continue
to overlap up to 6000 steps, despite the quick improvement in test error. This
behaviour suggests that in the early stages of training, the model primarily learns
low-order interactions without yet capturing high-order ones. Furthermore, in the
nal phase of training, the test error on the three-body clone, derived from a two-
layer factored architecture, shows little change after 3 10* steps (blue curve).

A similar behaviour happens for the clone obtained from a four-layer architecture
(green curve). Instead, on the clone obtained from a six-layer factored architec-
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ture and from a BERT architecture, the loss continues to decrease (orange and
red curves respectively) until the end of the training process, highlighting the se-
quential learning of the higher-order interactions by BERT. In the right panel
of Fig. 2.4, we present an alternative visualization of the same test loss values on
the clones at steps 1) 3 10% and 1@ (blue, green and orange points respec-
tively). This visualization highlights that, for the clone derived from a two-layer
factored architecture, training beyond 160 steps does not change the test error
signi cantly. In contrast, for the clone based on a four-layer factored architecture,
the test loss shows signi cant improvement between tGand 3 10* steps, but

e ectively saturates after 3 10* steps. Notably, for the clone derived from a
six-layer architecture, as well as for the clone sampled from a BERT model, the
test loss continues to decrease throughout the entire training process, as indicated
by the black arrows.

Sequential learning of many-body interactions by GPT Finally, we ex-
tend the analysis to the learning dynamics of an autoregressive transformer model
trained for the next-token prediction task. Speci cally, we examine a two-layer
GPT-Neo model, as also investigated in the TinyStories paper [78], training it on
the original dataset and evaluating its performance on the dierent clones (see
Appendix 8.2.2 for full experimental details). While the loss curve shows a single
decay of the loss, the sequential learning is again clearly apparent, as shown in
the left panel of Fig. 2.5. An alternative visualization of the same data presented
in the left panel of the same gure reveals that the test loss on clones with low-
order interactions saturates within the rst 500 training steps, while the test loss
on clones describing higher-order interactions continues to decrease throughout
the entire training period. Crucially, these ndings demonstrate the applicabil-
ity of our framework also to autoregressive models, which are the foundation of
state-of-the-art large language models.

2.5 Discussion

In this chapter, we have shown that transformer architectures trained on masked
language modeling and next-token prediction tasks are able to learn the many-body
interactions that govern natural text in a sequential way, going from lower to higher
orders as training progresses. We showed this using a new approach to assess sim-
plicity biases by rst generating clones of a NLP data set, where the maximum
level of interaction among tokens is limited to a speci c order. Testing a trans-
former on these clones while training it on the original data set provides insights
into the sequential learning patterns of the transformer. We conducted numerical
simulations to show that, when training a transformer on the WikiText-103 and
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TinyStories data sets, the test loss curves for clones with low-degree interactions
(e.g., three-body) exhibit plateaus after a fraction of the total training steps. In
contrast, higher-order interactions exhibit continuous test loss reduction through-
out the entire training procedure. The key element for generating the clones is the
use of architectures combining factored attention layers (see Chapter 1) with the
square activation function; the depth of these architectures controls the degree of
the many-body interactions captured.
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Chapter 3

Vision Transformer Wave
Function

In this Chapter, we build on the factored attention mechanism introduced in Chap-
ter 1 to develop an adaptation of the Vision Transformer (ViT) architecture [105]
capable of generating a variational ansatz of quantum states for many-body sys-
tems. We refer to this ansatz as the ViT wave function. Following the most used
approach in the literature of Neural Quantum states [17, 19], we generalize the
VIiT architecture by introducing complex-valued parameters into the network. In
this speci ¢ application, the factored attention mechanism is crucial for achieving
accurate results, demonstrating superior performance compared to the standard
attention mechanism used in natural language processing (a detailed comparison
will be presented in Chapter 6). We use the developed architecture to study the
one-dimensional;-J, Heisenberg model, demonstrating that a relatively simple
parametrization gets excellent results for both gapped and gapless phases. In this
case, excellent accuracies are obtained by a shallow architecture, witkiagle layer

of factored self-attention thus largely simplifying the original Vision Transformer
architecture [105]. The success of the VIiT wave function relies on mixing both local
and global operations, thus enabling the study of large systems with high accu-
racy. Nevertheless, the presence of complex parameters in the network complicates
the optimization of deep architectures, thereby motivating the introduction of a
dedicated training protocol to enhance optimization stability.

3.1 Introduction to Neural Quantum States

Variational approaches for studying quantum many-body systems have proved fun-
damental for understanding the ground state properties of extremely complicated
physical systems, famous examples being the Bardeen-Cooper-Schrie er state [106]
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and Laughlin [107] wave functions to explain superconductivity and the fractional
guantum Hall e ect, respectively. Given the exponential growth of the many-
body Hilbert space, a compact representation of the ground state, encoding the
correct physical properties, is a highly non-trivial task for strongly-interacting
systems. An approximate technique to address this problem is the Variational
Monte Carlo (VMC) method, which involves minimizing the variational energy
E =h j#j i=h j i,wherej i isa variational state parametrized through
avector of P parameters [16]. Foy a system dfl 1=2-spins,j i can be expanded
in the computational basisj i =, ()j i,where ()=hj iisamap
from spin con gurations of the Hilbert spacefj i=j %, 3, ; &{i; 7= 19,

to complex numbers. In a gradient-based optimization approach, the fundamen-
tal ingredient is the evaluation of the gradient of the loss, which in this case is

the variational energy, with respect to the parameters for =1;:::;P. This
gradient can be expressed as a correlation function [16]
h [
F = g_E: 2Re MK hAI)O hd i) ; (3.1)

which involves the diagonal operato® de nedasO ( )= @og[ ( )]|=@ . The
expectation valuesh ::i are computed with respect to the variational state and
stochastically estimated by running a Markov Chain on the distributionP ( ) /

i ()j% see Appendix 8.3.1 for more details. The parameters are then updated
according to the Stochastic Recon guration (SR) method [16, 108, 109], which
takes into account the geometric structure of the landscape:

= (S+ Ip) 'F; (3.2)

where is the learning rate and is a regularization parameter to ensure the
invertibility of the S matrix. The matrix S has shapeP P and it is de ned in
terms of the® operators [16]

h i
S. =Re HO hO IO hdii : (3.3)

The choice of the parametrization for the variational wave function i is a
central component of the VMC method. Recently, a class of wave functions,
based on neural networks, has been introduced and developed [17, 18]. Start-
ing from Restricted Boltzmann Machines (RBMs) [17], which are the simplest
neural-network Ansatz (namely, only one fully connected hidden layer), numerous
studies have been carried out testing di erent types of architectures; examples in-
clude Convolutional Neural Networks (CNNs) [29{32], Recurrent Neural Networks
(RNNSs) [33, 34], Autoregressive Neural Networks [35, 36], but also combinations
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of neural networks with standard variational wave functions (e.g., Gutzwiller-
projected fermionic ones) [110, 111]. In the last few years, the Transformer archi-
tecture [1] has become the state-of-art choice in natural-language processing tasks.
Its key feature is the ability to model relationships among all elements of an input
sequence (regardless of their positions), by e cientlfransforming input sequences
into abstract representations. Inspired by successes in natural-language process-
ing, very small modi cations led to the so-called Vision Transformer (ViT) [105],
which has been applied to image classi cation tasks, achieving competitive results
with respect to state-of-art deep CNNs, while being much more e cient than them.
Within many-body problems, Transformer networks have recently been employed
in the context of lattice gauge theories [35], to perform quantum tomography in
presence of noise [112], and for real- and imaginary-time evolutions of quantum
systems [113].

In this Chapter, we demonstrate that the VIiT architecture can be adapted to
de ne a new class of neural-network quantum states, here dubbed as ViT wave
functions. Crucially, the factored version of the self-attention mechanism devel-
oped in Chapter 1 is essential to reach accurate results. We apply odinsatz to
the one-dimensionall;-J, Heisenberg model, whose Hamiltonian is de ned by

X X
B=J Sk Sra+tJds Sk Skrez (3.4)

R R

where Sg = (SX;Sk;Sg) is the S = 1=2 spin operator at siteR and J; > 0
and J, 0 are nearest- and next-nearest-neighbor antiferromagnetic couplings,
respectively. Its phase diagram is well established by analytical and numerical
studies [114]. For small values af,=J;, the ground state has power-law spin-spin
correlations and the excitation spectrum is gapless; for large valueslBEJ;, the
ground state is two-fold degenerate, leading to long-range dimer order (but expo-
nentially decaying spin-spin correlations), and the spectrum is fully gapped. These
two phases are separated by a critical point at}g=J,), = 0:241167 0:000005 [115,
116]. Interestingly, forJ,=J; > 0:5, incommensurate (but short-range) spin-spin
correlations have been found, whereas dimer{dimer correlations are always com-
mensurate. In the following, we assess the ground-state properties of theJd,
model on nite clusters, imposing periodic boundary conditions.

From the numerical perspective, density-matrix renormalization group (DMRG) [117]
or its modern variations based upon tensor network&nsatze [118] represent one of
the few approaches that can accurately assess the ground-state properties of frus-
trated systems in one dimension, as th& -J, model of Eq. (3.4). In fact, the main
limitation to the use of quantum Monte Carlo techniques [119] relies on the un-
known sign structure of the ground-state wave function, which prevents one from
performing unbiased projection techniques (except far, = 0, where the so-called
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Marshall sign rule applies [120]). The non-trivial sign structure represents also
an obstacle to the de nition of accurate variational wave functions. For example,
Gutzwiller-projected fermionic states [121] have a limited power to reproduce the
correct signs of the ground state fod,=J; > 0:5 [122]. By contrast, RBM states
are able to reach an excellent accuracy; however, they su er from poor scaling
behavior, due to their fully-connectedstructure in which a single hidden layer is
connected to all physical degrees of freedom [122]. This fact limits the applicability
of RBMs to relatively small clusters. In this respect, CNN wave functions have
been introduced to deal withlocal structures and deep architectures are necessary
to build long-range correlations, thus introducing severe problems in the optimiza-
tion procedure (e.g., diverging or vanishing gradients). RNNAnsatze have also
been considered, which recurrently process inputs of a sequence one by one, im-
plying that they cannot be parallelized; in addition, since not all elements of the
network are directly connected, long-range correlations are built from short-range
ones, thus making the learning process not straightforward [123].

In order to overcome these problems, we propose a simpli ed version of the
standard ViT architecture. The main advantage of thisAnsatzlies in the possibil-
ity to mix both local and global structures, thus limiting the number of variational
parameters and simplifying the learning process (see below). We emphasize that a
complex parametrization is adopted without ara priori encoding of the sign struc-
ture (i.e., no information about the exact signs). In this Chapter, we show that
the VIiT wave function can reach very high accuracy results compared to DMRG
calculations, even on large clusters, with less than one thousand parameters and
few computational resources compared to other neural-network wave functions.
Most importantly, the ViT accuracy can be systematically improved by changing
the hyper-parameters of the architecture.

3.2 The VIT wave function

The fundamental ingredient of a Transformer is theself-attention mechanism As
we saw in Section 1.2, given a sequenceNbfinput vectors (X 4;:::;Xn), for each of
them three new vectors are computed}i = Qx;, ki = K x;, and v; =V x;, where
Q, K, V are generic recta@gular matrices of parameters. The attention vectors are
then constructed, A =1 (@i;kj)vj, where the attention weights (q;; kj)
determine how much thej -th input vector should contribute to A;, which is the
subsequent representation of the-th input. The functional form of these weights
can be chosen according to the task [2]. To improve the performance of the model,
multi-head attention can be considered, where a set of matric€s , K ,andV ,
with = 1;:::;h (with h the number of headgsis de ned, thus Ieadlng to a set
of attention vectorsAI . The latter ones are computed in parallel, concatenated
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Figure 3.1: Scheme of the VIiT wave function. The input spin con guration is
split into patches of sizeb (which de ne a set of N vectors of dimensionb). Each
of them is linearly projectedh times with di erent linear projections to produceN

vectors of dimensions = d=h. Then the attention function is applied in parallel
and the h di erent r dimensional output vectorsA; are obtained. Then, they are

linear projection, the non-linear function log[cosh]] is applied. This architecture
can be replicated and stacked, times. The last layer simply sums all the outputs
and returns the logarithm of the ViT wave function.

together, and linearly combined. Finally, each output vector of the multi-head
attention is fed separately and identically to a non linearity. In general, this whole
architecture is replicatedn, times.

Our goal is to use the Transformer to parameterize the many-body wave func-
tion, in order to map spin con gurations of the Hilbert space = ( 1;:::; L),
with g =2S% = 1, to complex numbers ( ). We take inspiration from the
VIT [105] introduced for computer vision tasks, where the images are split into
patches and these are taken as the input sequence to a Transformer. In the same
way, starting from a spin con guration =( 4;:::; ), we splititinto N patches

of sites must be a multiple ofb). The sequence of these patches is then used to
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Figure 3.2: Relative error " = j(Evir Ebomre )=Epmrc j Of the VIT wave
function by varying the hyper-parameters of the architecture for a cluster with
L =100 sites. Left panel: " as a function ofd=h, with a xed number of heads
h, for the unfrustrated case. Right panel: " as a function of the number of heads
h, with d=h = 1, for di erent values of frustration ratio. The reference energies
are computed by DMRG [124] with a bond dimension up to = 600 obtaining
E=J; = 0:4432295 ford,=J; = 0, E=J; = 0:3803882 forJ,=J; = 0:4, and
E=J; = 0:4216664 ford,=J; = 0:8.

compute the attention vectors. Then, the factored attention version of the original
self-attention mechanism developed in Chapter 1 is considered, taking the atten-
tion weights only depending on positions and j, but not on the actual values of
the spins in these patches, thus leading to:

X
A. = ijV Xj; (35)

i
j=1

whereV isar bmatrixwith r = d=h, andd s the so-callecembedding dimension
that must be a multiple of the number of head$. In this speci ¢ application, this
approach is dictated by the fact that the attention weights should mainly depend
on the relative positions among groups of spins and not on the actual values of the
spins in the patches. This is expected to be true when the patches are far apart
and is extended for generic positionsand j. Finally, after the concatenation of
the heads, a further linear projection is taken, before the non linearity, here chosen
as log[cosh(]. This block can be repeatedh, times before applying the output
layer in which all the values are summed to obtain the logarithm of the ViT wave
function it () (see Fig. 3.1).
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Figure 3.3:  The isotropic spin-spin correlations in real spac€(r) as com-

puted by the ViT wave function (full dots) for the unfrustrated Heisenberg model
(J2=J; = 0) on a cluster with L = 100 sites. The DMRG results are also shown for
comparison (empty circles). Inset. Log-log plot of the same correlation function.

In order to study frustrated quantum spin models with non-positive ground
states (in the computational basis), we choose all the parameters to lsemplex
numbers Furthermore, a translationally-invariant wave function with k = 0 can
be easily de ned by considering the following two steps. First, we adapt the
relative positional encodind125] to periodic systems, taking;; = ; ;;asaresult,
the number of variational parameters for computing the attention vectors (3.5) is
reduced fromO(L?) to O(L). This procedure induces translational invariance
between patches. To include also the one within patches, we perform the linear

combination:
X 1

“vir ()= vit (Tr ); (3.6)
r=0
where T, is the translation operator. We emphasize that this approach requires a
small summation (ofb terms), which does not grow with the system sizk.

The optimization process of all the complex parameters is obtained by using
standard variational Monte Carlo techniques, namely the so-called Stochastic Re-
con guration approach, refer to Section 4.2 for a detailed discussion of the method.
In the following, we mainly take n; = 1, which represents the simplest possible
adaptation of the Transformer architecture; indeed, even within this drastic as-
sumption, we obtain excellent results in both gapless and gapped phases. At the
end, we show the e ect of a deeper network witim; > 1. All the simulations are
performed by xing the patch sizeb= 4.
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Figure 3.4: The spin-spin structure factorS(k) as computed by the ViT wave
function (full dots) for J,=J; = 0 (upper panel), J,=J; = 0:4 (middle panel) and
J,=J; = 0:8 (lower panel) on a cluster withL = 100 sites. The DMRG results are
also shown for comparison (empty circles).

3.3 VIT for the J;-J, Heisenberg chain

We start by discussing how the accuracy of the ViT wave function with one layer
can be systematically improved by varying its two hyper-parameters, i.e., the num-
ber of headsh and the ratio r = d=h. We consider a cluster withL = 100 sites
and three di erent values of the frustration ratio: J,=J; = 0 (unfrustrated, gap-
less), 04 (weakly-frustrated, gapped), and @B (strongly-frustrated, gapped); the
reference energy is computed by using the standard DMRG approach (imposing
periodic-boundary conditions on the Hamiltonian [124]). In Fig. 3.2, we show the
accuracy of the ground-state energy for the unfrustrated case as a functiondsth
xing the number of headsh, and for the three values o1,=J; when increasing the
number of headsh, at xed ratio d=h. Even though there is a general di culty in
reconstructing the exact sign structure in highly-frustrated regimes [122, 126{129],
we obtain an excellent approximation of the correct energy for all the values of
J,=J; that have been considered, e.g., an accuracy' . 0:1% forJ,=J; = 0:8 and
" 0:01% forJ,=J; = 0:4.

Let us now move to the analysis of the correlation functions. From the previous

results, we choosédn = 8 and d=h = 1 as a good compromise between accuracy
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Figure 3.5: Dimer-dimer correlations as computed by the VIT wave function (full
circles) forJ,=J; = 0 (upper panel), J,=J; = 0:4 (middle panel) andJ,=J; = 0:8
(lower panel) on a cluster withL = 100 sites. The DMRG results are also shown
for comparison (empty circles).

and complexity, for which the network can be trained orL. = 100 sites in a few
hours on ten CPUs or in a few minutes on a GPU. The spin-spin correlations are
de ned as

9( 1
C (=7 M 3.7)

R=0
where = x,y,orzandh::i represents the expectation value over the variational
guantum state. In particular, we focus on isotropic spin-spin correlation€(r) =
[C#2(r) + Cxx(r);,+ CYY(r)]=3 and the corresponding structure factor in Fourier
spaceS(k) = % rL:ol ek C(r). In Fig. 3.3, we show the results of the real-space
correlations C(r) for the unfrustrated Heisenberg modelJ,=J; = 0) on a cluster
with L = 100 sites, comparing them to the DMRG outcomes (with periodic-
boundary conditions). Remarkably, the ViT Ansatz is able to match the DMRG
calculations at all distances, demonstrating that the global structure of the multi-
head attention layer is able to build the algebraic long-range tail.

The high exibility of the VIT state is also demonstrated by considering the
three di erent regimes, with commensurate (i.e.S(k) peaked atk = ) or incom-
mensurate (i.e.,S(k) peaked atk 6 ) correlations, see Fig. 3.4.

The gapped phase is characterized by a nite dimer order (implied by the two-
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Figure 3.6: Optimization of the DeepViT with n; = 4, where each layer ha = 2
and d=h = 2, for the Heisenberg model withL = 40 sites. Along the process, the
cut in the attention is xed and progressively increased from 1 to 10 (the rst two
values are not shown for better readability). At the end, once the cut has been
completely relaxed, the full translational invariance is restored [see Eq. (3.6)] to
compute the accuracy in the energy. Inset: Relative error" of the DeepViT wave
function by varying the number of layers. The reference energy is computed by
DMRG [124] with a bond dimension up to = 600 obtaining E=J; = 0:443663.

fold degeneracy of the ground state, in the thermodynamic limit). On any nite
system, there is an exponentially small gap between the two states, wikh= 0
and k = , and the insurgence can be detected from the connected dimer-dimer
correlations:

Xl
D=1 &% Sl [CF0 =107 (3.8)

R=0

where C#*(r = 1) is the z component of the spin-spin correlation function at
distancer =1 de ned in eq. (3.7). Notice that this de nition considers only the

z component of the spin operators [130]. In Fig. 3.5, we show the results for the
three values ofJ,=J; considered in this work. Again, the agreement with DMRG
calculations is excellent in all cases, and the ViT state is able to perfectly reproduce
the presence of dimer order.

51



3.4 Relax-cut procedure to optimize deep complex-
valued VIiT

The ViT wave function can be systematically improved by stacking multiple Trans-
former layers, i.e.,n; > 1. The optimization of deep networks employing complex
valued parameters is di cult with standard protocols, then we develop the \relax-
cut” procedure based on the physical interpretation of the attention weights. We
start by setting for each head and layer ; ; =0 if ji jj> cut, with cut <L=Db,
training only the remaining weights. Small cut values (e.g., cut = 1) are good
starting points for stable optimizations. Then the cut is relaxed until reaching
L=b, where all-to-all connections among the inputs of each layer are restored. As
an example, the results for the Heisenberg model with= 40 are shown in Fig. 3.6.
Here, we taken, = 4 (each layer hash = 2 and d=h = 2) and perform the op-

accuracy of the energy improves. We stress that the optimization is performed
without Marshall sign prior.

3.5 Discussion

We have introduced a promising class of variational wave functions, which are
based upon Transformer neural-network architectures (in particular, Vision Trans-
formers). Their main advantages, with respect to previously de nednsatze, are
the mixing of local and globalstructures, which makes them very exible to de-
scribe a variety of di erent quantum phases, with both gapped and gapless spectra.
Remarkably, even working with a relatively simple architecture of only one layer,
excellent results are obtained for a frustrated spin model in one spatial dimension.
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Chapter 4

Feature learning perspective on
Neural Quantum States

Understanding quantum magnetism in two-dimensional systems represents a lively
branch in modern condensed-matter physics. In the presence of competing super-
exchange couplings, magnetic order is frustrated and can be suppressed down to
zero temperature. Still, capturing the correct nature of the exact ground state is

a highly complicated task, since energy gaps in the spectrum may be very small
and states with di erent physical properties may have competing energies. In this
Chapter, we rst introduce in Section 4.1 a variationalAnsatz for two-dimensional
frustrated magnets by leveraging the power of representation learning. A central
innovation of our approach is to overcome the limitations of thé&nsatzintroduced

in the previous chapter, where stable optimization of deep networks was hindered
by the presence of complex-valued parameters (see Section 3.4). To address this, we
employ a deep Vision Transformer with real-valued parameters to map physical
spin con gurations into a high-dimensional feature space. Within this abstract
space, the determination of the ground-state properties is simpli ed and requires
only a shallow output layer with complex-valued parameters.

Crucially, the proposed ViT Ansatz contains a large number of parameters due
to its deep architecture, which makes standard optimization methods impractical.
To address this, we develop a scalable and e cient formulation of the Stochastic
Recon guration method in Section 4.2. Using this novel optimization protocol
together with our Ansatz in Section 4.3 we illustrate its e cacy by studying the
J;-J, Heisenberg model adl,=J; = 0:5 on the 10 10 square lattice, a challenging
benchmark in highly-frustrated magnetism, and achieving state-of-the-art ground-
state energy by optimizing a ViT architecture with 3 10° parameters.
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4.1 Feature learning inspired Ansatz

In this Section, we take a new perspective on NQS by leveraging the principle of
representation learning[131] that is key to the success of deep neural networks
in practice. The idea is that the mathematical structure of deep networks, a
composition of simple functions with parameters that can be tuned to data, allows
neural networks to automatically extract the pertinent features of a data set for
a given task. These features orepresentationsof the inputs are then used for
downstream tasks, like, in our case, predicting the amplitude of the wave function
for a given spin con guration. The idea oflearning these representations directly
from data is contrary to the approach of classical machine learning, which required
careful engineering and considerable domain expertise to distil raw data (such as
the spin con gurations) into a representation or feature vector that could be used
for a downstream task [132].

In this Section, we follow this approach by building a variationaAnsatz where
we use a deep neural network to map physical spin con gurations into a feature
space. This transformation enables an accurate prediction of the amplitude associ-
ated with each con guration with even a simple, shallow fully-connected layer [17].
By reframing the NQS as feature extractors rather than just universal approxima-
tors of complicated functions, the variational state is naturally perceived as the
composition of two distinct functions, each with a speci c role:

z=V(;);
Log[ ( )]=f(z;W);

where the variational parameters are partitioned into two blocks = f ;W g.
The function V( ; ) is parameterized as aleepneural network, mapping physical
con gurations  to vectors z, called hidden representationswhich belong to ad-
dimensionalfeature space Conversely,f ( ; W) is a shallowneural network used to
generate a single scalar value from the hidden representatians This nal value
is used to predict the amplitude corresponding to the input con guration. In order
to predict both modulus and phase of the variational state (which is fundamental
in cases where the exact sign is not knowan priori), it is convenient to employ a
complex-valued variational state. The structure of theAnsatzin Eg. (4.1) suggests
the possibility of taking as real-valued parameters in the deep neural network
V(; ). Subsequently, only the parameter$V of the shallow functionf ( ; W) can
be taken complex-valued. We schematically represent these two steps in the left
panel of Fig. 4.1; instead, a pictorial scheme of the mapping process from the
physical space of the spin con gurations to the feature space is depicted in the
right panel of Fig. 4.1.

Far from being only a change of viewpoint, the possibility of having a real-
valued feature extractor is crucial in practice. Several works showed recently

(4.1)
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Figure 4.1: Left panel: The NQS is de ned as the composition of two functions:
rst, a deep neural networkV( ; ) (with real-valued parameters) maps the input
con gurations  into hidden representationsz; then, a simple shallow network
f (z; W) (with complex-valued parameters) generates the logarithm of the ampli-
tudes Log[ ( )] starting from hidden representations. Right panel: Pictorial
illustration of the mapping process carried out by the deep neural network. The
network maps spin con gurations from the Hilbert space into con gurations in

a feature space 2 RY with a non-trivial structure. In subsection 4.1.3, we show
for example that physical con gurations cluster in feature space according to
the sign of the amplitudes Log[ ( )].

that depth is crucial to achieving high accuracies on two-dimensional quantum
systems [22, 23, 133, 134]. Yet, training deep networks is a complicated task
that is only possible by leveraging techniques such as Layer Normalization [135],
skip connections [136], and appropriate activation functions [137]. However, all of
these techniques have been developed for real-valued architectures, and cannot be
straightforwardly generalized to complex-valued neural networks. For these rea-
sons, in Section 3.4, the optimization of a deep Transformer architecture having
complex-valued parameters necessitated the development of a heuristic procedure
involving the introduction of a cut in the attention weights. A big advantage of
the newly proposedAnsatz with a real-valued feature extractor is then that it
can be trained from scratch without additional restrictions and with minimal reg-
ularization in the optimization protocol (Section 4.2 for details). This modi ed
architecture has recently yielded state-of-the-art results on one of the most popu-
lar benchmarks in frustrated magnetism [37]. The following two subsections give
a detailed description of the architecture of the neural network.

4.1.1 Vision Transformer

We propose the use of a Vision Transformer [105] (see Fig. 4.2) to parametrize
V(; )inEqg. (4.1), see Section 4.1.2 for a detailed description of the architecture;
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Figure 4.2: The input spin con guration is partitioned into patches, which
are linearly projected in ad-dimensional embedding space and then processed by
a Vision Transformer. The latter one builds new representations of the patches,
which are then combined through summation and fed into a nal single complex-
valued fully-connected layer in order to obtain the logarithm of the (complex) wave
function. Notice that this is a particular instantiation of the more general scheme
proposed in the left panel of Fig. 4.1.

instead, the functionf is chosen to be:

X
f(z;W) = logcoshp +w 2z) ; (4.2)

=1

where the variational parametersW are the biases and the weights of the linear
transformation. The number of hidden neuronXK is a hyperparameter of the
network. Notice that Eqg. (4.2) has the same functional form as the well-known
Restricted-Boltzmann Machine (RBM) introduced by Carleo and Troyer [17]. Cru-
cially, in this case itis not applied to the physical con guration but instead to the
hidden representationz. This is the change of paradigm that we want to empha-
size. With these choices, the process of constructing the amplitude corresponding
to a physical spin con guration involves the following steps (see Fig. 4.2):

1. The input spin con guration s initially divided into n patches (see Ap-
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pendix 8.4.1).

2. The patches are linearly projected into al-dimensional embedding space,
resulting in a sequence of vector{;  ;Xn), wherex; 2 RY,

3. A ViT processes these embedded patches, producing another sequence of
vectors /1;  ;Yn), Wwherey; 2 RY,

4. The hidden representatiornz Bf the con guration is de ned by summing
all these output vectors:z = =, y;.

5. Afully-connected layer with complex-valued parameters, de ned in Eq. (4.2),
produces the amplitude Log[ ( )] corresponding to the input con guration
. Speci cally, we setK = d.

Notably, while the vector x; depends solely on the spins contained in theth
patch, the resulting vectory; is a function of all the spins in the con guration.
The VIT architecture is constructed as a sequence af encoder blocks. In each of
them, a multi-head factored attention layer (with h heads) is followed by a two-
layer fully connected network. For a detailed description of the Encoder Block see
subsection 4.1.2.

Notice that the structure of this variational Ansatz requires a large number
of parameters. In order to optimize them, in Section 4.2 we introduce a modern
formulation of the Stochastic Recon guration technique [138] to be able to deal
with a large number of variational parameters [22, 37].

4.1.2 Encoder Block

The Encoder Block is the core of the Transformer architecture (see Fig. 4.3). The
input sequence of thd-th Encoder Block (wherel runs from 1 to n)) is the set of

n vectors ki;  ;Xn), where, for the sake of simplicity, the indeX is not made
explicit. This sequence of vectors is processed by a real-valued factored multi-
head attention mechanism [37, 139], with the number of heads in the multi-head
attention mechanism. The -th attention vector A; is de ned by rst applying

a local linear transformation V. to each input vector x;. The resulting vectors
V Xx; are then globally mixed according to the factored attention mechanism in-
troduced in Eq. (3.5). The crucial di erence with respect to the previous ViT
parameterization is that the matrices of parameters (which de ne the so-called
attention map9 and V are real valued instead of complex valued. The di er-
ent attention representations computed in each headl; 2 R%" are concatenated
together to give an output sequence of attention vectors (A;; ;A,), with

A; 2 RY. Then, after another linear projection which mixes the representations
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Figure 4.3: To process the embedded patches, each Transformer Encoder block
employs a real-valued factored multi-head attention mechanism, which mixes the
patches, and a real-valued two-layers Feed-Forward neural network, which is used
to introduce a non-linearity. Skip connections and Layer Normalization are also
employed.

of the di erent heads, each attention vector is nally passed identically and inde-
pendently through a non-linearity, which is taken to be a (real-valued) two-layers
fully-connected neural network, with hidden dimension@and the standard recti-
ed linear unit (ReLU) activation function. The output of the I-th encoder block

is a sequencey(s; ;Yn), With y; 2 RY being a new representation of the-th
input. Pre-Layer Normalization [135] and skip connections are used, these being
the key elements that permit the optimization of deep networks. The use of fac-
tored attention in Eq. (3.5) is justi ed by the physical interpretation we give to
the attention weights; indeed, we expect that they should mainly depend on the
relative positions among groups of spins and not on the actual values of the spins
in the patches [21, 139]. Moreover, attention weights are taken translationally
invariant, in order to encode the translational symmetry between patches.

4.1.3 Hidden representations

The motivation for the ViT wave function introduced in this Section is to leverage
the power of representation learning. Instead of using a neural network simply as
a universal approximator to map spin con gurations to wave function amplitudes,
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Figure 4.4. Dimensional reduction (using the UMAP algorithm) of the hidden
representations for a set of con gurations obtained from a ViT in the limit of
JO% = 0, leading to the Heisenberg model. Points are colored according to the
exact signs given by the Marshall sign rule [120]. a) Before optimizing, when
the parameters of the neural network are random, the hidden representations are
all concentrated in a single cluster. b) After the optimization of the variational
energy the hidden representations are organized in clusters with the same number
of ipped spins with respect to the Neel state. All calculations are performed on
an 8 8 cluster.

we train the network to map spin states into a feature space. These features are
then used as an input to a shallow neural network to predict the amplitude corre-
sponding to the input con guration [see Eq. (4.2)]. This change in perspective has
important practical rami cations: it dispenses with the need of having complex-
valued parameters in the feature extracto( ; ), making the training of deep
networks much easier. In this section, we verify that the network indeed learns a
set of non-trivial features in the course of training, and we nd that some of these
features are even interpretable in a simple limiting case.

To this end, we examine the Heisenberg model on a two dimensional square
lattice; here, the ground state properties are characterized by the presence of an-
tiferromagnetic order. In addition, the exact sign structure of the ground state
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follows the Marshall sign rule [120]. For a given set of con gurations ;g (sam-
pled along the Monte Carlo procedure), we compute the corresponding hidden
vectors f z;g of sized 1, which can be visualized in two dimensions after a
dimensional reduction with the standard Uniform Manifold Approximation and
Projection method (UMAP) [140].

In Fig. 4.4, we color each feature or representatiop, according to the ex-
act sign of the amplitude corresponding to the spin con guration ;. Before the
Transformer is trained, i.e., with random network weights, there is no discernible
structure in the representations (see Fig. 4.4a). After training, by means of mini-
mizing the variational energy, we see instead that features have a highly non-trivial
structure: they are grouped into di erent clusters of the representation space (see
Fig. 4.4b). This is a direct result of the training.

Remarkably, these clusters have a physical interpretation in the unfrustrated
case, where the spin con gurations in a given cluster have the same number of
ipped spins with respect to the Neel state and, therefore, the same sign (according
to the Marshall rule), and similar modulus. The crucial point is that, by using
a single fully-connected layer, the prediction of the correct amplitudes is much
easier when acting on these representations rather than using the original spin
con gurations, as can be seen from the vastly superior energies obtained by the
VIiT state compared to a simple RBM [37, 141].

A similar clustering structure in the trained ViT also appears for a generic
Hamiltonian, though the precise interpretation of the clusters is less straightfor-
ward (see Appendix 8.4.4. This re ects the situation in machine learning, where
it is generally di cult to extract human-interpretable structure directly from the
representations. In fact, the whole point of letting neural networks learn features
directly from data is that they can discover subtle patterns in the data that are
hard for humans to extract or even describe, but nevertheless turn out to be useful
for the task at hand.

4.2 A simple linear algebra identity to optimize
Large-Scale Neural Network Quantum States

The network developed in Section 4.1 requires a large number of variational pa-
rameters. However, the Stochastic Recon guration (SR) method [16, 108, 109]
(see below), which is essential to obtain stable and accurate optimizations of Neu-
ral Quantum States, becomes impractical beyond a few thousand parameters. In
this Section, we leverage a simple linear algebra identity to show that SR can be
employed even in the deep learning scenario.

The Eq. (3.2) de nes the standard formulation of the SR, which involves the
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inversion of aP P matrix, being the bottleneck of this approach when the
number of parameters is larger tharO(10*). To address this problem, we start
reformulating Eq. (3.2) in a more convenient way. For a given sample & spin
con gurations f ;g (sampled according tg ( )j?), the stochastic estimate of
[see Eq. (3.1)] can be obtained as:

" #

ol
F= Re — [Eu E]J[Oi O] : (4.3)

i=1

Here,E, = hijdj i=hij i denes the local energy for the con gurationj ;i
andO; = O ( j); in addition, E_. and O denote sample means. Throughout this
work, we adopt the convention of using latin and greek indices to run over con gu-
rations and parameters, respectively. Equivalently, Eqg. (3.3) can be stochastically
estimated as " #

1
S. =Re - 0; O 0O; O (4.4)

To simplify further, we introduceY; =(0O; O )=pﬁand"i = 2[E.s E.] P M,
allowing us to express Eq. (4.3) in matrix notation as= = Re[Y"] and Eqg. (3.3)
asS = Re[Y YY]. Writing Y = Ygr + 1Y, we obtain:

S=YaYg +Y Y =XXT (4.5)
whereX = Concat(Yg;Y,) 2 R? 2™ the concatenation being along the last axis.
Furthermore, using” = "g + i"|, the gradient of the energy can be recast as

F = YR"R Y| II| = Xf X (46)

with f = Concat("g; ") 2 R? . Then, the update of the parameters in Eq. (3.2)
can be written as
= (XX T+ 1p) IXF : (4.7)

This reformulation of the SR updates is a crucial step, which allows the use of the
well-known push-through identity (AB + 1,) A= A(BA + I,) ! [142, 143],
where A and B are respectively matrices with dimensione m andm n. As

a result, Eq. (4.7) can be rewritten as

= X(XTX+ o) M : (4.8)

This derivation shows, in a simple and transparent way, how to exactly perform
the SR with the inversion of a M  2M matrix and, therefore, without allo-
cating aP P matrix. We emphasize that the last formulation is very useful
in the typical deep learning setup, wherd? M. Employing Eq. (4.8) instead
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of EQ. (4.7) proves to be more e cient in terms of both computational complex-
ity and memory usage. The required operations for this new formulation are
O(M?2P) + O(M?®) instead of O(P?3), and the memory usage is onfO(MP) in-
stead of O(P2). For deep neural networks withn, layers the memory usage can
be further reduced roughly toO(MP=n,) (see Ref. [144]). Other methods, based
on iterative solvers, requireO(nMP ) operations, wheren is the number of steps
needed to solve the linear problem in Eq. (3.2). However, this number increases
signi cantly for ill-conditioned matrices (the matrix S has a number of zero eigen-
values equal toP M), leading to many non-parallelizable iteration steps and
consequently higher computational costs [145]. Our proof also highlights that the
diagonal-shift regularization of theS matrix in parameter space [see Eq. (3.2)] is
equivalent to the same diagonal shift in sample space [see Eg. (4.8)]. A similar
result has been obtained in Ref [146], with the di erence that a pseudo-inverse
regularization is applied in order to truncate the e ect of vanishing singular values
during inversion.

4.3 State of the art results on the J1-Jo> Heisen-
berg model

In this Section, we combine the Deep VIiT variationalAnsatz introduced in Sec-
tion 4.1 and the optimization method developed in Section 4.2 to address the most
popular benchmark problem in the eld of frustrated quantum many-body spin
systems: the approximation of the ground state of thd;-J, Heisenberg model
in the highly frustrated point J,=J; = 0:5 on the 10 10 square lattice. The
result in Table 4.1 is achieved with the Deep ViT using = 2, n; = 8 layers,
embedding dimensiord = 72, and h = 12 heads per layer. This variational state
has in total 267720 real parameters (the complex-valued parameters of the output
layer are treated as couples of independent real-valued parameters). Regarding
the optimization protocol, we choose the learning rate = 0:03 (with cosine decay
annealing) and the number of samples is xed to bl = 6000. We emphasize that
using Eq. (4.7) to optimize this number of parameters would be infeasible on avail-
able GPUs: the memory requirement would be more tha®(10%) gigabytes, one
order of magnitude bigger than the highest available memory capacity. Instead,
with the formulation of Eq. (4.8), the memory requirement can be easily handled
by available GPUs. The simulations took four days on twenty A100 GPUs. Re-
markably, as illustrated in Table 4.1, we are able to obtain the state-of-the-art
ground-state energy using an architecture solely based on neural networks, with-
out using any other regularization than the diagonal shift reported in Eq. (4.8),
xedto =10 4 We stress that a completely unbiased simulation, without as-
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Table 4.1: Ground-state energy on the 1010 square lattice atJ,=J; = 0:5.

Energy per Wave # Marshall Reference Year
site function parameters prior
-0.48941(1) MLP 893994 Not [147] 2023
available
-0.494757(12) CNN Not No [148] 2020
available
-0.4947359(1) Shallow CNN 11009 Not [149] 2018
available
-0.49516(1) Deep CNN 7676 Yes [150] 2019
-0.495502(1) PEPS + Deep 3531 No [151] 2021
CNN
-0.495530 DMRG 8192 SU(2) No [152] 2014
states
-0.495627(6) aCNN 6538 Yes [153] 2023
-0.49575(3) RBM-fermionic 2000 Yes [154] 2019
-0.49586(4) CNN 10952 Yes [155] 2023
-0.4968(4) RBM (p=1) Not Yes [156] 2022
available
-0.49717(1) Deep CNN 106529 Yes [157] 2022
-0.497437(7) GCNN 67548 No [158] 2023
-0.497468(1) Deep CNN 421953 Yes [159] 2022
-0.4975490(2) VMC p = 2) 5 Yes [160] 2013
-0.497627(1) Deep CNN 146320 Yes [146] 2023
-0.497629(1) RBM+PP 13132 Yes [161] 2021
-0.497634(1) Deep VIiT 267720 No Ours 2023

suming any prior for the sign structure, is performed, in contrast to other cases
where the Marshall sign rule is used to stabilize the optimization [146, 150, 157,
159, 161] (see Table 4.1). Furthermore, we veri ed with numerical simulations
that the nal results is not a ected by the Marshall prior. This is an important
point since a simple sign prior is not available for the majority of the models (e.g.,
the Heisenberg model on the triangular or Kagome lattices). We would like also
to mention that the de nition of a suitable architecture is fundamental to take
advantage of having a large number of parameters. Indeed, while a stable sim-
ulation with a simple regularization scheme (only de ned by a nite value of )

is possible within the Deep VIiT wave function, other architectures require more
sophisticated regularizations. For example, to optimize Deep GCNNSs it is neces-
sary to add a temperature-dependent term to the loss function [158] or, for Deep
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Figure 4.5: Variational energy optimization. Optimization of the Deep VIiT
with patch sizeb= 2, n, = 8 layers, embedding dimension = 72 and h = 12 heads
per layer, on theJ;-J, Heisenberg model atl,=J; = 0:5 on the 10 10 square
lattice. The rst 200 optimization steps are not shown for better readability.
Inset: rst and last 200 optimization steps when recovering sequentially the full
translational (green curve), rotational (orange curve) and re ections and parity
(red curve) symmetries. The total number of steps after restoring the symmetries
is 5000 for translations, 5000 for rotations and 4000 for re ections and parity. The
mean energy obtained without quantum number projection is also reported for
comparison (blue dashed line).

CNNs, a process of variance reduction and reweighting [146] helps in escaping
local minima. We also point out that physically inspired wave functions, as the
Gutzwiller-projected states [160], which give a remarkable result with only a few
parameters, are not always equally accurate in other cases.

In Fig. 4.5 we show a typical Deep ViT optimization on the 10 10 lattice
at J,=J; = 0:5. First, we optimize the Transformer having translational invari-
ance among patches (blue curve). Then, starting from the previously optimized
parameters, we restore sequentially the full translational invariance (green curve),
rotational symmetry (orange curve) and lastly, re ections and spin parity symme-
try (red curve). The symmetrized wave function reads:

R 1X7
()= [ (TR )+ ( TRy )] : (4.9)

i=0 j=0
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Figure 4.6: Variational energy scalings.  Panela: Energy per site as a function

of the number of samplesv for a ViT with n, = 8 layers, embedding dimension

d = 72 and h = 12 heads per layer. Paneb: Energy per site as a function
of the number of parametersP, increased by adding heads and taking larger
embedding dimensiongl, for a xed number of layersn, = 8. For both panels,
the energy values (blue circles) are obtained without restoring the symmetries; for
comparison we also show the energy corresponding to the fully symmetrized state
in Eq. (4.9) (red star) which is the one reported in Table 4.1.

In the last equation, T; and R; are the translation and the rotation/re ection
operators, respectively. Whenever a new symmetry is restored, the energy reliably
decreases [162]. We stress that our optimization process, which combines the SR
formulation of Eq. (4.8) with a real-valued Deep ViT followed by a complex-valued
fully connected output layer [21], is highly stable and insensitive to the initial seed,
ensuring consistent results across multiple optimization runs.

Finally, we discuss the impact of the number of sampldd and parametersP
on the variational energy of the ViT wave function, showing the results in Fig. 4.6.
In the right panel, we show the variational energy as a function of the number of
parameters for a xed number of layers, = 8, performing the optimizations with
M = 6000 samples. The number of parameters is increased by enlarging the width
of each layer. In particular, we take the following architectures:h(= 10;d = 40),
(h = 10;d = 60), (h = 12;d = 72), and (h = 14;d = 140) with P = 85400,
187100, 267720, and 994700 parameters, respectively. A similar analysis for a
xed width but varying the number of layers is discussed in Ref. [21]. Instead, in
the left panel, we x an architecture (h = 12;d = 72) with n, = 8 and increase the
number of samplesM up to 10*. Both analyses are performed without restoring
the symmetries by quantum number projection; for comparison, we report in the
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left panel the energy obtained after restoring the symmetries [see Eq. (4.9)]. The
latter one coincides with the ViT wave function used to obtain the energy reported
in Table 4.1. We point out that the energy curves depicted in Fig. 4.6 are obtained
from unbiased simulations, without the utilization of the Marshall sign prior. The
nal value of the energy, as well as the convergence to it, are qualitatively similar
regardless of its inclusion.

4.4 Discussion

In this chapter, with calculations on the most popular benchmark in the eld of
many-body quantum systems, we demonstrate that the ViTAnsatz rises among
the universe of variational wave functions as a possible way to eventually solve
important quantum many-body problems. In order to optimize deep architec-
tures with a large number of parameters, we have introduced a formulation of
the Stochastic Recon guration method that excels in scenarios where the number
of parameters P) signi cantly outweighs the number of samples M) used for
stochastic estimations. One key feature is the ability of the ViT wave function to
create a mapping of the physical con gurations in aeal feature space, where it is
then easy to predict amplitudes, even with a single fully-connected layer. Looking
at NQSs as feature extractors is the most important original contribution of this
chapter, in contrast with the common interpretation of just universal approxima-
tors of functions, which usually leads to taking all the parameters complex-valued.
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Chapter 5

The Shastry-Sutherland model

In this Chapter, we use the VIiT architecture proposed in Chapter 4 to study the
ground-state phase diagram of the Shastry-Sutherland model, which captures the
low-temperature behavior of SrCe(BO3), with its intriguing properties. With
highly accurate numerical simulations, we provide strong evidence for the stabi-
lization of a spin-liquid between the plaguette and antiferromagnetic phases. In
addition, a direct calculation of the triplet excitation at the point provides com-
pelling evidence for a gapless spin liquid. Remarkably, the characterization of the
spin liquid phase within the Shastry-Sutherland model has not been explored in
previous studies. Our results are particularly important because they show that
the magnetically ordered Neel phase is melted into a gapless spin liquid, similarly
to what happens in theJ;-J, Heisenberg model on the square lattice [41]. This
suggests that this kind of (continuous) transition is rather generic and may rep-
resent the habit, and not the exception, for the melting of the Neel order due to
magnetic frustration. In addition, our calculations clearly demonstrate that the
VIiT Ansatz rises among the universe of variational wave functions as a possible
way to eventually solve important quantum many-body problems, and open up
new possibilities for establishing the properties of many-body systems.

5.1 Emergence of a gapless spin liquid phase in
the Shastry-Sutherland model

Since the discovery of the fractional quantum Hall e ect [163] and its description
by the Laughlin wave function [107], a growing interest has developed around un-
conventional phases of matter, i.e., the ones that escape perturbative or mean- eld
approaches. In this sense, the hunt for spin liquids is of fundamental importance in
Mott insulators, where localized spins determine the low-temperature properties.
On geometrically frustrated lattices, it is not possible to minimize simultaneously
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all the interactions among the spins and, therefore, magnetic order could be sup-
pressed, even at zero temperature. In this case, spins are highly entangled and the
resulting ground-state wave function shows unconventional properties [164]. How-
ever, most of the theoretical models that have been proposed to support quantum
spin liquids are still unresolved, and their phase diagrams are not well established
except for speci c points (that usually give trivial states). One notable exception

is given by the Kitaev model on the honeycomb lattice [165], which provides a
formidable example for gapless and gapped spin liquids. On the experimental side,
there has been great development in the search for materials that might be able to
support these exotic phases of matter. One promising example is given by the so-
called Herbertsmithite, which may realize a spin liquid at low temperatures [166].
Among the variety of quantum spin models, the one introduced by Shastry and
Sutherland [38] deserves particular attention since it gives an example in which the
magnetic order can be melted by tuning the super-exchange interactions, leading
to a particularly simple ground-state wave function, where nearby spins form sin-
glets. Most importantly, this Hamiltonian captures the low-temperature properties

of SrCw(BO3), [39, 40].

The main interest in this material comes from its properties when external
magnetic elds are applied. Indeed, a complicated magnetization curve is observed,
with various magnetization plateaus (most notably at magnetization 8) that
show intriguing properties [39, 167{169]. The Shastry-Sutherland model is de ned
by

A=3" & 8.+30 & 8 6.

hr;rG hr ;r Gi

where8; is the S = 1=2 operator on the siter of aL L square lattice, with
periodic boundary conditions. Here, the rst sum goes over nearest-neighbor sites
on the square lattice, while the second sum is over next-nearest-neighbor sites
on orthogonal dimers, according to the bond pattern of Fig. 5.1. For a detailed
description of the lattice structure, including its symmetries, see Appendix 8.4.1.

The ground-state properties of the Shastry-Sutherland model are well known
in two limiting cases. WhenJ = 0, the model reduces to a collection of decoupled
dimers and its ground state is a product of singlets connected By, this state re-
mains the exact ground state also for nite values af=J° up to a certain value [38].
In the opposite limit, when J°= 0, the Heisenberg model on the square lattice is
recovered, whose ground state is the Neel antiferromagnet; also in this case, the
ground state is robust in a nite region whenJ® > 0. Despite the substantial
e ort that has been invested in understanding the appearance of magnetization
plateaus, the ground-state properties of the Shastry-Sutherland model have been
investigated in much less depth. One of the rst studies based on the mean- eld

68



Figure 5.1: The ground-state phase diagram of the Shastry-Sutherland model as
obtained in this work. The super-exchanged and J° are denoted by solid and
dashed lines, respectively.

approximation predicted an intermediate helical phase between the dimer and the
Neel phases [170], while other works suggested a direct transition between these
two phases [40, 171]. Later, an intermediate phase with plaguette order has been
found by series expansion approaches [172] and con rmed within the generaliza-
tion to Sp(2N) symmetry and largeN expansion [173], by exact diagonalizations,
and a combination of dimer- and quadrumer-boson methods [174]. Subsequent
tensor-network approaches have corroborated the presence of the plaquette phase,
for 0:675. J=J°. 0:765 [175]. This phase breaks the re ection symmetry across
the lines containing theJ® bonds (leading to a two-fold degenerate ground state)
and is described by resonating singlets on half of the plaquettes with d8 bonds,
see Fig. 5.1. The stabilization of plaquette order in SrG@BO3), has been ob-
tained when hydrostatic pressure is applied, even though there is evidence that
the broken symmetry is related to the fourfold rotations around the center of
plaquettes with noJ°bonds [176, 177]. In addition, high-pressure thermodynam-
ics provided evidence of a decon ned quantum critical point between the Neel
and plaquette phases [178]. The latter aspect has been supported by a numeri-
cal analysis, also suggesting the emergence of t@¢4) symmetry at the critical
point [179, 180]. However, recent density-matrix renormalization group (DMRG)
and exact diagonalization calculations [181, 182] pushed forward the idea that a
spin liquid intrudes between the antiferromagnetic and plaquette phases, around
0:79. J=J°. 0:82. The existence of an intruding spin-liquid phase has been also
suggested by renormalization group calculations [183].

Numerical methods have proven crucial to obtain a description of the physical
properties of the Shastry-Sutherland model or, in general, of other complicated
physical systems. For example, the description of quantum states able to re-
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produce the main features of quantum spin liquids is based on the concept of
resonating-valence bond states [184, 185], leading to powerful physically inspired
wave functions [41, 186, 187]. Although the construction of this kind of wave
functions is generalizable to di erent models, it is not easy to de ne a systematic
way to improve it; as a result, it is not always possible to achieve high accuracies
for a generic model. On the other hand, DMRG and tensor-network approaches
have also proved to be very competitive on two-dimensional systems [188, 189].
Still, despite a great computational e ort, two-dimensional systems remain very
challenging to deal with.

In this chapter, we aim to push the boundaries of Neural Quantum States by
demonstrating that the VIiT Ansatz introduced in Chapter 4, exclusively reliant
on neural networks, enables us to achieve unprecedented accuracy in solving the
challenging Shastry-Sutherland model. This model poses a particularly demanding
problem in the realm of highly-frustrated magnetism, and our approach facilitates
the extraction of its intricate physical properties. Carrying out simulations on
clusters with periodic boundary conditions, we show that there exists a small,
but nite, region in the phase diagram in which both the antiferromagnetic and
plaquette order parameters vanish in the thermodynamic limit (see Fig. 5.1). As
a result, this region is consistent with the existence of a spin-liquid state. Another
original contribution of our studies is to de ne a suitable modi cation of the ViT
architecture to treat excited states at nite momenta. This approach lends support
to the existence of agaplessspin liquid.

5.2 Numerical results

We consider. L clusters in which siteg = a=2(x;y) are labelled byx andy that
take values from O toL 1, and periodic-boundary conditions along the primitive
vectorsa; = (a;0) and a, = (0;a), with a = 2. As a result, the total number

of sites isL?, while the number of unit cells isL?=4. Most of the calculations
are performed on clusters withL ranging from 6 to 14; in addition, calculations
with L = 16 and 18 have been considered fa=J°= 0:8, located in the middle
of the putative spin-liquid region. We mention that the ViT wave function breaks
the spin SU(2) symmetry and, therefore, it is not an eigenstate of the total spin
S?; still, it is possible to x the z-component of the total spin, by perfgrming
the Monte Carlo sampling within a sector with a xed value ofS* = 1=2 , 7.

All calculations for assessing ground-state properties are performed takig§ =0
(see subsections 5.2.1 and 5.2.2). By contrast, triplet excitations are obtained by
choosingS? = 1 (see subsection 5.2.3). We emphasize that, the optimized states
have extremely small deviations from the expected value of the total spin, e.g.,
S(S+1) 0:002 (01) and 2002 (207) for the singlet and triplet states forL =6
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Figure 5.2: Panel a: Relative error " = j(Eexact Evit )=Eexactj Of the VIiT
wave function on a 6 6 lattice at J=J°= 0:8. First, xing only one layer and
measuring the accuracy by increasing the width (blue dots). Then, for a xed
width, by increasing the number of layers (green squaredpanel b: The isotropic
spin-spin correlations in real space as computed by the ViT wave function (full
dots) on a 6 6 lattice at J=J°= 0:8. Values from exact diagonalization (empty
dots) are also shown for comparison. Inset: The red line shows how the spin-spin
correlations are ordered in the panel (b)Panel c: The comparison between the
energies per site obtained by the VIiT wave function (green circles) an L lattices
with periodic-boundary conditions fromL =6 to L = 18 and the ones obtained by
DMRG (orange squares) on L cylinders with open-boundary conditions along
the x direction from L = 6 to L = 14 [181]. The exact result on the 6 6 lattice

is denoted with an empty red circle. The reported energy values were obtained by
optimizing a ViT model with hyperparameters set toh = 12, d=72, and n, = 8,
utilizing a sample size oM =6 10° during the optimization process.

(L =10) cluster, respectively.

5.2.1 Benchmarks

In order to validate our approach, we compare the results obtained by the ViT wave
function with those obtained by exact diagonalizations on a small 6 6 cluster.
Speci cally, we focus on the challenging point1=J° = 0:8. We rst examine
the accuracy of the variational energies while varying the hyperparameters of the
neural network. In Fig. 5.2a, we present the relative energy error as a function of
the number of parameters, distributed in two di erent ways within the architecture.
Initially, we maintain a single layer (n, = 1) and increase the number of headh
and embedding dimensiord. Subsequently, we X a speci c width (h = 12 and
d = 72) and increment the number of layers froom; = 2 to n, = 16 (the energies
are reported in Appendix 8.4.2).

This analysis highlights the importance of the model depth: for a xed number
of parameters, architectures that allocate parameters across multiple layers exhibit

71



superior accuracy. These results align with previous works [22, 23, 37, 133, 134],
which underscore the necessity of deep neural networks for achieving high-precision
results in two-dimensional frustrated systems. In addition, in Fig. 5.2b we show
the isotropic spin-spin correlation functionshS, §&;i, illustrating that our varia-
tional wave function not only yields accurate energies, but also faithfully captures
correlation functions at all distances. For cluster sizes exceedihg= 6, exact re-
sults become unattainable. Consequently, in Fig. 5.2c, we compare the variational
energies of the ViTAnsatzon L L clusters (with periodic-boundary conditions)

to the ones obtained using the DMRG method oh, L, cylinders with open and
periodic boundaries in thex and y direction, respectively (x = 2Ly andLy = L

are considered) [181]. The energy per site is extrapolated in the thermodynamic
limit, using system sizes ranging fronh. = 8 to L = 18 for the ViT wave function,

and fromL =8 to L = 14 for the DMRG. To enhance the e ciency of the ViT

for larger systems, speci cally atL = 16 and L = 18, we employ alocal attention
mechanism (see Appendix 8.4.3 for further details). We mention that the energies
obtained by the ViT wave function reveal a ¥L? term as the leading correction,
whereas the DMRG results exhibit an additional £L term. Most importantly,

the energy extrapolated in the thermodynamic limit is compatible within the two
approaches.

5.2.2 Phase diagram

Having proved the high accuracy of ouAnsatz, we now focus on the region:@

J=J° 0:9, which is expected to include both antiferromagnetic and plaquette
phases, as well as the putative spin-liquid one. The presence of antiferromagnetic
order is extracted from the thermodynamic limit of the staggered magnetization
m?(L) = S(; )=L?[181], where

X
S(ky=  dk'ng, §i (5.2)

r

is the spin structure factor. Since the antiferromagnetic order pertains to the
square lattice denoted by the siteg, i.e., without considering the basis of the
Shastry-Sutherland lattice, it is useful to de ne the momenta within this conven-
tion, i.e., k = 2 =L (n;m) with n and m taking values from 0 toL 1. The
existence of Neel order is signalled by a diverging peak &t, = ( ; ). In addi-
tion, the insurgence of the plaquette order is detected by a suitably de ned order
parameter

my(L) = jC(L=2,L=2) C(L=2 1,L=2 1)j; (5.3)

where the functionC(r) is de ned as follows: starting from the operatoi®;, which
performs a cyclic permutation of the four spins of a plaquette with the top-right
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Figure 5.3:  Fourier transform of the spin-spin (upper panels) and plaquette-
plaguette (lower panels) correlations folL = 12 for di erent values of the frus-
tration ratio J=J° The calculations are performed with a Vision Transformer
characterized by a number of heads equal tbh = 12, an embedding dimension
d =72, and number of layersn, = 8.

site at r [181], the following correlation functions are evaluated:
1 :
C(r) = ZHP + P, 1[Po+ Py i (5.4)

Therefore, the plaquette order parametemy(L) of Eq. (5.3) measures the di er-
ence, along the diagonal, of the plaquette correlation at the maximum distance and
the second maximum distance; whenever the plaquette order is present, the corre-
lation along the diagonal does not decay to zero, implying a non-vanishing value
of my(L) for large L. Similarly, the Fourier transform of the correlation functions
in Eq. (5.4) (with the same conventions as for spins) denoted l§y(k) can be ana-
lyzed. The presence of the plaquette order can be identi ed by a diverging peak at
kp =(0; )or(; 0). The results forL = 12 are shown in Fig. 5.3, for three values
of the frustration ratio: for J=J°= 0:7 the ground state has strong peaks i€ (k)
and a rather smooth spin structure factorS(k), which is typical of a state with
plaguette order; by contrast, forJ=J°= 0:9 there are strong spin-spin correlations
and weak plaquette-plaquette ones, which is characteristic of antiferromagnetic
states.

In between, forJ=J°= 0:8, the spin-spin correlations still have a peak, with
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