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Abstract

To yield generalizable insights, models of cognitive function must explain behavioral and brain

data across diverse experimental paradigms. In the domain of sensory-perceptual memory,

however, most models are tailored to speci�c tasks, raising the question: are perceptual

memories governed by paradigm-speci�c mechanisms, or can broader, uni�ed principles be

identi�ed? A general framework in which di�erent forms of perceptual memory arise from

the interaction of multiple memory bu�ers with distinct dynamics has been proposed in our

research group (Giana et al.). In this model, the \short-term bu�er" (STB) retains recent

sensory input for comparison, while the \long-term bu�er" (LTB) stores stable contextual

information such as categorization boundaries. Critically, the STB and LTB interact via mutual

attraction. This dynamic can explain both contraction bias in working memory tasks (where

short-term traces shift toward the recency-weighted longer-term prior) and repulsion e�ects

in reference memory tasks (where judgments are biased away from the stimuli of recent-past

trials).

To challenge this theory with new data, in this thesis we develop a novel paradigm|the

one-back memory task|which integrates delayed comparison and binary categorization. Two

sequential trials can be referred to asn-1 andn. In each trial, the participant receives one

vibrotactile stimulus and is tasked with judging whether that stimulus (trialn) is stronger

or weaker than that of the previous trial (n-1). Each stimulus thus serves a dual role: as a

comparison target in relation to the preceding trial and as a reference for the next trial. We

hypothesize that the memory of trialn{1, held in the STB, is attracted toward the LTB across

the intertrial interval betweenn-1 andn. In parallel, the LTB is \updated" via an attraction

towardsn-1 across this same interval. Although the LTB is not explicitly read out, it biases

perception by acting upon the STB.

Stimuli follow a deterministic Markov sequence spanning nine intensity levels. The stimuli are
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organized into high- and low-intensity \clouds," with sequences of stimuli tending to occupy

one cloud before jumping to the other. For reasons that will be expanded in the thesis main

body, this structure allows us to investigate whether, and how, the STB and LTB jointly shape

perception. To formalize these interactions, we implement a computational model in which

the STB and LTB in
uence each other with distinct time constants (� STB and � LTB ). Both

symmetric dynamics (� STB equal to� LTB ) and asymmetric dynamics (� STB not constrained to

be equal to� LTB ) are evaluated to determine which best accounts for behavioral �ndings.

Finally, to identify the neuronal mechanisms underpinning these interactions, we record EEG

while participants perform the task. Multivariate pattern analysis reveals dynamic activation

patterns in prefrontal and posterior cortices during encoding, maintenance, and decision-making.

Cluster-based analyses further uncovered context-sensitive neural signatures modulated by cloud

identity, string position, and statistical transitions, indicating dynamic tracking of higher-order

temporal structure. Time-frequency analyses further hints toward large-scale network dynamics

spanning the somatosensory, prefrontal, and parietal cortices. These results provide new insight

into how past and present sensory information are integrated by interacting memory systems

to guide perceptual decisions.
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Chapter 1

General Introduction

The aim of the work presented in this thesis is to uncover broad, computational algorithms for

the storage and recall of perceived stimuli and to �nd neural correlates in the human brain. In

the Introduction, I present an overview of various frameworks for perceptual memory that set

the stage for our own approach.

Perception is a dynamic and inferential process, shaped by the interaction between current

sensory input and internal models built from past experiences. Rather than passively recording

the external world, the brain actively constructs and updates perceptual representations

by integrating sensory evidence from the memory of past events and expectations about

environmental regularities. This dynamic interplay creates percepts that, in the face of noise,

uncertainty, and variability, can most e�ectively guide behavior.

This constructivist view of perception has deep historical roots. In the nineteenth century,

Hermann von Helmholtz proposed that perception results from unconscious inferences: auto-

mated, involuntary processes that interpret ambiguous sensory input based on prior experience.

Helmholtz suggested that perceptual judgments involve a form of unconscious thinking, where

conclusions about the external world are drawn from sensory premises without conscious

awareness. Modern neuroscience increasingly supports this idea, emphasizing that perceptual

decisions are not mere re
ections of feedforward sensory processing, but active constructions

informed by both prior and current evidence.

Over a century ago, experimental psychology also revealed that perception is systematically

biased by sensory history. Early studies observed that observers' judgments of magnitudes such
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as weight, size, or brightness were not purely veridical but exhibited systematic central-tendency

biases (Hollingworth, 1910). As participants formulated a response, their judgments of size were

biased toward the mean of the recently experienced stimulus range. Shortly after, Fernberger

(1920) documented sequential contrast e�ects, showing that perception on a given trial could

be repelled from the preceding stimulus. If the previous stimulus was particularly loud or bright,

the next stimulus would often be perceived in relative contrast { as less loud or less bright

than the average judgment for the given stimulus. Together, these �ndings established that

perception does not unfold independently from one moment to the next but instead re
ects

systematic aftere�ects, traces of prior experience carried forward to the present.

Serial dependence in perceptual decisions has been studied in terms of both prior stimulus history

and choice history. While some studies highlight the assimilation of current perception toward

recent stimuli (Fischer & Whitney, 2014), others emphasize the in
uence of preceding choices

or judgments, suggesting a decisional inertia that can persist independently of sensory input

(Akaishi et al., 2014; Urai et al., 2019). Moreover, the strength of serial dependence can be

modulated by con�dence, underscoring the role of metacognitive and post-perceptual processes

(Samaha, Switzky, & Postle, 2019). Throughout the mid-20th century, researchers cataloged

these history biases under di�erent terms: sequential e�ects, recency e�ects, adaptation-level

shifts (Helson, 1964), and range-frequency e�ects (Parducci, 1965). Across these diverse

experimental paradigms, a unifying theme emerged, especially for short-term working memory:

both short-term context (recent trials) and long-term context (overall stimulus distribution)

exert measurable pulls on the judgment. Critically, biases could manifest as either attractive

assimilation - pulling the judgment toward recent history - or as contrastive repulsion -pushing

perceptual judgment away from it - depending on the structure of the task and the sensory

modality. While often described as biases in perception, serial dependence also re
ects biases

in decision-making. Fritsche et al. (2017) demonstrated that recent stimuli can simultaneously

cause repulsive e�ects at the level of sensory encoding and attractive e�ects in subsequent

decision-making, revealing that the observed behavioral bias is a composite of these opposing

forces. However, how much of the bias arises from perceptual vs. decisional stages remains an

open question and is likely paradigm dependent.

In recent years, interest in sensory history biases has resurged, driven by better controlled

experimental work in vision, audition, and somatosensation and by better computational models.
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A prominent line of research has identi�ed serial dependence: the phenomenon that perceptual

reports are attracted toward recently encountered stimuli, promoting perceptual stability. For

example, Fischer and Whitney (2014) demonstrated that judgments of orientation in vision are

systematically pulled toward orientations seen a few seconds before. Further evidence showed

that some forms of serial dependency act directly on perceptual representations rather than

arising only at the decision level (Cicchini, Mikellidou, & Burr, 2017). Similar positive serial

dependencies have been observed across a range of perceptual features|including face identity

(Liberman, Fischer, & Whitney, 2014) and numerosity (Cicchini et al., 2014)|suggesting

that the brain imposes a temporal smoothing mechanism across sensory inputs under some

conditions. Theoretical interpretations have proposed that serial dependence re
ects the brain's

attempt to exploit temporal continuity in the environment, enhancing stability in the face of

noise.

Parallel work has revisited the phenomenon of contraction bias: when an earlier stimulus

must be retained over a delay, its memory tends to drift toward the mean of the distribution

of past stimuli. In delayed comparison tasks, where participants judge whether a second

stimulus is greater or smaller along some physical dimension than a remembered �rst stimulus,

systematic errors emerge consistent with contraction of the stored information toward the

mean (Jazayeri & Shadlen, 2010). Modern interpretations, such as Bayesian models, suggest

that the brain optimally integrates noisy memory traces with prior expectations about stimulus

statistics, resulting in biases that minimize overall error under uncertainty. A Bayesian observer

framework proposed by Fritsche, Spaak, and de Lange (2020) has successfully modeled how

concurrent attractive and repulsive history biases can arise from e�cient sensory coding under

environmental uncertainty.

History biases are not con�ned to humans. In non-human primates, perceptual biases have been

documented in motion direction discrimination tasks, although some studies (e.g., Putzeys

et al., 2010) emphasized predictability e�ects in visual processing rather than simple motion

direction per se. Rodent models provide compelling complementary evidence: Iacopo Hachen,

Mathew Diamond, and colleagues in our research group demonstrated that rats performing

tactile categorization tasks also exhibit systematic history-dependent biases (Hachen et al.,

2021). Davide Giana in his research demonstrated similar history-dependent biases in rats

performing tactile delayed comparison tasks.

13



Neuroscienti�c investigations have revealed that these perceptual biases are underpinned by

distributed neural mechanisms. Ranulfo Romo and colleagues, working with macaque monkeys,

developed elegant paradigms to study working memory for vibrotactile stimuli. In these tasks, a

monkey receives a vibration of a given frequency, and after a delay receives a second vibration,

and judges which of the two is of higher frequency. Neural recordings showed that the prefrontal

cortex (PFC) and premotor areas maintain active persistent representations of the �rst stimulus

during the delay. Critically, these memory traces were not static: they were susceptible to

gradual drift and contextual modulation. Moreover, decision-related neural activity emerged

across multiple interconnected brain regions, suggesting that comparisons between memory

and incoming sensory evidence rely on distributed, dynamic networks (Brody & Romo et al.,

2003).

The same principle appears to hold for rats. When trained on an auditory delayed compar-

ison task, they displayed contraction biases similar to humans and primates (Akrami et al.,

2018). The posterior parietal cortex (PPC) appears to be a crucial site encoding stimulus

history. Intriguingly, inactivation of PPC improved performance by reducing history biases,

indicating that PPC injects prior information into decision processes. Additionally, in evidence

accumulation tasks, rodents' decisions re
ected subtle biases from prior choices, manifested

as lateral shifts in psychometric functions, consistent with criterion updating based on past

experience (Akaishi et al., 2014).

In humans, neuroimaging and EEG studies have demonstrated that perceptual history leaves

measurable neural signatures. For instance, fMRI studies have shown that prior stimuli in
uence

early visual encoding in a repulsive manner, while decision-related activity exhibits attractive

biases, dissociating sensory and decisional components of history dependence (Fritsche, Mostert,

& de Lange, 2017). In the tactile domain, EEG studies by Spitzer and colleagues revealed

that prior vibrotactile stimuli modulate both evoked potentials and oscillatory power during

the processing of current stimuli, re
ecting internal updating of stimulus history in working

memory (Spitzer, Wacker, & Blankenburg, 2010; Spitzer & Blankenburg, 2011). Furthermore,

the magnitude of these neural history e�ects correlates with behavioral biases, linking stimulus-

dependent EEG activity to perceptual decisions. While purely behavioral studies have also

shown that con�dence strengthens serial dependence in visual estimation tasks (Samaha,

Switzky, & Postle, 2019), neural evidence supports the idea that prior experience leaves a
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measurable trace in the brain's sensory and memory circuits.

Across species and modalities, the evidence converges: perceptual decisions are systematically

in
uenced by prior stimuli, with neural correlates detectable both in early sensory areas and

higher-order associative cortices.

In response to the growing interest in perceptual history biases, several computational frame-

works have been developed to explain how past experiences shape current perception and

decision-making. These models can be broadly categorized into three theoretical families, each

emphasizing a di�erent locus of bias.

The �rst group includes Bayesian prior integration models, which propose that the brain

combines uncertain sensory or memory traces with prior expectations learned from the environ-

ment to optimize performance under uncertainty. In this view, biases such as the contraction

e�ect|where remembered stimuli are pulled toward the mean of the stimulus distribution|are

not perceptual failures, but rational inferences given noisy memory representations. Ashourian

and Loewenstein (2011) formalized this by showing that a Bayesian observer, combining noisy

memory with a learned prior, could reproduce the contraction bias observed in delayed compar-

ison tasks. Relatedly, Wei and Stocker (2015) demonstrated that perceptual biases|including

both attractive and repulsive e�ects|can also arise from a Bayesian observer with an e�cient

sensory code. While their model does not focus on memory noise, it reveals how internal

coding constraints shape inference, occasionally resulting in biases away from the prior.

A second family of models focuses on dynamic decision processes, such as boundary updating

and decision inertia. These models suggest that internal decision criteria, rather than being

�xed, shift based on recent choices or stimuli. For example, Akaishi et al. (2014) showed that

previous choices can autonomously bias subsequent ones, even in the absence of informative

sensory evidence, supporting the idea of a self-sustaining \choice trace." Urai et al. (2019)

further examined this in an evidence-accumulation framework and found that prior decisions

systematically bias the interpretation of incoming evidence|speci�cally through changes in

drift rate, rather than shifts in the decision boundary|resulting in consistent choice repetition.

A third class of models centers on memory drift, proposing that short-term representations

are not perfectly stable but tend to decay or shift over time toward longer-term statistical

summaries of the environment. Fritsche et al. (2020) provided compelling behavioral evidence
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that remembered orientations become increasingly biased toward the most recent stimuli as

the delay lengthens, suggesting that memory traces drift toward the recent past. While Wol�

et al. (2017) did not directly test for memory drift, their work using EEG showed that latent

working memory contents can be dynamically reactivated and decoded, indicating that memory

representations are modulated by temporal task structure and may not remain static.

Despite these advances, existing models often address speci�c paradigms in isolation. Research

on short-term serial dependence in perception has largely been separated from studies of

memory drift and criterion updating in decision tasks. Yet the behavioral phenomena comprised

history-dependent biases across short and long timescales, attraction and repulsion e�ects,

and modality-general in
uences suggest that a more uni�ed computational framework may be

possible.

The challenges in building such a framework are non-trivial. One critical question is reconciling

attractive and repulsive biases within a single theoretical framework. Another is determining

the loci of these biases, whether they arise during sensory encoding, memory maintenance, or

decision formation. Emerging evidence suggests that multiple stages of processing may be

involved, with early sensory adaptation mechanisms interacting with later decision-level priors

(Fritsche & de Lange, 2019).

An additional complexity arises from the timescales over which biases operate. Some biases

emerge over a few seconds, while others integrate over dozens or hundreds of trials. Modeling

these e�ects requires incorporating memory systems with di�erent decay constants and plasticity

dynamics.

Finally, across paradigms stimulus categorization, delayed comparison, continuous estimation,

and evidence accumulation, the principles underlying bias formation may di�er subtly or share

common mechanisms. Testing the generality of proposed models demands experimental designs

that bridge these task structures.

In recent work from our research group, signi�cant progress has been made toward modeling

history-dependent perceptual biases within controlled experimental frameworks. Hachen and

colleagues which posits that perceptual decisions are shaped by the interaction of a short-term

bu�er (capturing recent stimuli) and a long-term bu�er (encoding a slowly-evolving internal

prior). Giana and colleagues extended this framework to delayed comparison tasks, showing
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that working memory representations are not static but contract toward the long-term prior

over time. In this thesis, we generalize and challenge this dual-bu�er framework using a

novel task|the one-back perceptual memory paradigm. Both human and rodent participants

exhibited systematic biases consistent with these models.

Yet an important limitation remained: binary classi�cation paradigms primarily probe decision

boundary updating without requiring explicit memory maintenance, while delayed comparison

tasks probe memory maintenance but lack explicit dynamic criterion updating across sequences.

Recognizing these complementary strengths and gaps, the need for a uni�ed experimental

paradigm emerges that could simultaneously investigate the following:

1. How perceptual decisions are shaped by immediate sensory history,

2. How short-term memory traces evolve dynamically,

3. How internal models integrate information over multiple timescales.

To address this, the present thesis introduces a novel one-back memory task, as a means to

unify the conceptual and computational frameworks that so far account for reference memory

and working memory paradigms. In the one-back task, participants compare the stimulus of

each trial to the stimulus of the previous trial. In this design, each stimulus must be used

in two contexts: �rst as the comparison stimulus against the previous trial, and then as the

base stimulus for the next trial. This embeds memory retention and dynamic updating within

a continuous sequence. This structure allows simultaneous probing of short-term memory

drift, sequential e�ects, and adaptive criterion formation. This task was carefully designed

to elicit and dissociate subtle forms of memory driven behavior. We further implemented

this design in an EEG study|marking one of the �rst attempts to systematically investigate

history-dependent neural signatures in such a paradigm. Our goal was to determine whether

trial-by-trial neural activity re
ects stimulus history, particularly the in
uence of the immediately

preceding trial, and whether this could be decoded across sensory, decisional, and temporal

components of the task.
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Chapter 2

One-back memory task

2.1 Introduction

A key interest in our research group is the problem of how perceptual decisions are shaped

by recent sensory experience, with an approach to the problem that ranges across timescales,

modalities, and even species. One challenge has been to propose computational mechanisms

through which past events might in
uence current judgments, particularly in tactile discrimina-

tion tasks involving rodents and humans. Two experimental paradigms have served as tools

in this e�ort. The �rst is the single-stimulus categorization task (which we also term the

"reference memory" task), which reveals how an internal decision boundary evolves through

the gradual integration of stimulus history. The second is the delayed comparison task (which

we also term the "working memory" task), where we can probe how preceding trials shape

the memory of an individual stimulus during short retention intervals. Each paradigm isolates

a di�erent aspect of stimulus-driven memory dynamics: adaptation of internal reference in

the former, and short-term memory drift in the latter. Yet, these processes do not occur

in isolation. In this thesis, we attempt to unify the two components of memory dynamics

by building the one-back memory task, an experimental design that attempts to make both

e�ects (boundary updating and short-term memory drift) explicit and decodable. The idea

is to examine how working memory representations evolve across successive trials and how

recent stimulus history shapes perceptual comparisons in an ongoing, structured sequence.

The remainder of this chapter provides a background of the memory model and then provides

details about the experimental design.
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To ground the motivation, it is helpful to begin by examining how our group's research has

approached the formation of history-dependent biases using two distinct task structures, each

with its own interpretive framework.

Figure 2.1a illustrates the reference memory paradigm, in which human participants (or

animals) are presented with a single stimulus per trial (n) and asked to categorize it as \weak"

or \strong." Crucially, this judgment must be made relative to an internal decision boundary,

which is the brain's approximation of the boundary �xed by the experiment control software.

And the criterion is, essentially, a memory. As such, the brain's representation of the category

boundary must be governed by intrinsic physiological dynamics; real neuronal networks do not

have the ability to store information in unmutable form. Thus, our experiments have seen

that the category boundary is updated across trials. In the modeling framework developed by

Hachen and colleagues, two memory components interact: a long-term bu�er (LTB), which

represents a slowly updating estimate of the average stimulus distribution, and a short-term

bu�er (STB), which carries forward a neuronal representation of the most recent stimulus. The

LTB serves as a basis for comparison with the current stimulus, acting as a reference memory

that smooths over noise and trial-by-trial variability. The STB injects a more volatile, recent

history signal. The framework posits that the interaction between bu�ers is reciprocal: the

LTB is attracted toward the STB, while the STB itself experiences attraction toward the LTB,

governed by a characteristic time constant� . The STB is "hidden;" it exerts an in
uence

on perceptual decision-making, but no part of the task requires the subject to express any

information about the preceding trial's stimulus.
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Figure 2.1: Schematic comparison of reference and working memory tasks. (a) In a reference memory task

(single-stimulus categorization), the current stimulus (trial n) is compared against a �xed category boundary or

template stored in long-term memory, while the recent stimulus history is represented in a short-term bu�er but

does not directly participate in the decision. (b) In a working memory task (delayed comparison), the decision

involves a comparison between the current stimulus (n) and a previous one (n{1) held in the short-term bu�er,

while long-term memory may also in
uence the updating or stability of the short-term contents.

Because the current stimulus (n) is compared against a reference memory (the LTB) that is

itself pulled toward the previous stimulus (n � 1), systematic repulsive biases emerge: if the

preceding stimulus (n � 1) was strong, the LTB will be pulled in that direction, making more

of the stimulus range fall below the boundary. This causes a "weak" judgment to be more

likely. The opposite e�ect will occur on a trial successive to a weak stimulus.

Conversely, if the STB exerts an attractive in
uence, pulling the boundary toward the previous

stimulus (n � 1), this shift can propagate into the LTB, gradually shaping the internal reference

over time. This ongoing integration of past stimuli gives rise to serial history e�ects on current

choices, even without explicit memory of earlier trials.

In contrast, the delayed comparison paradigm (Figure 2.1b) is explicitly a working memory task.

On each trial, participants are presented with two stimuli in close temporal succession and are

asked to judge whether the second is stronger or weaker than the �rst. This structure places a

direct demand on holding and retrieving the contents of the STB: the �rst stimulus must be

actively maintained during the delay interval to be compared with the second. The STB trace
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is inherently noisy and susceptible to drift over time. Crucially, this drift is not random, the

remembered value of the �rst stimulus tends to contract toward the LTB, the recency-weighted

mean of the stimulus distribution, giving rise to the well-documented contraction bias. These

two tasks, while di�ering in structure, illuminate distinct computational operations underlying

serial-dependency, or "history e�ects." In reference memory task, biases emerge indirectly

through gradual shifts in the internal decision criterion shaped by prior stimulus statistics. In

working memory task, by contrast, biases arise through direct distortions of a single-stimulus

memory trace, modulated by internal priors during short-term retention.

The single-stimulus categorization task reveals how recent stimulus history reshapes an internal

reference over time. However, it does not explicitly engage short-term memory: each stimulus is

judged relative to a shifting internal reference, but no speci�c past stimulus must be retained or

retrieved. In contrast, the delayed comparison task places direct demands on working memory

by requiring participants to maintain a stimulus trace across a brief interval and compare it with

a second stimulus. This allows precise measurement of memory �delity and its characteristic

distortions, such as contraction toward the mean. Yet, by design, delayed comparison tasks treat

each trial independently, intentionally minimizing sequential dependencies to isolate within-trial

memory dynamics. As a result, they are limited in revealing how memory evolves across trials

or how context builds over time. These two paradigms are therefore complementary: one

captures the gradual formation of internal priors across sequences, while the other probes how

individual stimulus traces degrade and are reconstructed during retention. We were intrigued

by the challenge of introducing a single paradigm that incorporates both forms of memory.

To address these questions and challenge our adaptability framework, we designed the one-back

memory task (Figure 2.2 a). The structure of the task was purposefully crafted to combine

elements of both reference memory and working memory paradigms within a uni�ed framework.

On each trial, participants receive a single stimulus (n) and are asked to compare it to the one

presented on the immediately preceding trial (n � 1). Consequently, each percept serves dual

roles, �rst, as the basis for an immediate perceptual judgment, and second, as a reference held

in memory for comparison on the subsequent trial (Figure 2.2b). This simple structure requires

the participant to retain and retrieve the previous stimulus, thereby engaging short-term

working memory mechanisms. At the same time, because the sequence of trials is continuous

and temporally structured, recent stimulus history accumulates into a contextual prior that

22



shapes how the retained memory is stored. Unlike the working memory delayed comparison

task, the one-back task embeds memory and comparison into a continuous stream.

Figure 2.2: Conceptual schematic of the one-back memory task and bu�er-based memory architecture.(a) In

the one-back task, each stimulus is encoded and stored in a short-term bu�er, which retains stimulus (n � 1)

for comparison against current stimulus (n). The short-term bu�er is continuously updated and interacts with

a long-term bu�er that integrates over past stimuli, allowing history-dependent shaping of memory content.(b)

Illustration of the recursive nature of memory updating in the task: the current stimulus(n) is compared to

the memory of the previous(n � 1) to generate a response, while simultaneously being encoded into memory

for use on the subsequent trial. This design ensures that each stimulus serves dual roles as a reference and a

future memory trace for comparison.

The modeling architecture re
ects this hybrid task structure (Figure 2.2a). The stimulus

on the current trial(n) is encoded as a sensory representation and compared to the retained

trace of the previous trial(n� 1), held in a short-term bu�er (STB). This memory trace is not

maintained in isolation: it is shaped by a long-term bu�er (LTB). This framework naturally

accounts for both working memory retention (via the STB) and sequential context e�ects (via

the LTB), allowing us to capture history-dependent updating and memory-based comparison

within a single, continuous task structure.

The potential mechanisms have been explored in a recent study I participated in (Sch•onsberg

et al. (2024) ) which does not constitute part of my thesis. There, memories were modeled by

Hebbian synaptic dynamics. In the thesis work, however, we are interested in phenomena that

emerge at the macro, or systems-wide level.
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2.2 Results

Because the one-back memory task is a new paradigm with a complex statistical structure,

the Results section of this chapter is essentially a complete unpacking of the details of this

behavioral task. Subsequent chapters will present general observations on subject performance

(Chapter 3) and psychophysical analysis (Chapter 4).

Human participants received vibrotactile stimuli on the tip of their �nger and judged whether

each stimulus (trialn) was stronger or weaker than the one presented on the immediately

preceding trial (trialn-1; Figure 2.3).

2.2.1 Task

Figure 2.3

Each stimulus was presented for a brief duration (350ms), after which participants had up to 2

seconds to respond. If no response was recorded within this window, the trial was marked as a

time-out. Feedback on a computer monitor followed every trial: a green �xation cross indicated

a correct response, and a red cross indicated an incorrect one or time-out or missed trial.

Time-outs were infrequent, constituting only0:63 percent of trials across all experiments. The

participants were instructed to respond as accurately as possible, with no bene�t o�ered for

fast responses. No explicit cues or reference points were provided about the stimulus intensity,

ensuring that judgments were formed relative to the internal memory trace of the prior stimulus.

Participants wore professional-grade earphones that masked any possible acoustic cue about

vibration intensity.

2.2.2 Stimulus sequence

Nine unique vibrotactile stimuli were presented, corresponding to nine values linearly spaced

in units of mean speed (cm/s). These values (2.5, 3.75, 5, 6.25, 7.5, 8.75, 10, 11.25, and
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12.5 cms/s) de�ned the intensity of vibration delivered to the �ngertip. Other terms that

might correspond to intensity include amplitude, strength, or magnitude. Each stimulus lasted

350 ms and comprised successive speed samples taken from a half-Gaussian distribution. We

de�ned every vibration by its nominal mean speed, based on work by Fassihi et al. (2014),

treated perceived intensity as the subjective correlate of that mean speed

For analysis purposes, these stimuli were labeled as Stimulus 1 through Stimulus 9, ordered

from the lowest to the highest intensity. Details concerning the generation of an individual

stimulus are given in Methods(Section 3.3); in the next section, we focus on the statistical

structure governing the sequence of stimuli.

2.2.3 Markov chain determining stimulus sequence

Sequential stimulus intensities followed a �rst-order Markov chain (Figure 2.4). This model

sets the dependencies between trials by assigning a state-to-state (that is, intensity-to-intensity)

transition probability. The nine stimuli were grouped into three sets:

ˆ low cloud:1; 2; 3; 4; 5

ˆ Transition stimulus:5

ˆ high cloud:5; 6; 7; 8; 9

Note that the transition stimulus,5, is a member of both clouds. A9 � 9 transition matrixP

de�nes the probability of transitioning from one stimulus intensity to another. Each entryPij

in the matrix speci�es the probability of the current stimulus beingj given that the previous

stimulus isi . These probabilities were not uniform, but carefully modulated to ensure that

stimuli were not only discriminable but also rich enough to capture meaningful behavioral

dynamics.

Under this model, a trial sequence inhabiting the low cloud (1{ 5) could only jump to the

high cloud if the transition stimulus,5, occurred. After any of stimuli1{ 4 the next stimulus

obligatorily remained in the low cloud. Symmetrically, a trial sequence inhabiting the high

cloud group (5{ 9) could only jump to the low cloud if the transition stimulus,5, occurred.

After any of stimuli6{ 9 the next stimulus obligatorily remained in the high cloud. Only after

5 was a transition to any possible stimulus (1; 2; 3; 4; 5; 6; 7; 8; 9) allowed. Stimulus5 thus

served as a bridge between the low and high intensity clouds, however after5 the next stimulus
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could "bounce back" into the preceding cloud.

Figure 2.4

Figure 2.4a displays the full transition matrix, where each cell color represents the transition

probability between stimulin � 1 and n. The two-cloud structure is visible, where the two

diagonally displaced colored grids indicate within-cloud transitions, and the white areas depict

forbidden transitions between the two clouds.

Transitions between adjacent stimuli at theedges of each cloud, speci�cally 1$ 2, 3$ 4, 6$ 7,

and 8$ 9, occurred most frequently, with a probability of3=9. These pairs, being furthest

from the cloud mean, are most susceptible to contraction bias. This is because in our model

(Hachen et al. (2021), Sch•onsberg et al. (2024) & Giana et al.), the magnitude and speed of

drift increase with the distance between the short-term memory of stimulusn � 1 and the

prior (LTB) to which it is attracted. These pairs allow us to probe bothcontraction upwards

andcontraction downwards, depending on stimulus order. For example, if stimulusn � 1 is of

intensity 1 and stimulusn is of intensity 2 (designated 1! 2), the memory trace of intensity

1 may drift upwards toward the local cloud mean (2:78), making intensity 1 be remembered

as stronger than it veridically was. This would compress the perceived di�erence and make

it harder to judge intensity 2 (stimulusn) as stronger than intensity 1 (stimulusn � 1). In

the reverse order (2! 1), memory of the stimulus of intensity 2 would drift toward the mean

(2:78), making it easier to (correctly) judge intensity 1 (stimulusn) as weaker than intensity

2 (stimulusn � 1). Similarly, for pair 3$ 4, memory of the stimulus of intensity 3 contracts

downward toward the mean (or is stabilized near its veridical value of2:78), helping the
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identi�cation of 4 as stronger. For pair 4$ 3, memory of the stimulus of intensity 4 contracts

downward toward the mean, but in this case the shifting memory would blur the comparison

to the stimulus of intensity 3. The mean of the high cloud in the observed stimuli distribution

is 7:21 and stimulus pairs can be identi�ed with e�ects analogous to those described for the

low cloud.

By assigning the highest transition probabilities to these pairs, we ensured that both directions

of contraction bias, towards and away from the cloud mean, could be captured symmetrically.

To summarize, our Markov design creates conditions in which the hypothesized short-term

memory contraction will either degrade or boost performance, a direct test of the model.

In contrast,adjacent pairs near the cloud centers(2$ 3 and 7$ 8) were assigned the slightly

lower transition probability of2=9. Larger transitions within clouds, such as 1$ 3, 6$ 8 or

1$ 4, 6$ 9 (di�erences of2 and 3, respectively), also had a probability of2=9, enabling

moderately di�cult comparisons that still permitted the observation of contraction e�ects,

ensuring balanced structure without biasing the sequence 
ow. These transitions are depicted

by the yellow cells in Figure 2.4a. To make occupation of a given cloud lengthy enough to

generate alocal prior, pairs involving thetransition bridgebetween the two clouds, stimulus 5,

were given the lowest adjacent transition probability,1=9 (in green).

Self-transitions(e.g., 2! 2 or 8! 8), shown as green diagonal elements from top left to bottom

right, were included with a probability of1=9, and play a key role in making memory dynamics

explicit and analyzable. Since the physical quantity of the stimulus is repeated, there is no

correct answer { the participant's choice is rewarded randomly with 50 percent likelihood.

Any observed deviations from a 50/50 choice distribution are best attributed to distortions in

memory.

Figure 2.4b o�ers a network-style visualization of the same transition structure, where each

stimulus is a node, and arrows represent possible transitions. The thickness and color of the

arrows denote transition probabilities, with thicker red arrows (e.g., between 1$ 2 or 6$ 7)

representing the most frequent transitions. This visual emphasizes the high-probability local

transitions within clouds and the two-cloud design of the stimulus space.
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2.2.4 String length and cloud transition

As a consequence of the structured transition probabilities in our Markov model, stimulus

sequences necessarily organize intostrings, that is, locally contiguous series of stimuli drawn

from the same cloud (low, 1{5, or high, 5{9). A string is de�ned as a continuous run of

same-cloud stimuli, ending when a transition occurs to the other cloud. In our design, such

transitions are constrained to occur via stimulus 5, which acts as a bridge between clouds.

Importantly, not every occurrence of stimulus 5 leads to a cross-cloud transition. For this

reason, we consider 5 to be a member of both clouds. As shown in Figure 2.5, a cloud switch

only occurs when 5 is followed by a stimulus from theoppositecloud. If stimulus 5 is followed

by another stimulus from the same cloud as before (a "bounce back"), the string is considered

as remaining in the same cloud.

Figure 2.5 illustrates several examples. The top sequence demonstrates a true transition from

high to low cloud (6! 5 ! 3), where the change is registered and a new string begins. In

the second row, the string begins in the high cloud; stimulus 5 appears three times but is

followed each time by a high cloud stimulus, so the string is extended rather than terminated.

The third and fourth rows show a low cloud string that transitions to the high cloud (2! 5

! 6) and a low cloud bounce-back (4! 5 ! 4), respectively.

Figure 2.5: Example stimulus sequences from the one-back task illustrating how cloud transitions are classi�ed.

Stimuli are presented in temporal order (left to right), color-coded by magnitude. The width of each box

corresponds to the inter-trial interval (ITI). Boxed trials represent stimuli with value 5, used as neutral anchors

to identify transitions. Rows show di�erent transition types: High-to-Low, high cloud, Low-to-High, and low

cloud, based on the stimulus context immediately before and after the trial corresponding to the transition

stimulus.
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For completeness, Figure 2.6 illustrates the cloud structure and the transition probabilities by

a tree-like convention.

Figure 2.6: Stimuli categorized into low and high clouds with stimulus5 as the transition stimulus.

While we have focused on trial-to-trial transitions to this point, we now show that the Markov

algorithm causes all stimuli to be presented with approximately equal likelihood. Figure 2.7a-b

illustrate the marginal probabilities of the nine intensity levels based on observed sequence of

18; 000trials. Both the Markov chain (Figure 2.7a) and an independent, identically distributed

(i.i.d.) uniform sequence (Figure 2.7b) produce nearly 
at histograms, con�rming that the

transition matrix preserves a uniform stationary distribution: each stimulus appears with the

same likelihood.

Figure 2.7c-d o�ers a �nal perspective on transitions, showing the distribution of� stim

values (stimn � stim(n � 1)). The Markov sequence (Figure 2.7c) is markedly di�erent: it

exhibits two pronounced peaks at� +1 and {1, exactly the neighbouring intensity pairs whose

frequency are intentionally boosted in the transition kernel. Larger positive or negative steps

occur progressively less often. The di�erences are spread from -4 to 4, while di�erences of 5

or more are absent (these would constitute cross-cloud jumps without the transition stimulus

of intensity 5). For the i.i.d. control (Figure 2.7 d), the di�erences show the triangular pro�le

that results from the number of possible instances of a given step size decreasing linearly with

step size.

In conclusion, the Markov generator leaves the single-stimulus probabilities untouched while

introducing the intended structure at the level of successive pairs, augmenting� Stim = ± 1

transitions without distorting overall stimulus prevalence.
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Figure 2.7: Statistical pro�le of the stimulus sequence generated by the Markov model vs uniform distribution

2.2.5 String distribution

To characterize the behavior of strings over a longer time scale, we quanti�ed their lengths

and internal position statistics. Although the distribution of string lengths can be derived in

closed form from the transition matrix, we also ran a large scale Monte-Carlo simulation to

ensure that the theory survives two pragmatic realities of our experiment: implementation

errors and �nite samples. We therefore generated 50,000 synthetic trials, nearly triple the size

of our empirical data set (24 participantsÖ 750 trials = 18,000) and treated them exactly as

the real data.Based on a simulation of 50,000 trials with the Markov chain, Figure 2.8 (left)

shows that string lengths follow an approximately exponential distribution, with many short

strings and progressively fewer long ones. This is an expected outcome from the probabilistic

structure of the Markov model, which favors within-cloud transitions while allowing occasional

crossings via stimulus 5. The empirical distribution (blue bars) closely matches the theoretical

prediction derived from the transition matrix (in red), with both yielding a mean string length
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of 18 trials (vertical dashed line). Both yield the same expected mean length,

E[L] = 18 trials; (2.1)

and, under the exponential approximation, identical quartiles

Q1 = � ln
�

4
3

�
� 5:18; (2.2)

Q3 = � ln(4) � 24:95: (2.3)

In parallel, we examined the distribution of positions within strings (Figure 2.8, right), e.g. if a

trial is selected blindly, what is the likelihood of that trial occupying the 1st, 2nd, 3rd... nth

position within the ongoing string? Unsurprisingly, early positions are the most frequent, again

due to the preponderance of short strings.

Figure 2.8: Distributions of string structure within the stimulus sequence. (a) The observed distribution of

string lengths (blue bars) closely follows the theoretical geometric distribution (red line) used to generate

the sequence, with a mean of 18 trials per string. The �rst quartile (25th) of the observed data is 5.25. (b)

The distribution of positions within strings similarly matches the expected geometric pro�le, con�rming that

transition positions are well spread across the sequence. Both distributions validate the statistical structure of

the stimulus design (25th percentile = 6.25)

.

This positional structure has implications for later analyses of memory and context e�ects, as

our computational framework predicts that the perceptual judgment of the same stimulus will

vary depending on whether it appears early after a transition or later in an extended string. At

the onset of a new string { immediately following a transition through stimulus 5 { the LTB (or

prior) is still in 
ux, as it begins to incorporate the stimulus range of the newly entered cloud.
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As a result, perceptual judgments at these early positions may show greater variability and

re
ect residual in
uence from the previous cloud. In contrast, later in the string, once the LTB

has integrated the current cloud's statistics, perceptual inference becomes more consistent

yet also more systematically biased toward the mean of the new cloud. We return to this

hypothesis in later sections when examining behavioral drift and EEG correlates as a function

of position within string.

Details of how string boundaries were identi�ed, and how the empirical and theoretical

distributions were computed, are provided in the Methods section below.

2.3 Methods

Markov Chain model

We generated the sequence of stimuli through a discrete-time Markov chain with9 states,

where each state represents a stimulus intensity. The transition probability matrixP is de�ned

as

P =
1
9

2

6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
4

1 3 2 2 1 0 0 0 0

3 1 2 2 1 0 0 0 0

2 2 1 3 1 0 0 0 0

2 2 3 1 1 0 0 0 0

1 1 1 1 1 1 1 1 1

0 0 0 0 1 1 3 2 2

0 0 0 0 1 3 1 2 2

0 0 0 0 1 2 2 1 3

0 0 0 0 1 2 2 3 1

3

7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
5

:

where row and column positions denote stimulus intensity. In this structure, states1{ 4 (low

cloud) and6{ 9 (high cloud) are restricted to transitions within their respective clouds or to the

transition point (state5), which may be considered as member of both clouds. All transitions

between the low and high clouds occur via state5.
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Simulation and data collection

A sequence of50; 000 trials was simulated to generate an empirical sequence of stimuli,

f X 1; X 2; : : : ; X 50;000g;

whereX t 2 f 1; : : : ; 9g denotes the stimulus intensity presented at trialt. The simulation

began from a randomly selected state and proceeded according to the transition matrixP.

Identi�cation of transitions and string lengths

A transition is de�ned as an occurrence of the transition state (stimulus5) where the stimuli

immediately before and after 5 belong to di�erent clouds. Consecutive occurrences of state5

(recall that 1/9 of the instances of 5 were followed by another instance of 5) were collapsed

into a single event for the sake of transition detection.

The string lengthL is de�ned as the number of consecutive trials during which the stimuli

remain in the same cloud (i.e., without transitioning through state5). If the indices of valid

transitions are

f t1; t2; : : : ; tM g;

then the string length for thei th interval is given by

L i = t i +1 � t i ; i = 1; : : : ; M � 1:

Theoretical model and probability mass function (PMF) for string

lengths

Since from any non-transition state the probability of stepping to the transition point, stimulus

5, is 1
9 , and because upon reaching the transition point there is a50%chance of switching to

the opposite cloud, the e�ective probability of switching clouds in a given trial is

pswitch =
1
9

� 0:5 =
1
18

:

As the trials are independent, the string lengthL follows a geometric distribution with parameter

pswitch. Its PMF is given by

P(L = `) = pswitch (1 � pswitch)` � 1 =
1
18

�
17
18

� ` � 1

; ` = 1; 2; 3; : : : ;
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with an expected string length

E[L] =
1

pswitch
= 18:

Distribution of positions within strings

Within each string of lengthL, the position is de�ned as the index of a trial within that

string (i.e., x = 1; 2; : : : ; L). For example, a string of length5 yields positions1; 2; 3; 4; 5.

By aggregating positions from all strings, we obtain the overall distribution of positions. The

theoretical probability that a randomly chosen position equalsx is given by the same geometric

form:

P(x) = pswitch (1 � pswitch)x� 1:

2.4 Discussion

The one-back memory task presented in this chapter was designed to explicitly probe the

interplay between short-term and long-term memory representations in perceptual decision-

making. At the heart of our model lies a dual-bu�er architecture, where two distinct but

interacting memory systems contribute to judgment formation: a short-term bu�er (STB),

which retains the immediately preceding stimulus, and a long-term bu�er (LTB), which

represents an evolving prior over the stimulus distribution. This framework, developed in prior

theoretical work (e.g., Hachen et al.,2021), allows us to account for both memory drift and

adaptive decision boundaries, capturing a broad range of history e�ects observed in perceptual

behavior.

A key innovation of our approach lies in how the stimulus structure, de�ned by a Markov

process, serves as a testbed for this dual-bu�er framework. By engineering the transition

probabilities between stimulus intensities speci�cally through the two-cloud structure and the

inclusion of an ambiguous transition state we create a temporally structured input sequence

that engages both STB and LTB mechanisms in interpretable ways. Within cloud transitions

(e.g., 1 ! 2 or 7 ! 8) provide opportunities to assess memory precision and contraction

e�ects, particularly when these transitions occur at the edges of the stimulus distribution.

Conversely, transitions across clouds via stimulus 5 allow us to observe how priors are reset or

retained, and how memory stabilization unfolds within a new local context.
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The Markov chain's design imposes nonuniform temporal statistics while maintaining a 
at

marginal distribution, thereby decoupling �rst-order stimulus probabilities from higher-order

sequential dependencies. This is essential for cleanly interpreting behavioral biases: any

deviations from veridical performance cannot be attributed to simple frequency e�ects but

must arise from the interaction between memory bu�ers and the structured input stream.

Moreover, the string-like sequences that emerge from this structure o�er a window into how

prior representations stabilize over time. Our simulations demonstrate that the probability of

transitioning between clouds follows a geometric distribution, leading to predictable patterns in

string lengths and positions. This makes it possible to study not only whether a bias occurs but

how it evolves as a function of position within the current context (the cloud of the ongoing

string). The Markov chain also provides the same cloud repeatedly within a session, allowing

us to rigourosly test whether perceptual inference truly resets or whether residual history from

previous contexts continues to shape decisions.

Unlike earlier studies where models emerge post hoc to �t the participants' behavior, our

approach begins with a more general question: can a uni�ed memory framework account for

behavior across diverse task structures and environmental contexts? Rather than optimizing

the model for a particular paradigm, we ask whether the same underlying architecture the

STB{LTB framework can be 
exibly adapted to capture the dynamics of perceptual bias and

decision-making in a new task. This emphasis on model generality and adaptability, rather

than task-speci�c tuning, re
ects a broader aim: to move toward a systems-level theory of

memory that is robust across paradigms, not just descriptive within them.
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Chapter 3

One-back human behavior: basic

�ndings

3.1 Introduction

We have seen that the task was designed to allow the analytical procedures to dissect perceptual

memory dynamics: stimulusn-1 must be stored in working memory the short-term bu�er

(STB) in our model where it is hypothesized to be attracted to the long-term bu�er (LTB).

Here, before submitting the results to psychometric analyses and computational modeling, we

�rst illustrate the principal characteristics of task performance by a set of human participants.

3.2 Results

3.2.1 Reference vs one-back

To investigate the underlying strategy employed by participants in the one-back task, we

compared performance that would be predicted by two alternative memory strategies: a one-

back strategy (as intended) versus a reference memory strategy (a cognitively less demanding

strategy that we hoped participants would not revert to). One motivation for introducing the

Markov distribution in our task design was to promote reliance on the one-back strategy. Unlike

the case of uniform transition probabilities, where both strategies can yield high performance,

the Markov structure penalizes reliance on long-term reference memory by introducing non-
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uniform transition probabilities between successive trials. This allows us to di�erentiate the

e�ectiveness of each strategy more clearly.

To validate this intuition, we simulated ideal observer models under both strategies and tested

them on two types of sequences:

i. Uniform transition probabilities (stimuli drawn randomly)

ii. Markov chain (stimuli with serial dependencies)

A choice was considered correct if it satis�ed the one-back rule, namely, was stimulusn more

or less intense than stimulusn-1? As shown in Figure 3.1, when using a one-back strategy,

simulated observers endowed with perfect acuity would achieve high accuracy on both uniform

and Markov sequences (94.4%). The deviation from 100% arises from trials in which the same

stimulus intensity is repeated (e.g. 4-4, 7-7) for which the "correct" response is randomly

assigned by the software.

As a reference memory strategy, we model the observer as comparing every stimulus to a

boundary at intensity 5. Again, a choice was considered correct if it satis�ed the one-back rule.

Performance would be quite good for uniform sequences (75.0%) but would drop signi�cantly

for the Markov sequences (55.3%). This above-chance performance for the uniform distribution

occurs because if stimulusn is of greater intensity than the boundary value of 5, then it is likely

to also be of greater intensity than stimulusn-1; conversely, if stimulusn is of lower intensity

than the boundary value of 5, then it is likely to be of lower intensity than stimulusn-1. On

every such instance, the reference memory-based choice would match the one-back-based

choice. This simulation, carried out at the outset of the project, informed us that a uniform

distribution would be unsuitable, as participants might use a reference memory strategy to

avoid the cognitive load of holding stimulusn-1 in working memory.
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Figure 3.1

In the observed behavioral data (rightmost bars) participants (n =24) achieved an average

accuracy of 77.2%, while if those same data were scored by a reference memory rule, the

performance would be signi�cantly lower (59.3%). This discrepancy strongly suggests that

participants were indeed relying on a one-back comparison rather than drawing on a reference

memory. Using a similar stimulus set, in other studies from our lab participants routinely

perform reference memory at better than 80% (e.g. Hachen et al., 2021). Thus, participants'

choices in the present study deviated from what would be expected had they been solving the

task as reference memory.

3.2.2 Performance

To better characterize performance, we analyzed all participants' (n =24) accuracy as a

function of stimulus intensity pairs and their di�erence. Figure 3.2a shows a 2D matrix of

accuracy values for all stimulus pairs[n; n� 1], wheren is the current stimulus andn� 1 is the

previous one. Each cell is labelled with the percentage of correct responses for that speci�c

stimulus transition. The radius of the circle denotes the proportion of all trials contained

within the cell.

Figure 3.2b collapses the pairwise accuracy matrix along the diagonals, reducing it to a

function of intensity di�erence,� Stim = Stim(n) � Stim(n � 1). Positive� Stim indicates

that the current stimulus was of greater intensity than the previous one, while negative values

indicate vice versa. Larger magnitudes of� Stim correspond to easier discrimination pairs, as
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re
ected by higher accuracy. Conversely,� Stim = 0 re
ects physically identical stimuli across

trials, yielding performance close to chance.

Figure 3.2: a)Accuracy shown as a function of stimulus pair combinations [n; n � 1], where each circle

indicates the proportion of correct responses for a speci�c pair. b)Accuracy plotted as a function of� Stim =

Stim(n)-Stim(n � 1) averaged across all participants. Performance dips sharply near� Stim=0, indicating

increased di�culty in discriminating trials with small stimulus di�erences. Group mean accuracy was 77.20%

(SD = 3.59%).

3.2.3 Performance at transition

Figure 3.3 provides a more granular view of how participants' accuracy evolved both across

the session and in response to local distribution changes. The sessions are divided into early

trials (the �rst 80 trials; blue) and late trials (all remaining trials, 81-750; orange).

As seen in Figure 3.3a, performance in the late trials was consistently more stable than in

the early trials, showing lower standard deviations around the mean. Error bars re
ect the

standard deviation of response accuracy computed across participants at each trial position,

capturing inter-subject variability in stability over string progression.

The x-axis represents the trial o�set from the cloud transition (i.e., a transition from high-

to low cloud or vice versa), and accuracy is plotted relative to this transition point. O�set 0

refers to the stimulus of intensity 5, the transition stimulus.

Performance is highest at o�set 0 in both early and late phases, because the transition stimulus

(intensity 5) lies at the edge of either cloud, it maximizes the expected di�erence from the

previous stimulus. Given the structure of the stimulus space, the average� Stim from stimulus

5 is larger than from other stimuli,making discrimination easier and leading to elevated accuracy
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at that point.

Performance on the trial at o�set 1 is also high, as the participants perceive that the sequence

has decidedly moved in one or the other direction, low-to-high or high-to-low. The trials

immediately after the transition are particularly informative: accuracy drops, more markedly so

in the early-session trials. This transient decline suggests that participants continued to rely

on the prior formed during the preceding block, resulting in a mismatch with the new stimulus

statistics. By contrast, later in the session participants demonstrated a quicker recovery,

suggesting increased sensitivity to environmental changes and more e�cient updating of

internal priors. With growing experience, participants not only improved their overall accuracy

but also became more adept at adjusting to shifts in stimulus distribution.

This improvement re
ects the cumulative e�ect of exposure to the full stimulus range. We

speculate that, over time, participants internalized the distribution of the stimuli in the task,

leading to a more precise mapping between stimuli and their associated responses as well as

quicker adaptation, as is evident by their accuracy after the transition.

To further dissect this dynamic updating process, Figure 3.3b sorts the data according to

the post-transition trial position within the string. Post-transition trial positions were divided

into three windows based on the interquartile range of string lengths: Early (3-7), Mid (8-24)

and Late (25-50), corresponding to the 25th and 75th percentiles of observed post-transition

string durations. There are, of course, fewer trials providing data progressively later in the

string (see Chapter 2 for details). Accuracy is highest at the transition trial (stimulus 5) and

remains high immediately afterward, but then drops noticeably in the Early trials (mean =

0.74), underscoring the lingering in
uence of the outdated prior. As participants receive more

exposure to the new cloud, accuracy steadily increases through the Mid trials (mean = 0.76),

suggesting gradual reweighting of internal expectations. By the Late trials (mean = 0.77),

performance appears to plateau, indicating that a new, stable prior has been established.

Another piece of evidence consistent with the participants relying on their previous internal

model, or local bu�er, immediately after a cloud transition can be seen in Figure 3.3c. This

panel plots the probability of making a 'strong' response (judging thatn is of higher intensity

than n-1) following a low-to-high cloud transition (red) as compared to a high-to-low cloud

transition (blue). If participants responded without in
uence from the previous cloud, we would

expect this probability to hover around 0.5 across all trials, re
ecting an unbiased judgment.
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However, a clear divergence is observed in the initial trials following the transition. After a

transition from low to high clouds, participants are more likely to respond 'strong' whereas

after a high-to-low transition, the opposite pattern emerges. This bias gradually diminishes

over the �rst few trials, stabilizing around 0.5 within about 8-10 trials. The asymmetry in early

post-transition responses suggests that after the low-to-high transition, the working memory of

stimulusn-1 is attracted toward the prior formed within the low cloud, making it more likely

to perceive stimulusn as stronger thann-1. The opposite dynamic occurs after a high-to-low

transition. The prior, which corresponds to the long-term bu�er (LTB) in our model, appears

to be updated gradually. This is consistent with the delayed recovery of accuracy observed in

Figure 3.3b.

Figure 3.3: Cloud adaptation across trial time scales. (a) Accuracy relative to transition onset, split by

early(1-80) and late session(81-750). (b) Accuracy as a function of trial position after transition, grouped

into Early (3{7), Mid (8{24), and Late (25{50) windows based on string-length quartiles(IQR = 7-24). (c)

Probability of strong responses across trials following a low! high and high! low cloud transition.

Figure 3.4 further re�nes this analysis by examining whether participants adjusted more

e�ciently to cloud transitions as the session progressed. Speci�cally, we replotted the probability

of making a 'strong' response separately for early trials (trials 1{80; solid lines) and late trials

(trials 671{750; dashed lines). If participants adapted their internal representations through

repeated exposure to the cloud structure, we would expect that responses in early trials would

initially show greater divergence from chance (0.5), re
ecting a stronger in
uence from the

previous cloud, compared to the late trials.

Consistent with this prediction, responses during the early block (mean absolute deviation

from 0.5 = 0.10) were signi�cantly more biased immediately following a transition compared

to the late block (mean deviation = 0.04),t = 3:01; p = :009; d = 0:78. This result con�rms

42



that participants initially relied more heavily on the previous cloud statistics at the start of the

session, but by the later trials, they were able to adapt more quickly to changes in stimulus

distributions, showing reduced bias and more rapid convergence to unbiased responding.

Figure 3.4: Probability of 'strong' responses after cloud transitions, separated by early (trials 1-80; solid) and

late (trials 671-750; dashed) session phases. Early trials show greater initial divergence from chance (0.5),

indicating stronger reliance on the previous cloud structure. Shading represents± SEM.

3.2.4 Performance as a function of stimulus di�erence

Figure 3.5 presents accuracy as a function of stimulus di�erence (� Stim), separated by

stimulus distribution ( 3.5 a) and inter-trial interval ( 3.5 b). Accuracy is plotted separately for

high- and low-intensity clouds. Across participants, performance follows a V-shaped pattern

centered at� Stim = 0, with accuracy increasing as stimulusn is more distant from stimulusn-1

( 3.5 a). A clear asymmetry is observed between the two conditions: accuracy is consistently

lower for the high-intensity cloud (red) compared to the low-intensity cloud (blue), particularly

for negative� Stim. This asymmetry is consistent with perceptual compression at higher

intensities, likely re
ecting Weber-like e�ects, which are explored in detail in later chapters.

Figure 3.5b shows the same� Stim accuracy curve, now separated by intertrial interval (ITI),

a parameter built into the experiment control software: 2000 ms (blue), 4000 ms (red), and

8000 ms (yellow).

The shortest ITI (2000 ms) is associated with slightly higher accuracy across most� Stim
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values. The di�erences are modest but systematic, especially at larger� Stim levels, where the

blue curve tends to sit above the others. This pattern may re
ect reduced temporal decay or

less opportunity for distractors at shorter ITIs. Notably, performance at the longest ITI (8000

ms) is lower, particularly at intermediate� Stim values. This may be interpreted as a gradual

degradation of the stimulusn-1 memory as the ITI is extended.

Figure 3.5: Accuracy as a function of stimulus di�erence (� Stim).(a) Data separated by stimulus cloud (High

vs. Low). (b) Data separated by inter-trial interval (ITI: 2000, 4000, 8000 ms).

3.2.5 Contraction bias

One of the most striking psychophysical signatures of working memory iscontraction bias|a

phenomenon where the information stored about a previously encountered stimulus is pulled

toward a central prior, leading to systematic misjudgments (seeIntroduction ). In our

paradigm, this bias becomes evident even on trials where the current and previous stimuli

are physically identical. Ideally, such trials should result in a 50% probability of reporting

\strong" since there is no real intensity di�erence to detect. However, participants' behavior

deviates substantially from 50% . Figure 3.6a showsP(strong) across the full range of identical

stimulus pairs[n � 1; n], split by stimulus cloud. The critical �nding is that within each cloud

participants' responses are not only systematically biased but exhibitbidirectional contraction

toward that cloud's own local mean. For example, in the low cloud (blue), lower-intensity

repeated stimulus pairs like [1,1] and [2,2] tend to be reported as \weak", while higher-intensity

repeated stimulus pairs like [4,4] and [5,5] tend to be reported as \strong". This asymmetry

suggests that participants' stimulusn-1 memory is attracted to an internal anchor|likely the

local prioror mean of that cloud (approximately 2.78). The similar pattern is seen in the high
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cloud (red), where higher-intensity repeated pairs like [8,8] and [9,9] are judged as \strong"

more often than 0.5, again re
ecting a pull of the stimulusn-1 memory toward a local mean

(approximately 7.22). These two trends within each distribution con�rm that the memory of

the previous stimulus has beencontracted toward a cloud-speci�c prior, not a global one.

The presence of dual local priors, one for each cloud, is especially evident in the case of

ambiguous stimuli that lie near the boundary. Consider stimulus pair [5,5], which appears

in both clouds. When it is drawn from the low cloud, the prior is near 2.78 . Consequently,

the memory of stimulusn-1, of intensity 5, is biased downward. This makes stimulusn feel

stronger by contrast, increasingP(strong) well above 0.5. In contrast, when [5,5] is drawn

from the high cloud, the memory of stimulusn-1 is biased upward toward a higher prior near

7.21, making stimulusn, again of intensity 5, feel relatively weaker in comparison, reducing

P(strong). Thus, the direction of contraction|and ultimately the behavioral report |depends

on the context from which the stimulus was drawn, illustrating a context-sensitive, bidirectional

memory bias. The possible explanation for the choice on [5,5] in the high cloudnot dropping

below 0.5 will be discussed later.

Figure 3.6b extends this result by analyzing how contraction bias changes with the inter-trial

interval (ITI). Though the partitioning of the data set leads to more variability in these smaller

samples, there is a trend wherein, as ITI increases from 2000 ms to 8000 ms, the bias becomes

more pronounced. This pattern supports the hypothesis that the memory trace of stimulusn-1

is unstable, leading the system to fall back more heavily on prior expectations as the memory

storage interval increases.

To quantify the e�ect of temporal delay on contraction bias, we �t linear regressions separately

for each ITI condition, treating slope as a summary measure of contraction strength. This

approach abstracts away from pointwise variability and captures the underlying directional

bias induced by context. In the low cloud segments, we observe a systematic increase in slope

magnitude with ITI: from0:110at 2000 ms to0:133at 4000 ms, and further to0:173at 8000

ms. This trend indicates that as the delay between trials increases, participants exhibit stronger

context-driven bias, suggesting greater reliance on prior expectations as memory stability

weakens with time. In the high cloud segments, slope values remain relatively shallower (0:056,

0:041, and0:094), but show a similar directional trend. While the high cloud responses are less

sensitive to ITI, the low cloud results clearly demonstrate that the passage of time modulates
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the degree of contraction. Importantly, slope provides a principled and noise-robust metric of

this e�ect, capturing how participants increasingly rely on internal priors to guide perception

as the temporal gap between stimuli grows and the �delity of stimulus memory weakens.

Figure 3.6: Identical stimulus pair responses reveal cloud and ITI dependent contraction biases in response.(a)

Mean probability of responding \strong" on identical stimulus trials [n � 1,n], plotted against ordinal stimulus

intensity (from weakest[1; 1] to strongest[9; 9]). Responses to the ambiguous pair[5; 5] were disambiguated

based on surrounding cloud: trials preceded and followed by lower stimuli were classi�ed as low cloud (blue),

while those surrounded by higher stimuli were classi�ed as high cloud (red).(b) Identical analysis split by

inter-trial interval (ITI): 2000 ms (blue), 4000 ms (red), and 8000 ms (yellow). Across all ITI conditions,

participants exhibit cloud-speci�c contraction, but longer ITIs yield steeper slopes both for high and low cloud

(0:173 and 0:094). Error bars denote standard error of the mean (SEM) across participants; shaded bands

show 95% con�dence intervals around linear regression �ts.

3.3 Methods

Experimental Setup

The study took place at the SENSEx Lab of the International School for Advanced Studies

(SISSA) in a controlled environment designed to minimize external distractions. Participants

were seated in a quiet, dimly lit room, facing a monitor that displayed task instructions, visual

cues, and feedback. Vibrotactile stimuli were applied to the tip of the right-hand index �nger

using a shaker motor (Bruel and Kjaer, type 4808) equipped with a plastic knob, which moved

in a horizontal direction perpendicular to the �ngertip.

To eliminate external auditory distractions, participants wore noise-canceling headphones that

continuously played white noise. Responses were recorded through key presses using the left
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hand, and feedback was provided on the screen as a green or red dot, indicating correct

or incorrect responses. The entire experiment, including stimulus generation and response

recording, was controlled using LabVIEW software (National Instruments, Austin, TX).

Stimulus Generation

The vibrotactile stimuli were generated digitally in LabVIEW by sampling velocity values from a

normal distribution with a mean of zero and varying standard deviations (� ), which determined

stimulus intensity. A total of nine intensity levels were used: 2.5, 3.75, 5, 6.25, 7.5, 8.75, 10,

11.25, and 12.5 cm/s.

Figure 3.7

For each intensity level, velocity sequences were randomly drawn from 50 prede�ned sets

(seeds) to ensure variability. The generated signals were ampli�ed tenfold (Bruel and Kjaer

ampli�er, type 2719) before being converted into voltage signals that controlled the shaker

motor. Each stimulus lasted 350 milliseconds.

Calibration and Validation

Since the shaker motor maintains a constant acceleration across a frequency range of 5 Hz to 10

kHz, the displacement of the stimulus decreases with increasing frequency. To ensure accurate

stimulus delivery, an empirical calibration procedure was conducted before the experiment. A

linear position transducer (OMEGA Engineering, LD 310-25) was attached to the shaker's

diaphragm to record displacement.
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High-speed video recordings (Optronis CamRecord 450) captured the movement of the shaker

at 1,000 frames per second while it executed the full range of stimuli. The recorded motion

data were analyzed using custom MATLAB scripts to verify that the transducer attachment

did not alter stimulus properties. The calibrated transducer also allowed real-time monitoring

of stimulus delivery during the experiment.

Participants

Twenty-four healthy adults (aged 19{38) participated in the study. They were recruited through

the university's online research participation system (SONA). Before participation, each indi-

vidual received detailed instructions and provided written informed consent. The experimental

protocol was approved by the Ethics Committee of SISSA and followed international ethical

standards for human behavioral research.

Task Design and Procedure

In each trialn, the participant received a vibrotactile stimulus and compared its intensity to

that of the stimulus presented in the previous trial (n � 1). Unlike a traditional reference

memory task with a �xed boundary, this design required participants to use their percept (or,

the memoryof the percept to be more exact) of the previous stimulus as a reference.

A key aspect of the task was the structured selection of stimulus intensities. Instead of being

completely randomized, the nine intensity levels were grouped into two categories: a \low"

cloud (levels 1{5) and a \high" cloud (levels 5{9). The intermediate intensity level (5) served

as a transition point, and belongs to either cloud depending on where it occurs in the trial

sequence. Stimulus selection followed a probabilistic structure: after a stimulus from either the

low or high category, the next stimulus could either remain in the same category or transition

to level 5. From level 5, the stimulus could either shift to the opposite category or return to

the previous one.

This design created trial strings where participants encountered extended sequences of stimuli

from one category before transitioning, testing whether perceptual adaptation re
ected an

ongoing adjustment toward two recency-weighted priors.

Each trial began with a stimulus presentation, followed by a two-second window in which

response was allowed. A blue progress bar on the screen visually indicated the remaining
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response time. The participants responded by pressing designated keyboard keys (A or D)

using their left hand. After each response, visual feedback was displayed on the screen. If a

participant did not respond within the allotted time, the trial resulted in a timeout.

To allow testing of the temporal dynamics of stimulusn-1 memory, inter-trial intervals (ITIs)

were set at 2, 4, or 8 seconds, determined by adding 0, 2, or 6 seconds to response time

window.

Experiment Block Structure

The experiment was divided into three blocks, each consisting of 250 trials, resulting in a

total of 750 trials per participant. The entire session lasted approximately one hour. The

average accuracy in the one-back task was 76.63% including the count of time out tials (where

the participant did not respond within the time limit) and 77.2% excluding time out trials,

con�rming that the participants could reliably perform the task. The data reported here is

from 18,000 trials.

3.4 Discussion

The results presented in this chapter con�rmed the suitability of the one-back memory task

for probing dynamic memory processes in perception.

First, participants clearly understood and adopted the intended strategy. Their performance

aligned closely with them using a one-back strategy rather than a simpler reference memory

heuristic. Simulations showed that the reference memory strategy would fail under the Markov

condition, and participants' actual behavior indeed mirrored the performance of simulated

one-back observers, diverging markedly from the reference model. This divergence provides

strong evidence that participants were, in fact, comparing each current stimulus to the previous

one held in working memory, even though this required greater cognitive e�ort.

An additional feature of the two-cloud structure is that it makes the participant's adoption

of a cognitively easier reference memory strategy (i.e. "does this stimulus feel strong, with

respect to the full range of past stimuli?") disadvantageous, since that strategy would yield

correct responses for an observer with perfect sensory acuity only55% of the time. For an

independent, uniform distribution, performance of such a participant in the one-back task
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would be75%.

Second, as expected, accuracy systematically increased with greater stimulus di�erences

between successive trials. This monotonic relationship validates the task structure and con�rms

that it produces psychometrically informative data. In particular, the symmetric V-shaped

function of accuracy as a function of stimulus di�erence (� Stim) provides a robust behavioral

foundation for the trial-level modeling undertaken in subsequent chapters.

Beyond baseline task comprehension, the results also illuminate key dynamics of perceptual

memory. One particularly informative pattern emerged around cloud transitions when the

underlying stimulus distribution shifted from low to high intensity or vice versa. Immediately

after these transitions, performance dipped, suggesting that participants were still in
uenced

by a prior formed in the preceding context. Over the following trials, performance recovered,

and the recovery was more rapid later in the session. This indicates that participants learned to

adapt to environmental changes, becoming progressively more sensitive to the task's evolving

statistical structure.

Critically, multiple lines of evidence suggest that the stimulus held in working memory (stimulus

n � 1) is not preserved in a static form. Instead, its representation appears to drift over time

toward a local prior presumably the mean of the current cloud. This e�ect, visible in the serial

bias of responses and the signature contraction biases observed even for identical stimulus

pairs, is consistent with our overarching STB{LTB framework. The STB (short-term bu�er)

does not act in isolation but is shaped by ongoing experience. Notably, the attraction of

the memory trace toward the prior was context-sensitive, with separate local priors emerging

for the high and low stimulus clouds. The bias was also marginally stronger at longer ITIs,

suggesting that memory decay facilitates a stronger reliance on prior knowledge when the

short-term trace becomes less precise.
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Chapter 4

Results in a psychophysical perspective

4.1 Introduction

Perceptual decisions are seldom made in isolation. Whether we judge the brightness of a light,

the pitch of a tone, the coherence of a moving-dot pattern, or in our case the intensity of a

vibrotactile stimulus, our brains interpret each event against the backdrop of what has just been

experienced. Classic psychophysics has therefore focused on mapping orderly relations between

absolute stimulus values and behaviour. The cumulative-Gaussian framework developed by

Wichmann and Hill (2001) remains the gold standard because it delivers unbiased estimates of

threshold and slope while explicitly accommodating lapses. In our case, through psychophysics,

we obtain a concise scorecard of performance that tells us whether participants are executing

a one-back comparison accurately.

The one-back memory task departs from standard psychophysical paradigms by requiring par-

ticipants to make trial-by-trial comparisons between consecutive stimuli, rather than absolute

judgments or judgments against a �xed stimulus. This comparison-based design introduces

a dynamic decision context where the perceived intensity of the current stimulus depends

on dynamics of both sensory input and memory of the preceding trial. Instead of assessing

perception at �xed stimulus levels, this structure necessitates an in-depth analysis of behav-

ioral responses across stimulus di�erences, temporal intervals, and stimulus history. Such

psychophysical characterization is essential for establishing how reliably participants perform

the task and whether their behavior adheres to expectations derived from the task design.
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What remains unknown, and therefore motivates the present work, is how the inter-trial interval

(ITI) modulates serial dependence in a one-back memory task, and whether sequences of

previous trials continue to sway the next decision. To tackle these questions, we combine

cumulative-Gaussian �ts with a history-aware logistic Generalized Linear Model (GLM). The

psychometric analysis, repeated within each ITI and cloud condition, establishes that observers

perform the task with high �delity. The GLM then reveals how the weights on previous stimuli

unfold and how those weights change when the temporal gap between trials is stretched.

Together, these complementary approaches help us setting the stage for the neural and

computational analyses that follow.

4.2 Results

4.2.1 Psychometric �t

We �rst examine the responses of the participants as a function of the current stimulus (n) and

the previous stimulus (n � 1). In Figure 4.1a, we plot the probability of a "strong" response

for each stimulusn. At the lowest intensities (stimuli 1 and 2), participants infrequently

judged the current stimulus as "strong." As the intensity of the stimulus increased, so did the

probability of a "strong" response. Notably, responses to mid-range stimuli (e.g., 3, 4 and 6,

7) closely re
ect the structure of the one-back task. For instance, stimulus 4 elicits a relatively

high proportion of \strong" responses, consistent with the fact that within its own (low) cloud,

it is among the stronger values and likely to follow a comparatively lower-intensity stimulus.

In contrast, stimulus 6, which belongs to the high cloud, yields a "strong" response with

probability below 0.5. This is expected, as stimulus 6 can often follow even higher intensities

(e.g., 8 or 9), leading participants to judge it as relatively weaker in those contexts. Stimulus 5

stands out as an exception: it elicits responses based on the cloud. If the stimulus 5 is a part of

low cloud, it's almost always judged as strong(0:91), as it is positioned on the upper boundary

of the cloud whereas in the high cloud, as it's on the lower boundary of the high cloud it's

judged more weaker(0:22) than stronger. The overall pattern suggests that participants are

indeed responding relative to the preceding stimulus and not merely to the absolute intensity

of the current trial.

Figure 4.1b shows the probability of a \strong" response as a function of stimulusn-1,
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collapsing across current stimuli. Here too, a structured pattern is evident. Stronger previous

stimuli (e.g., 8 or 9) are associated with a lower probability of judging the current stimulus

as \strong," while higher \strong" response rates follow weaker previous stimuli (e.g., 1 or

2). This pattern presumably occurs because the previous stimulus acts as a reference point,

and judgments are made in relation to that memory trace. Because the perceptual decision is

inherently comparative, we would expect the current response to shift depending on trialn-1

stimulus intensity. Although the slope of this relationship is shallower than that observed with

current stimulus intensity, the consistent direction of the e�ect con�rms a reliable in
uence of

prior stimulus history on perceptual judgment.

To more precisely assess this history e�ect near the transition stimulus, we examined cases

where the previous stimulus itself was 5. When 5 came from the low cloud, it was associated

with a \strong" response rate of0:58; when it came from the high cloud the \strong" response

rate was 0.46. The choice probability di�erence depending on cloud (0.12) is consistent with

the �rst instance of 5 in the low cloud string being contracted downwards towards the local

prior and the �rst instance of 5 in the high cloud string being contracted upwards towards the

local prior.

Figure 4.1: Empirical response pro�les for the probability of a \strong" response, averaged across participants.

(a) As a function of the current stimulus label (n), showing a clear monotonic trend. (b) As a function of the

previous stimulus label (n{1 ), illustrating systematic history e�ects. Stimulus labels 1{9 represent increasing

physical intensities (2.5 to 12.5). For label 5, two points are shown: 5(from low cloud) and 5(from high

cloud). Mean response probabilities are plotted for each condition:Panel (a) : [.06, .33, .54, .79, .91, .22, .40,

.62, .75, .88]Panel (b) : [.78, .52, .48, .30, .58, .46, .76, .59, .56, .39] Error bars indicate± 1 SEM across

participants (standard error of the mean), capturing inter-subject variability.
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However, judging the response solely in terms of the current or previous trial in isolation does

not provide a coherent framework to explain how the participant makes a decision. The most

natural organizing variable is the stimulus di�erence, which directly re
ects the decision-relevant

feature of the task. In the next section, we analyze responses as a function of this stimulus

di�erence to assess the psychophysical properties of discrimination and to �t a cumulative

psychometric function.

Stimulus di�erence was de�ned as

� Stim = Stimulus(n) � Stimulus(n� 1)

resulting in nine possible values:� 4; � 3; � 2; � 1; 0; 1; 2; 3; and4. For each stimulus di�erence,

we computed the probability of each subject responding "strong." These probabilities were

then averaged across participants to yield empirical estimates at each of the nine stimulus

di�erences.

To quantitatively characterize the relationship between stimulus di�erence and the probability

of a strong response, we �t a psychometric function using Maximum Likelihood Estimation

(MLE). The psychometric function is modeled as a cumulative Gaussian function with lapse

parameters, following Wichmann and Hill (2001):
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where

ˆ x is the stimulus di�erence(� Stim),

ˆ � is the threshold parameter,

ˆ � determines the slope,

ˆ 
 and � are the guess and lapse rates (lower and upper asymptotes).

Figure 4.2a shows the psychometric function plot with empirical data points and the �tted

curve using data from both clouds, pooled. This analysis provides a quantitative description

of participants' perceptual performance in the one-back task, allowing us to assess both the

central tendency (threshold) and the slope (sensitivity) of the psychometric function. The

resulting curve is symmetric and centered, indicating that participants performed the one-back
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comparison as intended, responding based on the relative stimulus di�erence between the

current and previous stimuli.

4.2b plots separate psychometric curves for trials drawn from the high cloud (red) and the

low cloud (blue). For positive stimulus di�erences (� Stim > 0) the curves coincide: in both

clouds, whenevern > n-1, participants judgen as "strong" with nearly identical probability.

A marked divergence appears for 0 and for negative� Stim. Consider a high cloud pair in

which the previous stimulus was 8 and the current one 6 (� Stim = � 2). Relative to the high

cloud mean (around 7.22), the higher value (8) is pulleddownwardsuch that the perceived

gap therefore shrinks. Because perceptual spacing is alsocompressedat high intensities, this

smaller internal di�erence is often missed, and observers still respondstrong. The elevated

position of the red curve for negative� Stim suggests that downward contraction is particularly

strong. In subsequent sections, that can be interpreted in terms of the Weber fraction; the

perceptual compression in the high-intensity stimulus range causes the perceived prior to be

lower than the numerically predicted one.

In the low cloud (mean around2:78), the same contraction mechanism applies: the memory

of the previous stimulus (e.g., 3 in the pair [3; 1]) is pulled slightly downward toward the

local prior. However, due to easier discriminability at low intensities and minimal perceptual

compression, the gap between the current and previous stimuli remains clearly negative. As a

result, participants correctly respond \weak," and the blue curve stays low. So while contraction

occurs in both clouds, its behavioral consequence diverges: in the high cloud, contraction

combined with Weber-compression leads to in
ated \strong" responses; in the low cloud, easier

discriminability preserves accurate \weak" judgments.

4.2c examines how the ITI alters performance by plotting separate psychometric curves for

2000, 4000, and 8000 ms. All three curves share the same midpoint at� Stim = 0, con�rming

that observers always anchor their decision to the signed di�erence between the current and

previous stimulus. What changes is theslope.
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Figure 4.2: Psychometric functions showingP(strong) as a function of stimulus di�erence (� Stim).(a) Overall

psychometric curve across all trials.(b) Fit on trials separated by stimulus cloud (High vs. Low). (c) Trials

separated by inter-trial interval (ITI: 2000, 4000, 8000 ms).

The slope loss re
ects how the remembered stimulus changes over time. Immediately following

a trial with a short inter-trial interval (ITI) of 2000 ms, the memory trace of the previous

stimulus remains sharp. In this case a pair such as [6, 8] in the high cloud (� Stim = 2) feels

clearly stronger and is almost always judgedstrong.

In contrast, after a long ITI of 8000 ms, two processes unfold:(i) the representation of the

6 drifts toward an internal reference value (about 7.22 for the high cloud), and(ii) random

noise around that value grows. This compresses the perceived di�erence between the stimuli

to around1 or less, making the comparison more ambiguous. On such trials, participants

are more likely to respondweak, reducing the proportion ofstrong responses and pulling the

8000-ms curve downward on the positive side of the stimulus axis.

A similar mechanism applies to negative stimulus di�erences, but the behavioral consequences

are less visible. For example, in a low cloud pair [4,2] (� Stim = � 2), the memory of the

previous 4 drifts downward toward the low cloud prior (around 2.78). Although the perceived

gap narrows, it remains negative, so only a small fraction of responses shift tostrong. Moreover,

because the left wing of the psychometric function is already near 
oor, any small upward

shift is harder to detect. On top of this, the data across stimulus clouds are combined in this

analysis, which likely masks condition-speci�c e�ects especially because high cloud and low

cloud responses exhibit di�erent patterns. These factors together may overshadow subtle shifts

on the negative side, making the impact of memory drift less apparent even though the same

underlying processes are at play.

This descriptive result tells us that memory of retained stimulus decays with time, but it still
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treats every trial pair in isolation. To pinpointhow muchin
uence each of the past stimuli

exerts on the current decision and how those weights change across the three ITIs we next

turn to a history aware logistic Generalised Linear Model (GLM). The GLM enables us to

move beyond the single-step comparison and quantify directly the build-up and decay of serial

dependence across the stimulus sequence (Section 4.2.3).

4.2.2 Correcting Weber bias in stimulus design and its e�ect on

perceptual decisions

In the previous sections, we observed asymmetries in the behavior and psychometric re-

sponse functions due to the linear scaling of stimulus intensities. We base this asymme-

try on Weber's law, where the discriminability between stimuli is proportionally related to

their magnitude. To investigate whether these observed asymmetries were a consequence

of linear spacing or truly re
ective of Weber-related perceptual constraints, we ran an ad-

ditional validation experiment on �ve participants (2,000 trials). This experiment aimed

to evaluate whether logarithmic spacing could reduce or eliminate the biases observed un-

der linear scaling, and speci�cally whether the asymmetries in psychometric functions and

contraction bias stemmed from Weber's law. A Weber-informed transformation of the stim-

ulus axis was implemented, using nine stimuli logarithmically spaced between 2.5 and 12.5:

[2:50; 3:057; 3:738; 4:571; 5:590; 6:836; 8:359; 10:22; 12:50]. These replaced the original linear

values. Participants completed the same one-back memory task using these Weber-corrected

stimuli.

Figure 4.3 presented below contrasts linear (top row) and Weber-corrected stimuli (bottom

row) conditions across three analytic perspectives: performance accuracy, psychometric curves,

and contraction biases. 4.3a: as observed in 3.5a, accuracy around� Stim is asymmetric:

high cloud (red) performance remains high for positive di�erences (� Stim > 0) but drops

signi�cantly for negative di�erences. This asymmetry arises because, under linear spacing,

high-intensity stimuli are perceptually compressed (consistent with Weber's law). When the

pair is [8,6] (� Stim = -2), the memory of 8 is pulled downward toward the high cloud mean

(7.2), and the compressed spacing causes the perceived gap to shrink even further. As a

result, participants respond \strong." For the reverse pair [6,8] (� Stim = 2), this contraction

doesn't a�ect the accuracy, and the participants retain high accuracy. Therefore, high cloud
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bene�ts disproportionately from positive di�erences, while showing poor accuracy for equivalent

negative ones. Low cloud, by contrast, is less a�ected due to minimal compression at lower

intensities.

4.3d With logarithmic spacing, perceptual intervals are normalized across the range, counter-

acting the uneven compression present in the linear scale. This correction equalizes the e�ect

of contraction in both directions: high cloud no longer disproportionately bene�ts from positive,

and low cloud's pattern becomes more symmetric. The result is a performance curve that

dips and rises symmetrically around zero for both clouds. This con�rms that the asymmetry

observed in the linear condition was primarily driven by Weber-related distortions in perceptual

spacing.

Column 2: Psychometric Curves 4.3b Psychometric curves for high and low cloud trials diverge

at zero and negative� Stim values. High cloud trials yield elevated probabilities of \strong"

responses due to downward contraction combined with compressed perceptual spacing. In

contrast, low cloud responses remain low, as contraction occurs in a region where stimuli are

more perceptually distinguishable.

After correction 4.3e shows psychometric curves for high and low cloud trials under Weber-

scaled stimuli. Unlike in the linear case (panel b), the asymmetry between clouds, as previously

observed. is reduced. The high cloud curve becomes steeper and slightly left-shifted, suggesting

improved discriminability at positive� Stim values. Conversely, the low cloud curve 
attens

marginally on the right, indicating reduced precision even for stimuli that were previously easy

to distinguish. This change likely re
ects the more balanced perceptual spacing introduced

by the logarithmic transformation, which increases di�culty for low-cloud intensities while

decompressing higher intensities. Overall, both curves move apart, suggesting that stimulus

representation is now more uniformly spaced, and contraction toward the cloud mean in
uences

both directions more symmetrically.

Column 3: Contraction Bias (Identical stimulus pairs) 4.3c: When participants judged identical

stimulus pairs (n � 1 = n or � Stim = 0), responses systematically varied with the absolute

stimulus value, revealing contraction bias. The slope was higher for low cloud and notably

lower for high cloud, re
ecting perceptual compression at higher magnitudes.

4.3f: The slope for high cloud became steeper than previously observed linear pairs. This
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indicates that the Weber correction ampli�ed sensitivity across the entire range, making the

contraction e�ect not only more pronounced but also more balanced between clouds. High

cloud stimuli previously compressed and hard to discriminate are now perceptually better

separable, resulting in a clearer bias pattern that tracks stimulus magnitude.

Figure 4.3: Behavioral comparison under linear vs. Weber-scaled stimulus spacing. Top row (a{c): Results

from linearly spaced stimuli show asymmetric performance across clouds (a), psychometric curves diverging near

� Stim = 0 with a strong bias in the high cloud (b), and a di�erence in \strong" responses to identical stimulus

pairs across clouds (c). Bottom row (d{f): With Weber-scaled stimuli, performance di�ers symmetrically

across� Stim (d), psychometric curves shift apart and balance in slope (e), and responses to identical pairs

align more closely across clouds (f), indicating reduced perceptual compression.

4.2.3 Vertical vs Horizontal psychometric

Figure 4.4a (Stimulus pairs schematic) The left panel schematically illustrates the stimulus

pairs selected for two targeted psychometric analyses. Blue squares represent the horizontal

stimulus set, in which the previous stimulus (n � 1) lay at the boundary stimulus 5, while

the current stimulus (n) ranges from 1 to 9. Yellow squares indicate the vertical stimulus

set, where the current stimulus (n) lay at 5, and the preceding stimulus (n � 1) varies across

the full range (1{9). Stimulus 5 is particularly meaningful as it precisely marks the boundary

separating the low cloud (stimuli 1{5) from the high cloud (stimuli 5{9), meaning every
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transition between clouds necessarily passes through it. By anchoring one member of each

paired stimulus sequence at 5, we isolate the pure �delity of the one-back comparison at the

cloud boundary without cloud-speci�c confounds that might appear in the full psychometric

analysis.

Figure 4.4b (Vertical psychometric: current stimulusn = 5) In the vertical psychometric

analysis, stimulusn at the boundary value (5), making participants' judgments entirely

dependent on their memory of the previously presented stimulus (n � 1).

Each yellow data point represents the meanp(strong) across participants for one particularn-1

intensity, and the solid curve is the best-�tting cumulative Gaussian. At the lowest preceding

stimulus (n � 1 = 1), p(strong) approaches 1, re
ecting that a current stimulus of 5 is reliably

judged stronger than a faint stimulus (1). Conversely, atn � 1 = 9, the current 5 is almost

never judged \strong" because it feels signi�cantly weaker in comparison to the previously

encountered high stimulus. At the neutral midpoint (n � 1 = 5), the response probability is

around 0.6, slightly above chance, re
ecting the fact that stimulus 5 is an ambiguous boundary

value between clouds. Crucially, the psychometric function's midpoint lies near the physical

equality (� Stim = 0), and the slope is notably steep.

Speci�cally, for the vertical slice (n = 7:5 �xed), the slope is 0.2017 prob/� Stim, which is

8.0% steeper than the slope of the overall psychometric function computed across all� Stim

pairs (slope = 0.1867). This indicates that the immediate one-back memory trace of the

preceding stimulus is preserved with high �delity, introducing minimal bias or uncertainty into

the current judgment.

Figure 4.4c (Horizontal psychometric: previous stimulus(n � 1) = 5) In the horizontal

psychometric, the previous stimulus lay at the boundary stimulus (5) in participants' memory,

and their judgments depend exclusively on the physically varying current stimulus (n, ranging

from 1{9). Each blue data point represents the meanp(strong) for a given current stimulus.

The �tted psychometric curve climbs from nearly zero at the lowest current stimulus (n = 1),

indicating that a stimulus much weaker than the remembered 5 is rarely judged strong, to near

1 at the highest current stimulus (n = 9). The midpoint again aligns closely to� Stim = 0,

con�rming that stimulus 5 functions e�ectively as a stable working-memory reference.

The steep slope of this curve further highlights the precision with which participants compare
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a freshly presented stimulus against a clearly remembered, single-trial working-memory anchor.

For this horizontal slice (n � 1 = 7:5 �xed), the slope is 0.2160 prob/� Stim, which is

15.7% steeper than the overall psychometric function (slope = 0.1867), indicating enhanced

comparison sensitivity when the memory anchor lies at the cloud boundary.

Figure 4.4: Vertical vs. horizontal slice analysis of psychometric responses. (a) Schematic of stimulus pairs

used to extract vertical (�xedn = 5) and horizontal (�xed n � 1 = 5) slices through the full response

matrix.(b) Vertical psychometric function:P(strong) plotted against varyingn � 1 values, withn �xed at 5.

(c) Horizontal psychometric function:P(strong) plotted against varyingn values, withn � 1 �xed at 5.

Taken together, these two complementary psychometric curves o�er a clear benchmark of

working-memory precision within the one-back task. By anchoring one stimulus at the cloud

boundary (5) and pooling across cloud-speci�c contexts, we obtain an unbiased average

of comparison performance. Rather than eliminating contextual distortions, this approach

e�ectively averages over opposing biases, revealing the underlying memory trace �delity in

the absence of consistent prior in
uence. Critically, the cloud-dependent shifts at stimulus 5

become visible only when trials are explicitly separated by context, as shown in the earlier full

psychometric ( 4.2b).

Here, by pooling across contexts and �xing stimulus identity, we reveal that holding a single

stimulus in working memory introduces negligible systematic bias and only minimal added

variability. Establishing this precise baseline for one-back memory �delity is essential for the

subsequent GLM analyses, which will quantitatively reveal how serial dependence accumulates

subtle in
uences from multiple past trials.
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4.2.4 GLM Coe�cients

To quantify the in
uence of stimulus and choice history on current perceptual decisions, we

�tted a generalized linear model (GLM) to participants' binary responses. The GLM included

regressors encoding the standardized stimulus values and choice outcomes for the current (n)

and preceding seven trials (n � 1 throughn � 7). Parameter estimates re
ect the in
uence or

weight each of these past trials had on the current decision: positive weights indicate that

higher stimulus values (or else the "strong" choice) in previous trials increased the likelihood

of the "strong" response on trialn, while negative weights indicate a tendency for higher

stimulus values (or else the "strong" choice) in previous trials to decrease the likelihood of the

"strong" response on trialn.

Figure 4.5a shows the group-level GLM weights estimated by pooling data across all participants.

The most prominent e�ect is the strong positive weight for the current stimulus (n; � = 3:41),

con�rming that the current sensory input has the largest in
uence on participants' responses

(Table 4.5c). Consistent with correct execution of the one-back memory task, the immediately

preceding stimulusn-1 exerts a strong negative weight (� = � 1:85). The negative sign

indicates that participants base their current judgment on the stimulus di�erence the greater

the intensity of stimulusn-1, the less likely that stimulusn will be judged as "strong" thus,

e�ectively performing a contrastive comparison between the current and previous stimuli.

Beyond the immediate past (n � 1), stimuli from earlier trials (n � 2 throughn � 7) continue to

have smaller but systematic negative weights, suggesting a subtle yet signi�cant and persistent

in
uence of stimulus history. In contrast, the previous choice outcomes have negligible weights

across all trials, indicating that participants' responses are driven primarily by the relevant

stimuli (n, n-1) and by the "irrelevant" stimulus history (n-2 and earlier) rather than by

previous decision outcomes (Table 4.5c).

To assess the robustness of these weight estimates, we performed bootstrapping across

participants. Figure 4.5b displays a scatter plot of bootstrapped weights for the current

stimulus (n) versus the immediately preceding stimulus (n � 1). The tight clustering of these

bootstrap samples con�rms that the observed stimulus history e�ects particularly the strong

positive weight for the current stimulus and the strong negative weight for the immediately

preceding stimulus are stable and highly reliable across participants.
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These results collectively demonstrate that perceptual decisions in the one-back task are

strongly in
uenced both by the two stimuli to be compared and by a subtle accumulation of

stimulus history extending across multiple previous trials.

Figure 4.5: GLM analysis of stimulus and choice history on response. (a) Generalized linear model (GLM)

weights for current and past trials, showing strong in
uence from current stimulus (n) and signi�cant negative

weight from the previous stimulus (n � 1); prior choices (dashed line) exert weaker in
uence. (b) Bootstrapped

population(k = 250) of GLM weights reveals a consistent population of the in
uence of current (n) and

previous (n � 1) stimuli across resampled(s = 0.80) �ts.(c) Summary table of GLM weights for stimulus and

choice regressors across previous trials, highlighting both stimulus-driven recency e�ects and weaker choice

history biases.

4.2.5 GLM by cloud and ITI

To further examine how the stimulus context (cloud) and temporal context (ITI) shape serial

dependence, we extended the GLM analysis separately for each cloud type (high, low) and

each inter-trial interval condition

Figure 4.6a shows GLM weights estimated independently for high cloud and low cloud stimuli.

The current stimulus (n) consistently exerts a larger positive in
uence in the low cloud (�

= 4:54) than in the high cloud (� = 2:48). This di�erence aligns with earlier psychometric
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analyses (Fig. 4.2b), suggesting a Weber-like e�ect: discrimination sensitivity is higher among

the weaker stimuli in the low cloud, presumably because the neuronal representation varies

more linearly with stimulus intensity than among high cloud stimuli. The immediately preceding

stimulus (n � 1) also shows a stronger negative weight in the low cloud (� = � 2:38) compared

to the high cloud (� = � 1:48), also consistent with reduced acuity due, presumably to non-linear

saturation of the neuronal representation. This greater distance between the (n) and (n � 1)

weights in the low cloud is consistent with the higher perceptual discriminability at lower

stimulus intensities, reinforcing the intuition of Weber-like perceptual compression within the

high cloud, making linearly spaced stimulus di�erences become harder to detect. Subtle yet

systematic negative weights persist even beyond the immediate past (n � 2 throughn � 7),

highlighting a stable history-dependent perceptual bias across multiple trials(Table 4.6c). It is

intriguing that the negative weights for trials earlier thann-1 are more prominent in the low

cloud. This means that stimulus history is embedded in the prior exactly in proportion to its

perceptual impact. This relation highlights the fact that the history e�ect in this experiment

is of a perceptual nature, not a choice bias.

Figure 4.6b demonstrates the robustness of these cloud-dependent di�erences by plotting

bootstrapped weights for the current stimulus (n) against the immediately preceding stimulus

(n � 1). The clearly separated clusters for high and low clouds con�rm that the observed

di�erences in stimulus weighting between the two clouds are highly reliable across participants,

thus validating the quantitatively di�erent perceptual computation prompted by stimulus

context.
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Figure 4.6: GLM analysis of stimulus and choice history e�ects across stimulus clouds. (a) GLM coe�cients

for current and past trials, separately for high cloud (red) and low cloud (blue) conditions. (b) Bootstrapped

distributions (k = 250) of n vs. n � 1 weights for high- and low cloud conditions, showing a signi�cant

di�erence in current-trial stimulus weights (two-sample t-test,p < 0:001).(c) Summary table of GLM weights

for stimulus and choice regressors across trials and cloud conditions.

Figures 4.7a and b illustrate analogous analyses of the role of ITI on serial dependence.

The ITI refers only to the space betweenn-1 andn; earlier trials include the mixed range of

ITIs. Figure 4.7a, in particular, shows that the current stimulus (n) maintains consistent

positive weight across all ITIs. Interestingly, the immediately preceding stimulus (n � 1)

exhibits a clear dependence on ITI duration. For the shortest interval (2000 ms), the negative

weight (� = � 2:18) is most pronounced. This ITI dependence suggests participants maintain

relatively precise representations of recent stimuli of shorter durations, making the immediate

comparison robust. As ITIs lengthen (4000 ms and 8000 ms), the negative weight ofn � 1

(4000 ms,� = � 1:85; 8000 ms,� = � 1:55) becomes less pronounced, suggesting that memory

representations gradually weaken or drift over time. At the same time, longer ITIs slightly

amplify negative weights at lagn � 2. This spreading is not limited ton � 2, the GLM weights

at lagsn � 3 throughn � 6 also show small magnitudes of weights with ITI. While individually

modest, these shifts suggest a distributed reweighting of stimulus history. As the reliability
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of the most recent memory trace diminishes, the decision process appears to recruit broader

temporal context, e�ectively blending traces across multiple prior trials. We speculate that

as the immediately preceding stimulus loses �delity over time, the brain relies slightly more

heavily on an earlier stimulus reference, causing the serial dependence e�ect to "spread out"

across multiple trials (Table 4.7c).

Figure 4.7 b further con�rms the reliability of these ITI-dependent e�ects by plotting boot-

strapped weights of the current stimulus (n) against the immediately preceding stimulus (n � 1).

The three ITI conditions occupy distinct regions of parameter space, with the shortest ITI

(2000 ms) showing the most pronounced negative weights, indicating robust and immediate

perceptual contrast. Conversely, longer ITIs exhibit progressively weaker negative weights for

the immediately preceding stimulus. This pattern supports the conclusion that the temporal

separation between trials modulates serial dependence by gradually shifting memory strength

from immediate (short ITI) to more distributed (longer ITIs) stimulus-history in
uences. Pair-

wise comparisons between ITIs (t-tests) indicate signi�cant di�erences across all conditions,

con�rming that these ITI-dependent patterns are statistically reliable (***p< 0:001).
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Figure 4.7: GLM analysis of stimulus and choice history e�ects across ITI conditions. (a) GLM coe�cients for

current and past trials, grouped by ITI duration (2000, 4000, 8000 ms). Current stimulus (n) weights decrease

with increasing ITI, whilen � 1 weights become more negative. Choice history shows smaller e�ects across

ITIs and trials. (b) Bootstrapped distributions(k = 250) of stimulus weights forn and n � 1 show systematic

shifts with ITI. Longer ITIs result in reducedn weights and more negativen � 1 weights. Statistical pairwise

comparisons re
ect two-sample t-tests;p < 0:001. (c) Summary table of GLM weights for stimulus and choice

regressors across trials and ITI conditions.

4.2.6 Weights of previous choices

Weights of previous choices are substantial in many published reports (Fritsche et al., 2017),

Braun et al., 2018), Urai et al., 2019)). By contrast, in the present data set previous choice

e�ects were small (Figure 4.6a). There was a minor repulsive e�ect of choicen-1, suggesting

that participants had a weak tendency to alternate choices (e.g. "weaker, stronger, weaker")

but the weight was small and disappeared inn-2. This suggests that the history of preceding

choices was incorporated into the prior much less than the history of preceding stimuli.
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4.3 Methods

Model �tting was performed on pooled data, treating all participants as a single dataset to

estimate group-level e�ects.

Psychometric Analysis

We �tted psychometric functions to participants' responses using Maximum Likelihood Esti-

mation (MLE). The psychometric function was modeled as a cumulative Gaussian with lapse

parameters Wichmann & Hill, 2001:

p(x; �; �; 
; � ) = 
 + (1 � 
 � � )
1
2

�
1 + erf

�
x � �
p

2�

��
; (4.1)

wherex is the stimulus di�erence (� Stim), � is the threshold (point of subjective equality),

� is the slope (perceptual sensitivity), and
 and � are guess and lapse rates, respectively.

Parameters were optimized via MATLAB'sfmincon using the 'active-set' algorithm, with

initial parameters� = 0, � = 1:5, 
 = 0, � = 0, and parameter bounds set to ensure stability

we set lower bounds = [�1 , �1 , 0, 0] and upper bounds = [1 , 1 , 1, 1]

Generalized Linear Model

We quanti�ed the in
uence of stimulus and choice history using a logistic GLM �tted to

participants' binary responses (0: weak, 1: strong). The GLM predictors included z-scored

stimulus and choice outcomes from the current trial (n) and seven preceding trials (n � 1 to

n � 7). The logistic model was de�ned as:

P(choicet = 1 j x t ) = � +
1 � � � �

1 + exp (� (
 +
P

i � i x i;t ))
; (4.2)

where� and � are lapse parameters,
 is the intercept,x i is the stimuli vector and� i are

regression weights. Parameters were estimated via MLE using MATLAB'sfmincon function.

Parameter bounds were set to[� 10; 10] for regression weights and[0; 0:5] for lapse parameters.

GLM analyses were conducted overall, and separately by cloud (high vs. low), inter-trial

intervals (ITI: 2000 ms, 4000 ms, and 8000 ms), and choice correctness.
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Bootstrapping of GLM Weights

To assess GLM parameter robustness, bootstrap analysis (250 iterations) was conducted by

resampling 80% of trials (without replacement) for each subject. For each sample, GLM

parameters were recalculated, focusing on current (n) and immediately preceding (n � 1)

stimulus weights.

Statistical Analysis

Di�erences in GLM weights between conditions were evaluated via pairwiset-tests on bootstrap

distributions. Signi�cance levels reported asp < 0:05 (*), p < 0:01 (**), and p < 0:001(***).

MATLAB Implementation

Analyses were implemented using custom MATLAB functions:

ˆ Psychometric �tting : CustompsychoMLEfunction to compute cumulative Gaussian

psychometric parameters.

ˆ GLM �tting : Custom logistic GLM implementation (glmMLE), structured with z-scored

predictors.

ˆ Bootstrapping : Conducted with MATLAB's built-in functions (datasample) combined

with custom loop structures for repeated parameter estimation.

All analyses were performed in MATLAB (MathWorks, Natick, MA).

4.4 Discussion

The results presented in this chapter provide solid evidence that participants correctly engaged

in the one-back memory task: judgments were mainly determined by the comparative intensities

of stimuli n andn-1, as intended by task design. The possibility that participants might judge

each individual stimulus as "strong" or "weak" in relation to the full stimulus range was

tested and refuted. The symmetry and steepness of the cumulative-Gaussian �ts to stimulus

di�erence (� Stim) curve (Figure 4.2a) suggest reliable discrimination based on relativen

versusn-1 intensities, a sign of successful one-back performance.
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By combining psychometric function �tting with a history-aware Generalized Linear Model

(GLM), the analysis captured not only the immediate comparison behavior but also the

subtle accumulation and decay of serial dependencies across trials and time. High stimulus

discriminability in the low cloud and shorter inter-trial intervals both optimize the one-back

comparison, whereas longer intervals redistribute stimulus history in
uences across multiple

preceding trials.

Importantly, the decomposition of responses by cloud condition (Figure 4.2b) uncovered an

asymmetry in behavior for negative stimulus di�erences. Although contraction toward the mean

are present in both clouds, their consequences di�er. In the high cloud, because of perceptual

compression these mechanisms shrink perceived di�erences, leading to in
ated \strong"

responses even when the current stimulus is weaker. In contrast, the low cloud|with its �ner

resolution and lower mean|preserves perceptual distinctions more accurately, maintaining

appropriate \weak" judgments. This divergence illustrates how stimulus context interacts with

perceptual dynamics to shape decisions, revealing that the internal representation of stimulus

intensity is not static but modulated by local statistical structure. Later, it will be shown that

low cloud and high cloud symmetry can be restored by a non-linear stimulus distribution.

Manipulation of inter-trial interval (ITI) further demonstrated that temporal spacing plays

a critical role in shaping perceptual memory (Figure 4.2c). As ITI increased, the slope

of the psychometric function 
attened, especially on the positive side. This indicates that

the �delity of the retained memory trace decays over time, becoming more biased toward

the long-term average and noisier overall. These results align with theories proposing that

short-term memories are dynamically reweighted by accumulated priors and internal noise that

we formally tested using the GLM.

The vertical and horizontal psychometric functions (Figure 4.4) o�ered a crucial control.

By anchoring either the current or the previous stimulus at the cloud boundary (stimulus 5),

we isolated the �delity of memory-based comparisons without the confounding in
uence of

surrounding context. Both curves exhibited steep slopes and minimal bias, suggesting that

when the comparison is clean and unambiguous, participants access and use one-trial memory

representations with high precision. This �nding a�rms that cloud-related distortions observed

in other analyses arise not from memory degradation per se, but from systematic interactions

between stimulus structure, history, and perceptual encoding.
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Finally, the GLM analysis (Figure 4.5) revealed a temporally structured in
uence of past

stimuli on current decisions. The strongest weight emerged for the immediately preceding

trial (n � 1), con�rming that participants rely heavily on the most recent memory trace in

making their current choice. However, stimuli from earlier trials (up to 6{7 trials back) also

in
uenced responses, with diminishing but still detectable weights. This decay suggests a

memory integration process in which earlier stimuli are not entirely forgotten but gradually

blended into a lower-precision long-term representation.
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Chapter 5

Computational Model

5.1 Introduction

Having examined subject behavior using psychometric functions and generalized linear models

(GLMs), we now proceed to challenge the explanatory power of a theoretical model already

established in our research group. Our objective is to assess how well this framework generalizes

to the one-back memory task. It may be noted that the model wasnot built for the purpose

of predicting one-back memory; therefore, any success makes a good case for the model's

generality. The framework posits that recent sensory information, held in the STB, and the

longer-term integrated stimulus history (LTB), exert mutual attraction, with each representation

shifting (in jumps, or smoothly) towards the other, over time. Importantly, which neuronal

representation is extracted to execute a behavioral task is context-dependent: in reference

memory tasks, the comparison involves a decision criterion (LTB); in working memory tasks,

it is the memory of the (STB), which may be a base stimulus in the two-stimulus delayed

comparison task, or the previous trial's stimulus in the one-back task.

The innovation in our current work is not in modifying the underlying model dynamics, but in

evaluating it under a new set of conditions. The one-back memory task is speci�cally designed

to challenge the model's account of the STB{LTB dynamics. On each trial, participants

compare the current stimulus (n) with their memory of the previous stimulus (n � 1). The

key hypothesis is that this memory is not a virtual copy, but has been transformed through

its interaction with the LTB. Thus, we propose that participants are not comparingn with

the actual stimulusn � 1, but with a distorted memory ofn � 1, shaped by the attraction
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between STB and LTB during the inter-trial interval. Preceding chapters con�rm that the

behavioral data align with the expected bias in broad, qualitative strokes: a contraction bias

consistent with memory being attracted to the recent stimulus distribution (e.g., high- or low

cloud contexts de�ned by a Markovian transition structure). These �ndings are suggested to

be the consequences of STB{LTB interaction, however, computational results will serve as

critical benchmarks for model validation. GLMs (Chapter 4) allow us to estimate weights for

recent stimuli but do not provide a mechanistic account of how these histories evolve, unlike

the LTB-STB model.

To situate this work in the context of this research group's ongoing e�orts, we brie
y reference

the study by Iacopo Hachen (Hachen et al.,2021), who �rst introduced the history e�ects in

reference memory, Davide Giana & Kwang Il Ryom (Giana et al) who introduce this model

to working memory context, and �nally Francesca Schoensberg (in collaboration with a part

of the current work) (Schoensberg et al,2025), who used a recurrent neural network with

Hebbian plasticity to show that a single uni�ed system can produce both attractive serial

dependence and central-tendency e�ects. That �nal study, while critical in demonstrating the

viability of uni�ed models for multiple bias phenomena, implemented this idea at the level of

synaptic dynamics. In contrast, our study uses an analytically tractable model directly applied

to behavioral dynamics, rooted in a continuous-time interaction between STB and LTB.

5.1.1 Memory Dynamics Model Formulation

The memory model is based on the idea that two internal variables|theShort-Term Bu�er,

S(t), and theLong-Term Bu�er, � (t), interact via mutual attraction over time:

� LT B
d� (t)

dt
= S(t) � � (t); � ST B

dS(t)
dt

= � (t) � S(t)

� (t) is equivalent to the LTB and represents the accumulated prior, whileS(t) is equivalent to

the STB and holds the most recent stimulus. While the relations appear symmetric as written

above, a critical asymmetry lies in the fact that the STB is rewritten with each new stimulus,

while the LTB is never "emptied;" it is continually updated. Thus, the equation above refers

only to a speci�c phase of memory behavior { the period of storage along the interval between

any two stimuli.
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� LT B and � ST B are time constants,in seconds, that determine the responsiveness of each

bu�er. The time constants modulate how rapidly each bu�er updates towards the other,

e�ectively controlling the rate at which memory traces from short-term experiences are

integrated into long-term representations and vice versa. Solving this system of di�erential

equations reveals that the di�erence between STB and LTB decays exponentially over time,

leading both to converge toward a common asymptotic value. The behavior of the system

depends critically on the relative magnitudes of� LT B and � ST B :

ˆ When� LT B = � ST B , both traces decay symmetrically towards the midpoint.

ˆ When� LT B 6= � ST B , the convergence point is biased toward the slower-changing trace.

For example, if� ST B > � LT B , the STB decays more slowly.

These dynamics allow the model to generate, in the one-back task, either a strong short-range

serial dependence, a long-range serial dependence in the form of central tendency, or an

intermediate combination of both, depending on how quickly the memory traces update or

decay. Speci�cally, if the LTB updates rapidly, it closely re
ects the immediately preceding

stimulus, thereby creating a strong bias toward the trialn � 1 stimulus and resulting in

pronounced short-range serial dependence. Conversely, if the LTB updates slowly and the STB

decays rapidly, the model no longer retains a precise representation of the most recent stimulus;

instead, perception is pulled toward a stable, long-term average stimulus value, generating a

longer-range serial dependence known as central tendency. Intermediate updating and decay

rates would produce a combination of these e�ects, re
ecting both short-term memory of

recent stimuli and an underlying bias toward the long-term stimulus distribution.

5.2 Results

5.2.1 Application to the one-back memory task

In the one-back task, the stimulus presented in trialn � 1 is remembered asSn� 1 and the

accumulated context is represented by� n� 1. Along time,t, of the inter-trial interval, these

two traces evolve according to the di�erential equations above. By the time trialn begins,� n

has been updated to incorporateSn� 1, andSn� 1 has partially decayed toward� n� 1.

On trial n, the subject receives stimulusSn , which must be compared to the memory ofn � 1.
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This means that the subject's decision re
ects a comparisonnot betweenSn and the original

Sn� 1, but betweenSn and the decayed version ofSn� 1, now entangled with� n� 1. Our model

assumes that the real-time representation of stimulusn is veridical. In practice, we know

that humans and rats formulate their choiceduring stimulus presentation, meaning that the

actual "feeling" is the basis of the decision, before it can be distorted by memory dynamics.

From data in preparation with Iacopo Hachen, we also know that, in rats, the primary sensory

cortical representation of the ongoing stimulus isnot history-dependent.

Thus, the model predicts that perceptual judgments will show:

ˆ Context sensitivity , as exposure to high- or low cloud sequences shifts� towards the

local prior;

ˆ Contraction bias , asSn� 1 is pulled toward the prior, thereby distorting the memory.

As mentioned, the qualitative observations made in preceding chapters match these predictions.

In the next section, we will �t this model to data and compare its explanatory power to

psychometric �ts that do not comprehend memory models ("model-free" or "no-model"

approaches).

Solving the di�erential equations above, we get :

� (t) =
� 0 + S0

2
�

� 0 � S0

2
� �

� +
+

� 0 � S0

2

�
� �

� +
+ 1

�
e� � + t ;

S(t) =
� 0 + S0

2
�

� 0 � S0

2
� �

� +
+

� 0 � S0

2

�
� �

� +
� 1

�
e� � + t :

where

� � �
1

� LT B
�

1
� ST B

; � + �
1

� LT B
+

1
� ST B

:

We begin by considering the case of a symmetric interaction between the STB and the LTB.

Formally, this is de�ned by setting the time constants equal:

� LT B = � ST B = �;

so that both traces approach the asymptotic midpoint, as illustrated in the Figure 5.1a. We

can see how, with symmetric� = 5 sec, LTB (orange) and STB (blue) change starting from

initial conditions� 0 = 2 and S0 = 8.
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This symmetry results from the relation:

� (t); S(t) !
� 0 + S0

2
as t ! 1 :

We now consider theasymmetriccase where the STB and the LTB are not constrained to

evolve with the same time constants. We illustrate a scenario where the initial values are the

same,� 0 = 2 and S0 = 8, but � LT B is set to 7 sec, and� ST B is set to 3 sec. As shown in

Figure 5.1b, the STB now approaches the asymptote rapidly; the LTB adapts slowly. This

depicts a situation that might occur if the brain tunes its internal dynamics to make the LTB

more stable at the expense of the stability of the STB: the STB is volatile, while accumulated

context (LTB) adapts more gradually.

Figure 5.1: Time-course of LTB (blue) and STB (red) converging on the same mean under (a) equal time

constants (� = 5 sec) and (b) unequal time constants (� LT B =7 sec, � ST B =3 sec).

Having established this theoretical basis, we next �t models to our behavioral dataset, �rst

with � LT B and � ST B constrained to be equal (symmetric) and then with� LT B and � ST B not

constrained to be equal (asymmetric).

5.2.2 History model on composite data

First, we describe the process of �tting the continuous-time model to the observed choices.

The dataset comprises approximately 18,000 trials, collected from 24 human participants.

We pooled these data as if they originated from a single composite participant, enabling the

identi�cation of global dynamics that generalize across individuals. Later, we will examine

participants as individuals.
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Since no prior information exists before trial 1, the memory trace at that point re
ects the

�rst presented stimulus, and both the LTB (� 0) and STB (S0) are initialized to this value.

The model operates continuously during the inter-trial interval (ITI), evolving according to the

di�erential equations previously described. In the �rst test, we �t the symmetric� model by

sweeping through a range of� values (1 to 100 seconds, in steps of 1 second), and computing

predicted decisions for every trial associated with the current� value. These predictions are

then compared to actual behavioral responses, and the goodness of �t is evaluated using the

Brier score. More in detail: for each� , model predictions are generated and passed through

a psychometric decision function to assess �t accuracy. The psychometric term for� Stim

is taken to be the di�erence between current stimulus (n) and simulated value of (n � 1)

which is (Sn� 1) as updated through the interaction of the LTB and STB memory traces. The

resulting di�erence� Stim is passed through a lapse-augmented sigmoid function to yield a

trial-speci�c choice likelihood.

In the model-free case, the psychometric term for� Stim is taken to be the di�erence between

current stimulus (n) and theVERIDICALvalue of (n � 1). Thus, the psychometric function is

the mean over the entire data set and is �xed, unmodulated by past trials.

To compute the Brier score, a predicted choice likelihood (n stronger or not stronger than

n-1) is read out on each trial from the psychometric curve and the actual binarized choice (1

for stronger, 0 for not-stronger) is subtracted from the prediction and squared.

As shown in Figure 5.2, the optimal� for the symmetric model (� LT B = � ST B ) is 12 seconds.

The associated Brier score is 0.163, a signi�cant improvement over the Brier score of 0.1688

resulting from the model-free or no-model, �xed psychometric curve (horizontal line). This

result con�rms that quantifying memory as the interaction between two bu�ers enhances our

ability to predict choices. Given that the inter-trial interval (ITI) in the task ranges from

2 to 8 seconds, with a mean ITI of approximately 4.67 seconds for this simulated, pooled

subject,� corresponds to a temporal integration window spanning approximately 2.5 trials.

This observation agrees with the decay of preceding trial GLM weights across about 6 trials, as

seen in Figure 4.5a: the trace of an earlier stimulus would be expected to become negligible

after about 3 time constants, or 7.5 trials. It is also worth noting that the Brier score minimum

is relatively shallow|while� = 12 yields the lowest score, the improvements over neighboring

values like� = 10 or 11 are on the order of10� 5. This indicates that the model's predictive
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power is robust to small variations in� , and that di�erences of 1 or 2 seconds do not materially

a�ect performance. Such a rounded-out minimum suggests that the model is not over�tting

and that the bu�er-based framework provides a stable, interpretable representation of temporal

memory dynamics.

Figure 5.2: Brier score as a function of� for the symmetric model, showing optimal �t at� = 12sec with

lower error than the no-memory baseline.

The asymmetric� model was �t by exhaustively evaluating all combinations of� LTB and � STB

over a two-dimensional grid ranging from 1 to 100 seconds, in 1-second increments. The

resulting Brier scores are visualized in Figure 5.3. Panela shows one-dimensional slices through

the grid: the left plot varies� LTB while holding� STB = 9:00 sec �xed, and the right plot varies

� STB while �xing � LTB = 10:00 sec. In both slices, the Brier score reaches a clear minimum

at � LTB = 10:00 sec and� STB = 9:00 sec, marked by red asterisks. Panelb displays the full

surface of Brier scores as a log-di�erence from the global minimum, emphasizing the sharp

curvature and well-de�ned optimum. The best-�tting parameter combination yields a Brier

score of 0.160, indicating an improved probabilistic match to observed behavior compared to

the symmetric model. These highlight the explanatory advantage of introducing asymmetry

between the long- and short-term memory timescales.
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Figure 5.3: Slices and surface visualization of Brier score landscape for the asymmetric model.(a) Left:

Brier score as a function of� LTB with � STB = 9 :00 sec; Right: Brier score as a function of� STB with

� LTB = 10:00 sec. Red asterisks mark the minima.(b) Log-di�erence from minimum Brier score across the

(� LTB ; � STB ) grid, highlighting a sharp minimum at� LTB = 10:00, � STB = 9 :00.

The improvement, though modest, is theoretically meaningful. It suggests that behavioral

responses are best captured by a model in which memory traces decay at di�erent rates rather

than symmetrically.

5.2.3 History model subject by subject

Having established the optimal model parameters at the group level, we now extend our

analysis to the subject-by-subject level to examine whether individual participants exhibit

distinct memory dynamics. In Figure 5.4, we present results from �tting the memory model

separately for each participant using both symmetric and asymmetric� constraints. The

procedure mirrors the group-level �tting: for each subject, we use their individual behavioral

data to �t the memory model by optimizing the Brier score-minimizing the prediction error for

a range of� values.

5.4a shows the distribution of optimal symmetric� values across all participants. Because

� LT B and � ST B are constrained to be equal, the points are along the diagonal. The color of

each point encodes the corresponding Brier score. The mean optimal across all participants

is 7.88 seconds corresponding to an integration window of approximately 2 trials, given the

mean ITI of 4.67 seconds. Since the pooled, all-subject symmetric� was 12 seconds, we may

infer that the participants with longer� carried more weight in the pooled data, presumably
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because in those participants the model did much better within a restricted range and had

much better Brier scores. Additional analysis could sort out the di�erence between pooled�

and mean individual� . Additionally, the magnitude of the distribution of subject-optimized�

values is comparable to the symmetric� obtained from the pooled data �t.

5.4b presents the corresponding results for the asymmetric� model. Here, each point

represents an individual subject's best-�tting pair of� LT B and � ST B values. The color re
ects

the subject's Brier score. This 2D scatter plot reveals variability and nuance in individual

strategies. Several participants cluster near the origin, indicating fast dynamics for both

memory bu�ers. Others exhibit a strong asymmetry with very slow LTB updating and rapid

STB updating. The average optimal values for this con�guration are� LT B = 24:71 seconds

and � ST B = 9:08 seconds, corresponding approximately to integration windows of 5.3 trials

and 1.9 trials, respectively, given the average inter-trial interval of 4.67 seconds.

Together, these results reinforce the utility of the asymmetric model in capturing individual

variation and suggest that symmetric assumptions may overly constrain our understanding of

subject-speci�c memory behavior.

Figure 5.4: Subject-wise distribution of optimal memory timescales in symmetric and asymmetric� models.

(a) Optimal � values for the symmetric model across 24 participants, with a mean of 7.88 seconds. Color

indicates Brier score for each subject (lower is better). (b) Joint distribution of optimal short-term� ST B and

long-term� LT B timescales in the asymmetric model, with average values of� LT B = 24.71 s and� ST B = 9.08

s. Color represents model �t via Brier score. Each dot corresponds to one subject's best-�tting parameters

obtained through grid-search minimization of prediction error.
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5.2.4 Model Comparison

We now turn our attention to how well each model captures behavior speci�cally around

stimulus transition in the one-back task, where the stimulus transitions from one \cloud" to

another. These transitions are critical because they challenge the model's ability to extract

the e�ect of the change in local prior.

Figure 5.5a shows accuracy as a function of trial o�set relative to a transition point (marked at

trial 0, corresponding to the stimulus of intensity 5). Each line represents one of the following:

empirical subject behavior (black), predictions from a psychometric function without dynamic

memory ("no-model"; gray), the symmetric� model (red), and the asymmetric� model

(blue). Error bars represent standard error across participants. Model-generated behavior

was simulated by sampling binary responses (0 or 1) from the predicted probabilities of each

simulation (no-model, symmetric, asymmetric), enabling direct comparison with empirical

data.

The empirical behavioral data (black curve) shows a marked spike in accuracy precisely at

the transition, indicating that participants are particularly reliable at detecting the transitions

stimulus (and this makes sense, as it lies at the cloud edge) and the �rst stimulus immediately

following a change (and this makes sense, as the �rst stimulus after transition was clearly

detected as a could shift). This is followed by a dip in accuracy from trials +2 to +4, after

which performance recovers and stabilizes (discussed in Chapter 3). This non-monotonic

pattern likely re
ects the dynamic adjustment of internal memory representations in response

to the abrupt change, as if the previous cloud initially a�ected the performance in the new

cloud, but then its in
uence waned.

In contrast, the no-model psychometric predictions fails to reproduce this pattern. Its predictions

spikes at the transition, but does not capture the subsequent dip. This illustrates the limitations

of static decision models that do not incorporate memory dynamics.

The asymmetric� model perform signi�cantly better. All three models predict elevated

accuracy at the transition, but only the memory-based models particularly the asymmetric,

capture the nuanced drop in accuracy in subsequent trials. This suggests that participants

continue to operate under in
uence from their prior cloud for a few trials after the transition,

and the asymmetric model, with its 
exible memory time constants, is better suited to modeling
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this inertia.

Outside of the transition window, all models show some variability but converge toward similar

performance. This is expected since psychometric �ts are generally adequate in stationary

segments of the task. However, this analysis underscores the added value of incorporating

history and temporal dynamics when modeling behavior near cognitive shifts in the local

context.

While this measure captured broad behavioral trends, it did not re
ect the capacity of the

models to predict individual trial-level decisions. Accordingly, in order to additionally capture

behavioral trends and evaluate whether each model could predict individual choices on a

trial-by-trial basis, a re�ned evaluation metric was introduced by computing choice prediction

accuracy using bootstrap sampling 5.5b. These predictions were generated by applying the

probabilistic psychometric functions of each model to the stimuli observed on each trial, and

were then compared against the actual choices made by participants. This process was repeated

5,000 times to estimate mean accuracy and variability.

This analysis revealed how closely each model's probabilistic predictions aligned with participants'

actual choices, rather than merely reproducing average task accuracy. Particularly around the

transition point and in the subsequent trials (+1, +2, +3), it was observed that both the

history models exhibited higher choice prediction accuracy relative to the no-model condition.

This �nding suggests that post-transition, both� based models, especially the asymmetric

variant, provided a closer approximation of subject behavior than a model relying solely on

psychometric functions without memory dynamics.
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Figure 5.5: Asymmetric memory model better captures behavioral accuracy dynamics around stimulus

transitions. a). Accuracy is plotted as a function of trial o�set from a transition stimulus (x = 0), comparing

subject behavior (black) to three models: no model (gray), symmetric� model (dark pink), and asymmetric

� model (blue). Each point represents the mean accuracy across 24 participants; error bars indicate± SEM.

Both memory-based models outperform the no-model baseline, with the asymmetric� model showing the

closest �t to human responses, particularly at and immediately after the transition. Chance level (0.5) is shown

as a red dashed line. b). Choice prediction accuracy across trials relative to the transition. Accuracy re
ects

how well each model predicts individual choices based on trial-level probabilistic outputs.

To systematically evaluate and compare the predictive power of the di�erent models,a �ve-way

model comparison that includes both pooled and subject-by-subject �tting strategies for

symmetric and asymmetric� models, along with a traditional no-history psychometric baseline

is presented below. Model accuracy was assessed by comparing binary responses generated

from predicted probabilities to the actual subject responses.

These results highlight the bene�t of �tting models individually rather than using a composite

subject. Both subject-wise models outperform their pooled counterparts, indicating that

individual memory dynamics|whether symmetric or asymmetric|capture additional behavioral

variance.

Figure 5.6a shows the classi�cation accuracy of each model in predicting participants' actual

binary choices. Model predictions were converted into binary responses using deterministic

thresholding, where responses were labeled as \strong" if the predicted probabilityP(strong)

exceeded 0.5, and otherwise as \weak." These predicted responses were directly compared to

the actual subject responses to calculate accuracy. From left to right, the bars represent the

no-memory psychometric function (gray; accuracy = 0.774), the pooled symmetric� model
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(light pink; accuracy = 0.775), the symmetric� model �tted individually for each subject

(dark pink; accuracy = 0.785), the pooled asymmetric� model (light blue; accuracy = 0.787),

and the asymmetric� model �tted individually for each subject (blue; accuracy = 0.788).

The no-memory model serves as a baseline, applying a �xed psychometric function dependent

solely on the stimulus di�erenceSn � Sn� 1. Incorporating memory dynamics, even at the

pooled level (accuracy increase from 0.774 to 0.775 for symmetric), provides only a small

improvement in classi�cation accuracy due to the nature of deterministic thresholding, which

considers only predictions crossing the 0.5 boundary. Despite this minor gain in accuracy, the

associated improvement in the Brier score,sensitive to the continuous distribution of predicted

probabilities rather than just threshold-crossings, is substantial and statistically signi�cant.

Individualized �tting of the symmetric model yields greater accuracy (0.785), indicating that

individual di�erences in cognitive processing are better captured by personalized memory

parameters. Allowing asymmetry in the memory decay further improves accuracy, with pooled

asymmetric �tting reaching 0.787 and subject-speci�c asymmetric �tting achieving the highest

accuracy of 0.788.

A clear trend emerges: accuracy progressively increases as the models transition from static (no-

memory) to more 
exible (asymmetric memory), highlighting the importance of accounting for

individual di�erences in memory dynamics. Additionally, an ideal observer who simply compares

Sn with Sn� 1 and always responds accordingly achieves an accuracy of 0.776 (discussed

in Chapter 3). This value serves as a useful behavioral benchmark, indicating that human

decisions broadly align with stimulus di�erences but also exhibit systematic deviations. Both

subject-speci�c symmetric (0.785) and asymmetric (0.788) models surpass this benchmark,

emphasizing that explicitly modeling individual memory dynamics provides predictions more

closely aligned with actual human decision-making behavior.

To assess how consistently this pattern holds across individuals, we examine Figure 5.6b,

which shows the Brier score for each model and each subject. Each subject is represented

on the x-axis, with corresponding Brier scores for the three model types plotted as colored

markers: gray for no model, pink for symmetric� , and blue for asymmetric� .

This scatterplot reveals two key �ndings. First, both memory models consistently outperform

the no-model baseline across nearly all participants, with visibly lower Brier scores. Second,

while the di�erence between symmetric and asymmetric models is smaller, the asymmetric�
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model tends to yield slightly lower Brier scores across most individuals. Although the di�erence

is visually subtle, statistical testing (paired t-tests) con�rms that it is signi�cant, reinforcing

the robustness of this improvement.

Figure 5.6: Model comparison across symmetric and asymmetric memory models. (a) Mean classi�cation

accuracy shows highest performance for the subject-wise asymmetric model. (b) Subject-wise Brier scores

indicate consistent improvement for both symmetric and asymmetric models over the no-model baseline.

5.2.5 Control for Linear distribution of stimuli

In the �nal section of computational modeling, we sought to address a critical perceptual

factor: the nonlinear distribution of stimuli as experienced by human observers. While the

memory models described thus far o�er strong predictive performance, they operate under the

assumption the linearly spaced stimulus range, in real physical parameters, are linearly spaced

in the perceptual dimension. However, human perceptual sensitivity in many modalities and

stimulus types is governed by Weber's Law, which states that the just-noticeable di�erence

(JND) between two stimuli is proportional to theirnormalizedmagnitude di�erence, not

their absolutemagnitude di�erence, i.e. perceived di�erence is proportional to (Stim2 -

Stim1)/(Stim2 + Stim1), not to (Stim2 - Stim1). This principle implies that perceptual

systems scale approximately logarithmically with stimulus magnitude. Therefore, to better

approximate human subjective experience, we applied a compression transformation to stimuli.

Speci�cally, we used a piecewise log compression (Methods 5.2.2). We used a threshold value

on stimulus 6, all the stimuli greater than 6 were compressed with a speci�c factor calibrated

to best match the perceptual nonlinearity implied by Weber's law. The original set of physical

stimulus intensity values[2:5; 3:75; 5:0; 6:25; 7:5; 8:75; 10:0; 11:25; 12:5] was transformed
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into: [2:5; 3:75; 5:0; 6:25; 7:5; 8:75; 9:62; 9:99; 10:32]. This transformation preserves the

linear resolution of lower intensities while reducing the spacing between higher-intensity stimuli,

thereby better aligning the physical values with perceptual discriminability.

To evaluate the e�ect of this compression, we compared three model variants: the asymmetric

� model using linear stimulus values, the same model using compressed stimuli, and a no-model

psychometric model for control. Figure 5.7a shows the average Brier scores for each condition.

It is evident that this non-linear transformation aligned model outputs with empirical response

tendencies, improving predictive accuracy. The compressed model (orange) yields the lowest

average Brier score, indicating the best �t to observed behavior. The improvement over the

linear model (blue) and no model (gray) is statistically signi�cant, as marked by asterisks

denoting p-values from paired statistical tests.

This e�ect is also evident in the psychometric �ts reported earlier: participants showed a

higher probability of responding \strong" in the high cloud (Figure 4.2b). The reduced

spacing between stimuli in this compressed scale|such as between 9.99 and 10.32|likely

contributes to this bias, as the smaller perceptual di�erence leads to an increased likelihood of

categorizing both stimuli as equally strong. In contrast, under the original linear scale (11.25

to 12.5), the larger gap might have allowed for �ner discrimination, which was not re
ected in

behavior. Thus, the compressed stimulus scale o�ers a perceptually faithful representation of

how participants internally experienced stimulus intensity.

Figure 5.7b displays subject-wise Brier scores for all three models. Each subject is represented

along the x-axis, and their Brier scores are shown as points for the no model, linear, and

compressed versions. The participants are arranged in the increasing order of Brier scores.

Consistently across participants, the compressed model either matches or outperforms the

linear variant, even when improvements are small, indicating robustness in the Weber-corrected

model's predictive power.
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Figure 5.7: Comparison of model performance using Brier scores across conditions. (a) Group-level mean

Brier scores for No Model, Linear, and Compressed representations, with signi�cant di�erences across all

comparisons (p< .001, subject-wise repeated-measures ANOVA). (b) Subject-wise Brier scores showing

consistent improvement with compression.

To test whether the model canreproduce, rather than merely �t, the observed performance

asymmetry between the low and high stimulus clouds, we generated trial-wise choice probabilities

from two �tted variants: (i) the original asymmetric-� trace model evaluated on the linear

stimulus axis and (ii) the same model evaluated on a Weber-compressed axis.Figure 5.8 plots,

for each variant, the mean predicted probability of responding \strong" as a function of

one-back stimulus change (� Stim) and cloud. In thelinear model (left panel) the low- and

high-cloud curves are nearly indistinguishable for positive� index values, indicating that the

model doesnot reproduce the stronger \strong" bias empirically seen in the high cloud.In

contrast, in thecompressed model (right panel) the high-cloud curve sits consistently above

the low-cloud curve across the entire negative� Stim, mirroring the behavioural asymmetry

reported in Figure 4.2. This qualitative match shows that Weber-motivated compression is

essential for capturing the cloud-speci�c performance di�erence and that our model successfully

does so.
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Figure 5.8:Model-predicted psychometric functions split by stimulus cloud. Left: asymmetric-� model

evaluated on the original (linear)stimulus values.Right: the same model evaluated on Weber-compressed

stimulus values.Markers denote mean predicted probability of a \strong" response; vertical bars show� SEM

across trials in each� index bin. Curves are plotted separately for low-cloud (blue) and high-cloud (red). Only

the compressed model reproduces the empirically observed Weber-e�ect.

5.3 Methods

5.3.1 Computational Modeling

Symmetric and Asymmetric Time constants

We implemented both a symmetric and an asymmetric version of the model:

ˆ In the symmetric model , both components share a single time constant� (� LT B =

� ST B ), simplifying the dynamics and assuming equal rates of integration and decay.

ˆ The asymmetric model allows for distinct timescales for integration (� LT B ) and decay

(� ST B ), introducing more 
exibility to capture diverse patterns in memory updating.

The LTB � n and stimulus traceSn are recursively computed at each trial. The core update

equation used in both models is:

� (t) =
� 0 + S0

2
�

� 0 � S0

2
� �

� +
+

� 0 � S0

2

� � �

� +
+ 1

�
exp

�
� � + t

�
; (5.1)
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� +
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where

� � �
1

� LT B
�

1
� ST B

; � + �
1

� LT B
+

1
� ST B

:

Here,t is the ITI.

Model �tting and evaluation

Model �tting was performed in two phases. First, data were pooled across all participants and

a global best-�tting� (or � LT B , � ST B ) was identi�ed. Then, subject-wise model �tting was

performed to estimate individual optimal time constants.

i. No-Model baseline, �t using a standard psychometric function,

ii. Symmetric� model (group-level), using a single� parameter across all participants,

iii. Symmetric� model (subject-speci�c), �t separately for each subject,

iv. Asymmetric� model (group-level), with �xed� LT B and � ST B across participants,

v. Asymmetric� model (subject-speci�c), using individually optimized� LT B and � ST B pa-

rameters.

To identify the optimal model parameters, both the symmetric and asymmetric models were

�t independently for each subject across a prede�ned grid of memory time constants� . For

the symmetric model, a single� parameter was varied from 1 to 100 in steps of 1, and for the

asymmetric model, a grid search was conducted over combinations of� LTB and � STB , each

ranging from 1 to 100. For each parameter setting, the model computed trial-wise probabilities

of a \strong" response using a lapse-augmented cumulative Gaussian psychometric function

applied to the model-derived� Stimn .

Model performance was quanti�ed using theBrier score, a continuous measure of prediction

error de�ned as:

Brier Score=
1
N

NX

n=1

(p̂n � yn )2; (5.3)

wherep̂n denotes the model-predicted probability andyn 2 f 0; 1g is the observed response on

trial n. The optimal� (or � LTB ; � STB ) was selected as the one yielding the lowest Brier score

across all trials for a given subject.
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To simulate behavior from the �tted models, binary responses were generated by sampling

from a Bernoulli distribution de�ned by the predicted probabilitiesp̂n :

ŷn � Bernoulli(p̂n )

This allowed us to assess not only the continuous prediction quality (via Brier score) but also

how well the models could recreate subject-like binary behavior.

To statistically compare model performance, we extracted per-subject Brier scores from the

No-Model, Symmetric-Subject, andAsymmetric-Subjectconditions and conducted a one-way

repeated-measures ANOVA withModel as a within-subject factor (3 levels). The ANOVA

revealed a signi�cant main e�ect of model on Brier score, (p = 2:77� 10� 18).

Post hoc pairwise comparisons showed that theAsymmetric model - No-Model (p =

1:13� 10� 9) ,Asymmetric model -Symmetricmodel (p = 6:21� 10� 6), and theSymmetric

model-No-Model(p = 9:73� 10� 10) were all statistically signi�cant.

5.3.2 Modeling Perceptual Compression

To investigate the hypothesis that perceptual compression arises from nonlinear encoding of

stimulus intensity, we compared two computational models of perceptual decision-making that

di�er in how stimulus values and memory traces are represented.

Stimulus Compression Transformation

To account for nonlinear subjective encoding of stimulus magnitude, we applied a piecewise

logarithmic compression to the physical stimulus values. All values above a �xed threshold�

were compressed using the following function:

Scompressed=

8
><

>:

S if S � �

� + c � log
�

S
�

�
if S > �

(5.4)

wherex is the physical stimulus intensity,� is the compression threshold on stimulus 6 (set

to intensity 8.75), andc is a scaling constant (set to 4.0). This transformation preserves

the linear range of the stimulus but warps higher-intensity values into compressed perceptual
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coordinates, modeling the saturation of perceptual sensitivity at the high end of the range.

Figure 5.9 illustrates the transformation applied to the stimulus intensities. Stimuli(1-6) with

values up to the threshold of 8.75 remain unchanged, while those above this threshold undergo

logarithmic compression. The identity line (dotted) is included for reference, highlighting the

deviation introduced by compression in the upper range. Raw stimulus values: [2.5, 3.75, 5.0,

6.25, 7.5, 8.75, 10.0, 11.25, 12.5]! Compressed values: [2.5, 3.75, 5.0, 6.25, 7.5, 8.75, 9.62,

9.99, 10.32]

Figure 5.9: Piecewise logarithmic compression of stimulus intensity with linear values above threshold mapped

nonlinearly.

Model Architecture and Evaluation

We compared two models a) Linear model where Stimuli were used in linear coordinates for

both memory integration and decision computation. b)Compressed model where piece-wise

compressed values were used to generate the memory trace, and decision compensating for

the Weber e�ect as if the participants perceived a compressed range of stimuli in the higher

range of stimuli

5.4 Discussion

In this chapter, we systematically assessed the applicability and explanatory power of the

STB{LTB computational framework, previously established in reference and working memory

contexts, within the novel context of a one-back memory task. Our primary goal was to
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investigate whether a theoretically grounded model of memory dynamics could account for

behavioral signatures such as contraction biases and context sensitivity observed empirically

in a new task where the readout is dynamically de�ned by comparison to the immediately

preceding stimulus rather than to a �xed internal reference.

Our analyses con�rm that the STB{LTB model robustly captures essential behavioral phenom-

ena in the one-back task. Firstly, at the group level, incorporating a continuous-time memory

trace signi�cantly enhanced predictive accuracy compared to traditional psychometric �ts. The

symmetric� model provided an initial con�rmation of improved �t over no-history baselines,

clearly demonstrating the importance of memory dynamics in shaping perceptual decisions.

Notably, however, allowing asymmetry in memory trace updating (distinct� parameters for

short-term and long-term bu�ers) further re�ned predictions, suggesting nuanced interactions

between recent stimulus encoding and integrated stimulus history.

The advantage of the asymmetric� model, while modest when averaged across participants,

became substantially more pronounced in detailed subject-by-subject analyses. Here, we

observed signi�cant variability in individual memory dynamics, captured well by asymmetric

updating parameters. Several participants exhibited distinctively di�erent rates of updating for

short-term and long-term memories, underscoring the utility of the asymmetric approach for

capturing heterogeneous cognitive strategies. This result strongly supports the argument that

cognitive models should be tailored to individual-level dynamics to maximize their explanatory

and predictive accuracy.

The transition-focused analysis provided further insight into model adaptability during cogni-

tively challenging events, speci�cally, stimulus shifts between high and low cloud. Here, both

memory-based models outperformed the psychometric baseline by accurately capturing the

elevated accuracy observed immediately after transitions and subsequent accuracy 
uctua-

tions. Crucially, the asymmetric model was particularly sensitive to the nuanced behavioral

adjustments following these cognitive state shifts, further con�rming its robustness.

To address perceptual nonlinearities inherent to human sensory processing, we implemented a

piecewise logarithmic compression aligned with Weber's law. This adjustment substantially

improved model performance, re
ecting better alignment with actual human perceptual

experience. The consistent enhancement across participants strongly suggests that accounting

for perceptual nonlinearities is critical when applying cognitive models to sensory-driven
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tasks. These results provide a methodological advancement, demonstrating the importance of

incorporating perceptual theory into memory-based modeling frameworks.

In the preceding chapter, the GLM analysis revealed which elements of stimulus and choice

history most strongly in
uence current decisions. Here we turn to how those history e�ects

are formally incorporated into our mechanistic account. The principal aim of the dynamical

systems model is mechanistic explanation, not maximal prediction, whereas the GLM is chie
y

a descriptive benchmark; for that reason, their performances should not be judged by the same

yardstick. The dynamical model is deliberately minimal, retaining only those operations STB,

asymmetric decay, and integration with LTB that plausibly underlie participants' trial-by-trial

comparisons. By contrast, the GLM incorporates a wide set of lagged stimulus and choice

terms, so it unsurprisingly yields higher predictive accuracy, yet its regression weights remain

agnostic about the underlying cognitive process. Indeed, a deep-learning architecture fed the

full behavioural history would outperform both models, but its opaque internal representations

would o�er little insight into how decisions are formed. Accordingly, the GLM is retained as a

diagnostic tool that quanti�es which past events in
uence choice, while the dynamical model

provides the theoretically constrained account required to link behaviour and brain processes.

This computational modeling e�ort aligns and extends prior theoretical work by Hachen et al.

(2021), Giana et al., and Schoensberg et al. (2024), each contributing to understanding how

memory and perceptual biases emerge dynamically. While Schoensberg et al. utilized a neural

network approach to unify serial dependencies and central tendency e�ects at the synaptic level,

our analytically tractable STB{LTB model o�ers a complementary behavioral-level perspective,

enhancing interpretability and facilitating clear mechanistic insights.

Our computational approach provides robust evidence for the e�cacy of dynamic memory

models in capturing complex human behavior, supporting nuanced cognitive theories of

perceptual decision-making. The clear empirical advantages demonstrated by asymmetric

temporal dynamics and perceptual scaling adjustments set a strong foundation for future

research, potentially incorporating neural data to link behavioral dynamics with underlying

neural mechanisms directly.
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Chapter 6

EEG Experiment

6.1 Introduction

Having established the behavioral signatures and computational underpinnings of memory

dynamics in the one-back task, we now turn to the neurophysiological basis of these phenomena.

The central aim of this chapter is to investigate whether the behavioral interaction between

short-term and long-term memory bu�ers leaves measurable traces in the brain's electrical

activity. We investigate whether the trial-by-trial in
uences of stimulus history extensively

characterized behaviorally and modeled computationally in preceding chapters, can be decoded

from human EEG.

The one-back task o�ers a unique window into the temporal evolution of memory-guided

decision-making. Because each stimulus serves both as a reference for the current decision and

as a memory for the next, the task induces a continuous 
ow of memory encoding, retention,

and updating. If the STB{LTB framework accurately captures the cognitive computations

at play, we expect corresponding neural dynamics that re
ect this dual function: transient

encoding signals, sustained maintenance activity, and decision-related readouts shaped by both

recent and accumulated sensory history.

In this chapter, we present analyses of time-resolved EEG data acquired during task performance.

Using multivariate pattern classi�cation and cluster-based permutation tests, we examine the

decodability of current and prior stimuli, responses, and choice history. We further test

whether stimulus transitions across \clouds" | a core feature of our Markov design | elicit
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changes in neural representations indicative of updating or re-weighting of internal priors.

Time-frequency analyses are also employed to identify oscillatory correlates of working memory,

such as theta-band activity in frontal electrodes or beta suppression preceding motor responses.

Animal and human neurophysiology has shown that vibrotactile comparisons recruit a distributed

network: primary and secondary somatosensory cortex (SI/SII) for initial encoding, posterior

parietal cortex (PPC) and premotor areas for integration, and prefrontal regions for maintenance

and decision-making (Romo et al., 2002; Preuschhof et al., 2006). For example, fMRI studies

of human vibrotactile frequency discrimination found that encoding activates SI and ventral

premotor cortex, maintenance engages premotor and ventrolateral prefrontal areas, and

decision-making involves somatosensory, premotor, lateral prefrontal, and inferior parietal

cortex (Preuschhof et al., 2006). Likewise, monkey recordings in delayed tactile tasks reveal

\memory cells" in SI/SII and PPC that �re throughout the delay (Romo et al., 2002).

Electroencephalography (EEG) provides high temporal resolution to dissect these stages. Early

somatosensory evoked potentials (e.g. the N140) index the feedforward encoding of each

stimulus, while later components (P300 family and the central-parietal positivity, CPP) re
ect

attention, memory updating, and evidence accumulation. Although EEG has characterized

tactile ERPs in Go/NoGo and oddball tasks (Sugawara et al., 2023; Tang et al., 2021), it is

less explored in vibrotactile memory paradigms. Moreover, sequential (history) e�ects { where

the previous stimulus or choice biases the current decision { are well documented in perception

(Fritsche et al., 2017; Urai et al., 2019) but poorly understood in the somatosensory domain. In

particular, models suggest that the primary visual cortex 
exibly switches between a feedforward

sensory mode (super�cial-layer driven) and a feedback memory mode (deep-layer driven), a

dynamic \D3M" microcircuit that underlies both perception and recall. (Miyashita et al., 2021,

Kok et al.,2016). The present chapter leverages a tactile one-back design to jointly examine

(1) the EEG dynamics of stimulus encoding, memory maintenance, and decision preparation in

the tactile one-back memory task, and (2) how trial history and stimulus transitions modulate

these processes. This synthesis of prior work will guide the interpretation of our EEG results

and highlight the neural signatures of perceptual memory and adaptive coding in our task.

In the tactile domain, Spitzer and Blankenburg (2011) demonstrated that EEG activity re
ects

internal updating of prior stimulus information, with evoked potentials modulated by stimulus

history and predictive of behavioral responses. These �ndings align with earlier work showing
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oscillatory correlates of tactile working memory encoding in alpha and beta bands (Spitzer,

Wacker, & Blankenburg, 2010). Multivariate decoding analyses further support that goal-

relevant content can be dynamically tracked in EEG over time (Hubbard, Kikumoto, &

Mayr, 2020), and that silent working memory representations may be reactivated by transient

impulses (Wol� et al., 2019). While studies such as Ku et al. (2007) highlight how sensory

association and learning modulate ERP components in tactile-visual tasks, their focus lies

more in crossmodal integration than memory biases. These studies underscore the importance

of temporal dynamics and memory updating in sensory processing, validating the use of

spatiotemporal cluster-based EEG analyses (Maris & Oostenveld, 2007).

Key EEG components have been linked to tactile perception and memory. The somatosensory

N140 (a negative de
ection 100{180 ms post-stimulus at central electrodes) is analogous to

the auditory/visual N1 and re
ects early sensory encoding and gating by attention (Sugawara et

al., 2014). Attention to a tactile stimulus typically enhances N140 amplitude at Cz. Following

this, the P300 (P3b) { a positive peak 300{500 ms at centro-parietal sites { indexes the

allocation of attentional resources and context updating. In tactile tasks that require a response,

the P300 amplitude can depend on task demands: for example, it is smaller when participants

prepare a movement than when simply counting stimuli (Sugawara et al., 2014).

Another prominent EEG signature in decision tasks is the Central-Parietal Positivity (CPP),

a slow positive build-up over parietal electrodes that precedes a choice. The CPP has been

interpreted as a supramodal evidence accumulator (O'Connell et al., 2012). Although most

CPP work has used visual or auditory stimuli, recent studies show it also tracks comparisons

of sequential stimuli. For instance, van Ede and Nobre (2024) demonstrated a CPP-like

component when participants compared internal memory representations, with the signal

scaling in time with decision duration. Similarly, Herding et al. (2019) recorded EEG in a

vibrotactile frequency-comparison task and found that parietal ERPs immediately after the

second stimulus re
ected the signed magnitude of the perceived di�erence, and subsequently

its absolute magnitude.

The magnitude of stimulus di�erences directly in
uences EEG and behavior. Larger intensity

(or frequency) di�erences make discrimination easier and speed up evidence accumulation.

EEG studies show that stronger sensory evidence produces steeper ERP ramps and larger peak

amplitudes. For example, Steinemann et al. (2018) demonstrated that both motor and parietal
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build-up rates scale with evidence strength. In vision, Tagliabue et al. (2019) found that the

CPP amplitude closely tracked the subjective strength of contrast: even if two stimuli had

the same physical di�erence, trials rated as more intense yielded larger CPP. By analogy, in

tactile tasks one would expect larger vibration di�erences to evoke stronger N140/P300 and

faster CPP buildup. Indeed, Herding et al. (2019) showed that parietal potentials encoded the

signed and absolute magnitude of vibrotactile di�erences.

In this work, we aim to follow tactile information from its initial cortical imprint all the way to

the moment a perceptual choice takes shape, while also revealing how the neural activity evolves

over a trial. We begin by verifying that vibration strength is faithfully represented in early

somatosensory-evoked responses, establishing a baseline for sensory �delity. From there, we

track when decision-related activity emerges in response-locked EEG patterns, pinpointing the

transition from raw perception to categorical choice. Crucially, we then ask how this cascade is

nudged by what came before: does a lingering internal bias, whether from the previous stimulus,

the last response, or the very �rst trials after a \cloud" transition, alter early encoding or

shift the timing of emerging decision signals? To complement these evoked-potential analyses,

we examine induced oscillatory rhythms (for example, theta during stimulus comparison and

alpha/beta around movement preparation) as additional windows into how sensory evidence is

weighed and actions are readied. Finally, by inspecting the centroparietal positivity both before

and after a response, we capture not only the buildup of evidence but also how feedback and

context updates reshape perception. These investigations aim to paint a uni�ed picture of

when and how tactile intensity is encoded, when perceptual commitments appear in the brain,

and how both history and context dynamically reshape each step of the decision process.

6.2 Results

6.2.1 Task Design

To ensure clarity of the temporal structure and neural processes involved in the task, Figure 6.1

illustrates the trial 
ow. The task design was adapted to optimize EEG signal interpretability

and temporal resolution. Stimulus duration was extended to 500 milliseconds, in accordance

with prior EEG studies for capturing reliable evoked potentials. Following the stimulus, a

post-stimulus delay of 500 milliseconds was introduced to temporally separate perceptual
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encoding from subsequent decision-related processes. To isolate trials and prevent overlap of

neural signals across trials, a �xed interval of 500 milliseconds(after ITI) was incorporated

before the onset of the next stimulus. Visual cues both for initiating responses and for receiving

feedback were consistent with prior versions of the task. These modi�cations enabled a cleaner

separation of neural signatures corresponding to distinct cognitive components. The total

number of trials was adjusted to 500 to accommodate the constraints of an EEG recording

session. Trials were divided into �ve blocks of 100, with regular breaks to mitigate fatigue and

ensure participant engagement.

All EEG data were collected for 64 Channel BioSemi layout from 40 participants. The data was

subsequently cleaned and preprocessed as detailed in the methods section, including channel

cleaning, manual inspection, artifact removal through manual inspection of Independent

Component Analysis(ICA), and �ltering from 0.1 to 40 Hz. Following preprocessing, stimulus

epoch data from 38 participants and response epoch data from 34 participants were retained

for further analysis (see methods for detailed inclusion criteria).

Figure 6.1

6.2.2 Behavioural checkpoints for the EEG Task

Before delving into the neural analyses, we con�rmed that the participants who performed

the one-back task under EEG displayed behaviour comparable to the previously reported non-

EEG results. Figure 6.2 revisits the core behavioural signatures of the task, overall accuracy,

contraction bias, and post-transition adaptation, for the 40 participants who performed the

experiment inside the EEG booth, and sets the stage for the neural analyses that follow.
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Panel a: Accuracy as a function of� Stim. Across subjects the mean accuracy was74:94%

(SD = 3.45), comparable to the non-EEG behaviour reported in Chapter 3 (77.20 %, SD = 3.59).

This di�erence lies well inside thea-priori \negligible" band of� 5 pp(percentage points),

con�rming that task pro�ciency remained essentially unchanged under EEG recording.

Panel b: Contraction bias in identical-stimulus pairs (n� 1 = n). The bidirectional pull toward

each cloud's local mean is preserved. For low-cloud stimuli the slope was0:115(EEG) versus

0:136(non-EEG); for high-cloud stimuli0:053versus0:058.

Panel c: Post-transition e�ects. Immediately after a cloud transition, participants continue

to operate with the LTB carried over from the previous cloud. When moving from a low to

a high cloud, previous low cloud prior makes the �rst high-cloud stimuli feel comparatively

stronger, so \strong" responses are elevated; after a high to low transition the converse holds.

This asymmetry con�rms that the lingering in
uence of the previous cloud shapes the �rst few

post-transition decisions.

Panel b :GLM history pro�le. The GLM con�rms a strong positive contribution of the current

stimulus (� n = 3:14), while the immediately preceding stimulus exerts an oppositely signed but

smaller in
uence (� n� 1 = � 1:69) (This antagonist pattern is expected in a one-back design,

where the present stimulus competes with a memory trace ofn� 1.) Beyond one trial back,

the stimulus weights decay gradually (� 0:52; � 0:41; � 0:14; � 0:12; � 0:10; 0:04 for lagsn� 2

to n� 7), indicating that more distant stimuli have progressively weaker leverage on the current

choice.

Because these behavior signatures recapitulate the non-EEG �ndings, it is now sensible to

search the EEG data for their neural counterparts, namely, the impact of the previous stimulus

(n� 1), post-transition adjustments, and contraction-bias processes that arise under speci�c

contextual conditions.
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Figure 6.2

Two epochs of interest were speci�cally analyzed to address distinct cognitive and neural

processes involved in our experimental paradigm: the stimulus epoch 6.3a and the response

epoch. 6.3b

The stimulus epoch, was time-locked to the onset of the stimulus. This epoch was de�ned from

-200 milliseconds (ms) to 1000 ms relative to stimulus onset, with baseline correction applied

using the period from -200 to 0 ms. The stimulus epoch is particularly critical as it encapsulates

neural activity related to initial stimulus encoding and subsequent cognitive processes during

the post-stimulus delay period. This delay period, devoid of immediate external sensory input,

provides a window for examining neural correlates of cognitive functions such as memory

updating, decision formation. Importantly, isolating this period allows di�erentiation between

motor-related neural signatures and purely cognitive decision-making processes.

The response epoch, was time-locked to the participants' button-press responses. This epoch

spanned from -1000 ms to 200 ms relative to response onset, with baseline correction applied

within ± 50 ms (O�r & Landau, 2022) surrounding the response itself. Selecting the response
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epoch was strategically crucial due to the variability in individual reaction times, which risks

losing critical information when averaging stimulus-locked data across participants. By aligning

neural activity to the response onset, this epoch preserves critical neural processes directly

preceding and associated with decision execution. Given an average participant response

time of approximately -576 ms, the -1000 ms epoch range includes neural activity related to

the response cue ( -576 ms pre-response) and preceding cognitive processes within the post-

stimulus delay period, and investigates the temporal buildup of decision post stimulus o�set.

This targeted epoch therefore captures the neural dynamics underpinning decision formation

and motor preparation, essential for understanding the neural mechanisms of perceptual

decision-making in our experimental design.

Figure 6.3: Task timeline and EEG epoch segmentation for stimulus and response analyses. (a) Stimulus-

locked epoch[-200,1000] begins 200 ms before stimulus onset and includes a 500 ms post-stimulus delay.(b)

Response-locked epoch [-1000,200] begins prior to the response cue and captures post-decision processing.

Both epochs are time-locked to key events.

6.2.3 Decoding Stimulus

To understand how perceptual decisions in the one-back memory task emerge from sensory

inputs, it is essential to �rst establish whether the physical properties of the stimulus speci�cally,

its physical intensity are represented in the neural signal. Successful decoding of stimulus

intensity from EEG would provide evidence that the early stages of perceptual encoding contain

stimulus-speci�c information, serving as the basis for a subsequent comparison with memory
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traces.

To test this, a time-resolved decoding analysis was conducted using EEG data from 38 partici-

pants across nine conditions (Stim 1-9). A logistic regression classi�er with L2 regularization

was applied within a strati�ed 5-fold cross-validation framework. The decoder was trained

and tested independently at each time point within the stimulus epoch, using all 64 scalp

electrodes as input features. Accuracy was averaged across participants, and the shaded

region represents the standard error of the mean (SEM). Figure 6.4 illustrates the decoding

performance over time for stimulus intensity classi�cation. The decoder accuracy (red line) is

plotted across the full stimulus epoch, ranging from -200 ms to 1000 ms relative to stimulus

onset (marked by the �rst vertical dashed line). The second vertical dashed line indicates

stimulus o�set at 500 ms. The shaded gray area represents the standard error of the mean

(SEM) across 38 participants, while the horizontal dashed line marks the chance level, which

is 0.11, corresponding to the inverse of the number of stimulus classes. This method captures

when the neural activity begins to di�erentiate between stimulus intensities, and whether

such representations are sustained beyond the initial sensory period. The increase in decoding

accuracy around 150 ms suggests early sensory encoding consistent with known latencies of

primary somatosensory processing. The persistence of above-chance(> 0.11) decoding beyond

stimulus o�set indicates that information about the stimulus is maintained. To move beyond

temporal dynamics and identify where these e�ects are strongest on the scalp, we next applied

a spatio-temporal cluster-based permutation test using 2000 permutations. This allowed us to

statistically localize signi�cant clusters in time and space, helping answer a key question: are

speci�c scalp regions or time windows consistently driving the decoding performance across

participants?
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Figure 6.4: Decoder accuracy for classifying nine stimulus intensities over time (red line), shaded area showing

± SEM across participants; dashed gray line at 0.11 indicates chance level.

6.2.4 Spatio-Temporal Clustering of Stimulus Activity

To statistically localize periods and scalp regions showing consistent di�erences in stimulus-

related activity, we conducted a spatio-temporal cluster-based permutation analysis using

2000 permutations. This analysis was applied to the decoder weight topographies derived

from multivariate classi�cation of stimulus intensity, testing for condition-speci�c di�erences

across time and space. The method identi�ed two signi�cant clusters that contributed to the

decoding performance, as shown in Figure 6.5.

Cluster 1, visible in the top row, spans central and fronto-central electrodes (CPz, FC6, FC4,

FC2, FCz, Cz, C2) and corresponds to an early post-stimulus window (157{243 ms). The

averaged topography shows a central distribution of activity, and the ERP waveforms reveal

clear separation across stimulus intensities within this early sensory encoding window. This

cluster likely re
ects the initial perceptual encoding of stimulus magnitude, consistent with the

early increase in decoder performance and with prior studies identifying central somatosensory

sources in similar latency ranges.

Cluster 2, shown in the bottom row, is located over fronto-central electrodes (FC1, FC4, FC2,

FCz) and spans a later window (579{747 ms), well into the post-stimulus delay. Despite the

absence of sensory input during this interval, amplitude di�erences across stimulus intensities

persist, suggesting a role in sustained processing or working memory maintenance. This cluster
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supports the hypothesis that stimulus-speci�c information is retained and possibly transformed

during the decision formation phase.

These clusters con�rm that stimulus information is represented in both early sensory and later

cognitive periods, with spatial topographies that shift slightly from central-parietal to more

frontal regions over time. An open question remains whether this later cluster re
ects purely

perceptual memory maintenance or begins to overlap with motor preparatory processes leading

up to the response.

Figure 6.5: Spatio-temporal cluster results for stimulus-locked ERP di�erences. Left panels: Scalp topographies

of the cluster-level F-statistic averaged over each cluster's signi�cant time window (Cluster 1: 0.157{0.243 s;

Cluster 2: 0.579{0.747 s). Electrodes belonging to each cluster are marked with white circles. Warmer colors

indicate higher F-values, re
ecting greater condition di�erences in amplitude. Right panels: Grand-averaged

ERPs (SEM across participants) extracted from the electrodes in each cluster. Each colored trace corresponds

to one stimulus intensity (Stim 1 = blue to Stim 9 = red). The horizontal black line at 0µV marks baseline;

vertical dashed lines indicate stimulus-onset (\Stim ON") and stimulus-o�set (\Stim OFF"). The shaded

yellow region highlights the time window in which the cluster reached signi�cance (Cluster 1: 0.157{0.243 s;

Cluster 2: 0.579{0.747 s)

6.2.5 Decoding Response

To determine whether participants' upcoming responses could be predicted from neural

activity, we trained a time-resolved logistic regression classi�er on response-locked EEG data.
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Classi�cation was performed separately at each time point using a pipeline of StandardScaler

and L2-regularized logistic regression. The classi�er was evaluated using 5-fold strati�ed

cross-validation, and decoding accuracy was averaged across folds. The shaded region re
ects

the standard error of the mean (SEM) across folds, and the horizontal dashed line indicates

chance-level performance (0.5). EEG trials were labeled according to participants' binary

choices ("strong" or "weak").

As shown in Figure 6.6, decoding the evoked responses reveals three di�erent temporal windows

of above-chance accuracy. First, decoding accuracy brie
y rises above chance around {0.8 to

{0.6 s before the button press. Because this interval falls well before any measurable motor

activation, it most likely re
ects residual stimulus information or early evidence accumulation

during the post-stimulus delay. In other words, decoding the evoked response uncovers a small

but reliable signature of the remembered stimulus emerging nearly a second before response

execution.

A second, more sustained elevation in accuracy begins around {0.4 s and persists until

approximately {0.2 s. This gradual increase is consistent with decision-formation dynamics

such as the centro-parietal positivity (CPP), which has been shown to ramp up as the brain

integrates sensory evidence toward a categorical choice (Kelly & O'Connell, 2013; Twomey

et al., 2015). In our data, the fact that classi�cation performance steadily climbs during this

window suggests that the decoder is picking up the evolving decision variable rather than

purely motor-related signals.

Finally, the strongest peak in decoding accuracy occurs in the 200 ms immediately preceding

the response. At this latency, classi�er performance reaches its maximum (often in excess of

80 % correct), re
ecting the emergence of movement-related potentials|most obviously the

lateralized readiness potential and associated motor-evoked activity|that e�ectively distinguish

\strong" versus \weak" button presses. Because this �nal peak is sharply time-locked to the

motor output, it should not be interpreted as indexing cognitive evidence accumulation but

rather as the motor execution itself becoming decodable from the scalp EEG.

Taken together, these three temporal regions|(1) an early bump at {0.8 to {0.6 s, (2) a

gradual ramp from {0.4 to {0.2 s, and (3) a pronounced motor-related peak immediately before

0 s|provide a more complete picture of the temporal cascade from stimulus maintenance to

decision commitment to response execution, and the �nal peak con�rms that the decoder
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ultimately capitalizes on motor-cortex activation coincident with the button press.

Figure 6.6: Time-resolved decoding accuracy for \strong" vs. \weak" responses, aligned to response onset (0

s). The red trace shows mean accuracy across subjects, shaded gray indicates SEM, and the dashed line marks

chance (50 %). Vertical lines denote post-stimulus delay (-1 s), response-on cue (around -0.5 s), and actual

button press (0 s).

To identify when and where the EEG signal di�ered reliably between \strong" and \weak"

responses, we applied a threshold-free cluster enhancement (TFCE){based spatio-temporal

permutation test on response-locked data. Speci�cally, we computed di�erence waves (strong

minus weak) for each of the 34 participants and submitted those 64-channel, time-resolved

maps to a one-samplet-test at every electrode{time point. Spatial adjacency was de�ned by

the standard BioSemi 64-channel layout, and statistical signi�cance was assessed with 5000

permutations (p < :01, two-tailed, TFCE-corrected). Because our decoder analysis revealed a

pronounced motor-related accuracy peak immediately before the button press, we sought to

determine whether decision-related information also appeared outside of that motor-execution

window|hence the TFCE clustering on the entire pre-response epoch.

Under our initial (more conservative) TFCE threshold, the test returned four distinct clusters

that, when taken together, essentially spanned the entire scalp and the full response epoch.

In other words, the strong{weak di�erence was both spatially widespread and temporally

extended. To simplify visualization and emphasize that the entire pre-response interval carries
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decision-related information, we relaxed the TFCE threshold just enough to merge those four

clusters into a single, contiguous cluster. The resulting \all-channel, all-time" map is plotted in

Figure 6.7. For completeness, the original four-cluster solution (using the stricter threshold) is

provided in Supplementary Figure 6.8 below; readers can compare that panel to the main-text

�gure to see how threshold choice a�ects cluster fragmentation versus cluster cohesion.

Adopting a more stringent threshold would have fragmented the e�ect into multiple smaller

clusters (Supplementary Figure 6.8), but our goal here is to demonstrate that|regardless

of minor adjustments in cluster-forming criteria|the entire scalp before the button press

consistently encodes response type. Thus, presenting the single merged cluster in the main

�gure shows that decision-related information is both robust and broadly distributed, rather

than being con�ned to a small set of electrodes or a narrow time window.

The topographic map on the left displays the average di�erence in EEG amplitude across

the cluster's temporal extent (-1.000 to -0.005 s relative to response), averaged over all

participants. Activity in this window is strongly lateralized and spans 61 sensors, covering

widespread centro-parietal and fronto-central regions. Blue-shaded areas indicate stronger

negativity for \weak" trials, while red-shaded regions re
ect greater positivity for \strong"

responses.

The ERP traces on the right show time courses of mean amplitude for strong (red) and weak

(blue) responses, averaged across the signi�cant channels. Shaded vertical regions mark the

pre-response period (-1.0 to 0 s) and the post-response window (0 to 0.2 s). Clear divergence

between the two conditions begins early in the pre-response cue and intensi�es leading up to

the response cue, supporting that decision or preparation related activity builds gradually over

time and di�ers by intended response.

This result reinforces the �ndings from the decoding analysis, showing that EEG signals not

only predict upcoming responses but also re
ect distinct neural signatures tied to decision

output. The wide spatial extent and early onset of the cluster suggest that multiple cortical

regions, including motor and premotor areas, are engaged in the formation and execution of

response-speci�c activity during the �nal seconds of the trial.
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Figure 6.7: Left: Topography of the average t-statistic (strong - weak) across all 61 signi�cant sensors, showing

widespread centro-parietal and fronto-central divergence (red = strong> weak, blue = weak> strong). Right:

Grand average ERPs at those electrodes, with red = \strong" and blue = \weak." The shaded region denotes

the time interval (-1.000 to -0.005 s) during which the cluster was signi�cant.

Figure 6.8: Four separate clusters using TFCE. Each panel shows the topography of the average t-statistic

(strong - weak) over the cluster's signi�cant time window. White dots mark the electrodes belonging to each

of the four distinct clusters, illustrating how a stricter threshold fragments the e�ect into multiple spatial

components.

6.2.6 Decoding previous trial

To examine whether the brain encodes not just the absolute stimulus intensity but the relative

di�erences between consecutive stimuli, we trained a time-resolved multivariate classi�er to

decode� Stim | the trial-by-trial change in stimulus intensity | from stimulus-locked EEG

activity. This analysis captures the core comparison mechanism of the one-back task, where

decisions are based on how the current stimulus relates to the previous one. Grouping trials by

� Stim (9 levels) rather than absolute intensity enables us to isolate neural representations of
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relative change, which are central to the task's design and memory-based perception.

Using EEG data (N=38), a logistic regression classi�er was trained at each time point to

predict � Stim, with performance evaluated using 5-fold strati�ed cross-validation. As shown

in Figure 6.9, decoding accuracy quickly rises above chance (0.11, 9 conditions) shortly after

stimulus onset and remains consistently above chance throughout the post-stimulus interval.

The shaded area denotes the standard error of the mean (SEM), and the vertical dashed lines

indicate stimulus onset and o�set.

Unlike the absolute stimulus decoding analysis, where accuracy only increased after 150 ms

(see Figure 6.4), the� Stim decoder shows an earlier onset of discriminability, suggesting that

information about stimulus change is encoded almost immediately after the stimulus appears.

This early rise may re
ect the reactivation or integration of the previous trial's neural trace

with incoming sensory input, necessary for computing stimulus di�erences.

These results demonstrate that the brain rapidly and reliably encodes stimulus-to-stimulus

di�erences, supporting the idea that comparison-based representations emerge early in the

sensory processing stream and are sustained throughout the trial.

Figure 6.9: � Stim decoding accuracy over time. Red line indicates mean accuracy across subjects, gray

shading shows SEM, and the dashed horizontal line marks chance(0.11). Vertical dashed lines indicate stimulus

onset (0 s) and o�set (0.5 s).

To localize periods and scalp regions where EEG activity systematically varies with the di�erence

between current and previous stimuli (� Stim), we performed a spatio-temporal cluster-based

permutation ANOVA on evoked EEG responses grouped by 9� Stim levels (-4 to +4). This
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analysis was conducted across 38 participants, using F-statistics as the test metric, and

constrained by spatial adjacency across the full BioSemi 64-channel montage. A signi�cant

positive cluster (p< 0.05) was identi�ed, spanning a broad time window and involving all 64

sensors, indicating widespread encoding of stimulus change magnitude.

The left panel of Figure 6.10 shows the average F-map over the cluster time window (35{1000

ms). Although all 64 electrodes contributed to the signi�cant cluster, visual inspection of the

F-values indicates that the strongest e�ects were concentrated over centro-parietal and frontal

regions, suggesting focal peaks in� Stim-dependent amplitude modulation within a spatially

widespread network.

The right panel shows condition-wise global �eld power (GFP) traces: the average root-

mean-square amplitude across the 64 signi�cant channels plotted over time. The traces are

color-coded by� Stim level, with negative values (e.g.,� Stim = -4) shown in magenta and

positive values (e.g.,� Stim = +4) in green. These waveforms reveal a graded response

pattern, with larger absolute� Stim values associated with higher amplitudes, peaking around

500{600 ms post-stimulus. This sustained, amplitude-based separation supports the idea that

the brain represents not just categorical changes but also the magnitude of stimulus di�erences.

Importantly, this� Stim-sensitive activity emerges early and persists well into the post-stimulus

window, aligning with the continuous above-chance decoding performance and reinforcing

the idea that neural encoding of relational information is distributed, early, and temporally

sustained. The use of a one-way repeated-measures ANOVA across� Stim levels con�rms that

these e�ects re
ect graded modulation, not binary categorization, of stimulus change.

Interpretational note. Because the stimulus stream is governed by a �xed Markov transition

matrix, the identity of trialn� 1 restricts which� Stim values can follow on trialn. Residual EEG

from n� 1 (before onset) or the strong trace ofn (after o�set) can therefore elevate decoding

accuracy above the na•�ve1=9 baseline without indicating true anticipation or maintenance.

Using empirical priors, the relevant chance level rises to� 0:15 (marginal) and� 0:22 when

the previous stimulus is implicitly available. In a follow-up analysis we will adopt this conditional

baseline and train separate decoders within each �xedn� 1 bin so that any remaining above-

chance accuracy re
ects genuine EEG information about� Stim rather than the transition

probabilities of the sequence. Even with this caveat, two �ndings already stand out: (i)� Stim

decoding emerges almost immediately after stimulus onset|earlier than absolute-intensity
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decoding|showing rapid integration of prior and current input; and (ii) a permutation-based

cluster test (35{1000 ms, all 64 electrodes) con�rms that evoked responses vary systematically

with stimulus-to-stimulus di�erences.

Figure 6.10: Topography of the averaged F-statistic across all 64 signi�cant sensors (white dots), showing

widespread activity di�erences as a function of stimulus intensity di�erence (-4 to 4). Right: Grand-average

GFP traces for each of the nine� Stim levels, with vertical dashed lines marking stimulus onset (0 s) and

o�set (0.5 s) and the gray shaded region indicating the cluster's signi�cant time window (0.035{1.000 s).

6.2.7 Decoding previous choice

To test whether a previous choice leaves a lingering neural \trace" that biases the preparatory

state on the next trial, we locked all epochs to the response cue of the current trial. In this

response-locked window, there is no new sensory input|yet if the previous trial's choice (weak

vs. strong) is still represented, then a trial where the subject again chooses \weak" might look

di�erent in the EEG if it followed a \strong" choice on the previous trial (vs. if it followed

a \weak" choice). By labeling each epoch as one of four types (weak� weak, strong� weak,

weak� strong, strong� strong), we force the classi�er to distinguish not only the current

choice (weak vs. strong) but also the previous choice. Successful decoding of these four

categories during the response epoch thus provides direct evidence that the neural state leading

up to a choice still carries information about the choice made one trial ago|i.e., a clear

signature of serial dependence at the decision-preparation stage. Because both stimulus-locked

and response-locked epochs come from the same continuous electrophysiological signal, any

previous-trial carryover should be detectable in either approach,we're just choosing di�erent

time-zero points to reveal it (and response-locking can further uncover it when response times

vary across trials). Thus, to examine whether neural activity during the current trial carries

information about the choice made on the previous trial, we trained a logistic regression

classi�er to decode previous response (strong vs. weak) from response-locked EEG data. This
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analysis was performed using data from 34 participants, with each trial labeled according

to the choice on the current and immediately preceding trial. To isolate e�ects related to

choice history, we grouped trials into four categories based on the combination of previous and

current responses: Strong{Strong (SS): both previous and current responses were \strong"

Strong{Weak (SW): previous was \strong," current was \weak" Weak{Strong (WS) and

Weak{Weak (WW) A time-resolved classi�er was trained at each time point and evaluated

using 5-fold strati�ed cross-validation. Figure 6.11 shows the average decoding accuracy over

time, with SEM as the shaded region, and the dashed line indicating the chance level(0.25,

four conditions).

Decoding performance begins to exceed chance approximately 400 ms prior to response,

peaking shortly before the button press. This suggests that neural traces of the previous choice

persist well into the following trial, and can be reactivated or in
uence neural dynamics during

decision formation or motor preparation. Notably, the rise in decoding occurs in the absence

of any external stimulus change, underscoring the endogenous, memory-based nature of the

e�ect.

These �ndings are consistent with one-back task design, where previous trial is demanded to be

stored in memory. The temporal pro�le observed here aligns with the late buildup seen in the

response decoder, indicating that previous choice may shape preparatory brain states before

overt action. Earlier analysis, where we binned trials by previous choice and by� Stim (stimulus

intensity di�erence) showed that sensory-evoked signatures of intensity (� Stim) begin to

emerge shortly after stimulus onset and persist into the post-delay period. Here, by contrast,

we see that the distinction among the four history combinations arises after the response cue,

before the participants make a choice. In other words, whereas intensity-di�erence signals

appear during/after the stimulus and carry over into delay, the in
uence of previous choice

becomes detectable in preparatory brain states that build up around the response-cue period.

Together, these results suggest two distinct temporal dynamics: (1) sensory-driven encoding

of � Stim that starts at stimulus onset and persists through delay, and (2) post-stimulus,

decision-related carryover of the prior choice that probably manifests only once the next-trial

response is anticipated.
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Figure 6.11: Time-resolved decoding accuracy for previous-choice (SS, SW, WS, WW). Red line shows mean

accuracy across subjects, gray shading indicates± SEM, and the dashed horizontal line marks chance (25 %).

Vertical dashed lines denote post-stimulus delay (-1 s), response-on cue (-0.5 s), and button press (0 s).

To investigate the spatial structure of EEG activity related to previous choice, we performed a

spatio-temporal cluster-based permutation ANOVA across four response-history conditions (SS,

WW, SW, WS). This analysis identi�ed one signi�cant cluster (p < .01, corrected, threshold =

5) in the {92 ms to {21 ms window preceding the response, involving 29 electrodes (AF3, F1,

F3, FC3, FC1, C1, POz, AF4, AFz, Fz, F2, F4, FT8, FC4, FC2, FCz, Cz, C2, C6, T8, TP8,

CP6, P2, P4, P6, P8, PO8, PO4, O2).

The F-statistic topography (Figure X, left panel) shows that, although this is a single spatio-

temporal cluster, its electrodes form two spatially distinct subregions. One subregion is focused

over right-hemisphere central{parietal sites (e.g., C2, C6, T8, CP6, P2{P8, PO4{PO8, O2),

and the other is more anterior and midline (e.g., AF3/AF4, AFz, F1{F4, FC1{FC4, FCz,

Cz). Because participants responded with their left hand, the right-lateralized central{parietal

\hotspot" is almost certainly re
ecting motor-preparatory activity (e.g., the lateralized readiness

potential over primary and premotor cortex). The more anterior cluster of electrodes likely

re
ects frontal attention- or control-related processes engaged just before response execution,

rather than purely evidence-accumulation signals.

In more detail, the right-hemisphere central{parietal electrodes (C2, C6, T8, CP6, P2-P8,

PO4-PO8, O2) align with the classic motor preparation topography for a left-hand response.

In self-initiated tasks, preparatory potentials often emerge in C3/C4 and neighboring sites in
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the 100 ms{1 s pre-movement window (Shibasaki & Hallett, 2006). Here, the right-lateralized

C2/C6/CP6 region precedes the button press, consistent with left-hand motor planning and

execution.

By contrast, the frontal and midline electrodes (AF3/AF4, AFz, F1{F4, FC1{FC4, FCz, Cz)

are too anterior to be purely motor cortex. Instead, their involvement suggests that top-down

attention or response selection mechanisms are also modulated by choice history just before

the response. Frontal-midline signals in this time range are often linked to attentional orienting

or cognitive control processes that ensure the correct response mapping, particularly in a

one-back task where participants must compare the current stimulus with the previous one

before deciding. In other words, these frontal sites likely re
ect an attentional or control stage

that interacts with motor preparation, rather than evidence accumulation over the posterior

parietal cortex.

Importantly, in an earlier spatio-temporal cluster analysis that contrasted only two conditions

(strong vs. weak evidence), we also observed a distinct frontal grouping emerging in this

same pre-response interval. That previous result similarly pointed to frontal attention/control

processes being sensitive to evidence strength, which reinforces the idea that frontal electrodes

here index an attentional or control component rather than a pure decision-accumulation

signal.

Taken together, although this cluster spans a relatively broad scalp region, its two spatial

\subgroups" point to at least two co-active neural systems in the �nal 100 ms before a

response:(I)A right-lateralized central{parietal motor preparation (supporting the left-hand

button press), and (ii) A more anterior/frontal attentional-control network that helps �nalize

the decision given the previous-trial information. Thus, pre-response EEG modulations by

choice history are not con�ned to a single motor-preparation source but also engage frontal

attention/control processes. These two sub-regions likely interact|frontal attention signals

shaping how the current decision is formed in light of prior choice, and right-hemisphere motor

areas preparing the left-hand execution.
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Figure 6.12: Left: Scalp topography of the average F-statistic (strong-weak contrasts collapsed by previous

choice: SS, SW, WS, WW) over 29 signi�cant electrodes (white circles). Warmer colors indicate larger

F-values. Right: Grand average GFP time courses at those 29 electrodes for each previous-choice condition

(SS= solid red, WW= solid blue, WS= dashed blue, SW= dashed red). Vertical lines mark the \response-on"

cue (-0.5 s) and the button press (0 s), and the shaded orange region highlights the signi�cant cluster interval

just before the response.

6.2.8 Stimulus transition

As introduced in earlier chapters, transitions between stimulus clouds(high to low and vice

versa) allowed investigation of how perceptual and neural states evolve from unstable to

stable regimes. Behaviorally, we observed that participants' responses immediately following a

transition remain biased by the previous stimulus cloud. This suggests that the prior internal

model of the stimulus environment does not update instantaneously, but gradually re-stabilizes

as more consistent evidence accumulates.

To probe whether this behavioral phenomenon is also re
ected in the neural signal, we re-

epoched the EEG data into a longer window (-0.5 to 1.5 seconds post-stimulus) and divided

trials into two groups:

Early-transition trials: the �rst 1{6 trials after a cloud switch, when the system is assumed to

still be in 
ux. Late-transition trials: trials later than position 24 after the transition, where

the internal prior is more likely to have stabilized. These values, late and early transitions are

de�ned based on the IQR of the string lengths (6-24).

The aim was to determine whether EEG activity can be statistically di�erentiated when

separated by the late-early transition structure. This would provide any evidence for temporal

evolution of perceptual stability.
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A spatio-temporal cluster-based permutation test on stimulus-locked EEG data revealed a

signi�cant cluster (p = 0.029) spanning 455 to 1488 ms post-stimulus, over a set of fronto-

central electrodes (F1, FC3, FC1, C1, CP3, CP1, FCz, C2, Cz, CP2). As shown in Figure 6.13,

the ERP waveforms for late- and early-transition trials diverge soon after stimulus onset,

with late-transition trials showing a sustained higher amplitude across the full post-stimulus

window. Notably, the two conditions are nearly indistinguishable during the initial stimulus

delivery period, indicating no di�erence between early and late transition trials during stimulus

encoding. The divergence in neural activity emerges only after 455 ms and persists across the

post-stimulus window.

This pattern is consistent with the hypothesis that neural responses become more robust

and stable as the internal model of the environment settles. The fact that this divergence

emerges quickly and endures for over a second suggests that it is not tied to a narrow sensory

window, but re
ects a broader di�erence in how the system processes and responds to incoming

information depending on its prior stability.

The spatial topography of the e�ect, centered over fronto-central channels, could re
ect

ongoing evaluation or integration processes rather than pure sensory encoding. Given the

task structure, these electrodes may be sensitive to internal state shifts, including changes in

uncertainty, expectation, or the cognitive consequences of transitioning into a new cloud.

Rather than treating this signal as a late downstream artifact, we interpret it as evidence that

neural responses in the post-transition period re
ect not just stimulus-driven dynamics, but

also the evolving internal landscape | one that stabilizes with time, and that can be accessed

through carefully structured contrasts like the one presented here. These results support the

hypothesis that the brain's representation of stimuli is not static, but evolves as a function of

internal model stability. Shortly after a transition, when the perceptual system is still adjusting

to a new context, EEG activity appears weaker or less di�erentiated. In contrast, late-transition

trials|when the system has had su�cient exposure to the current context|exhibit more

robust and sustained evoked potentials. The fronto-central distribution of the e�ect suggests

ongoing evaluative or integrative processes, possibly related to perceptual certainty or reduced

contextual con
ict.

This analysis provides a neural correlate to the behavioral transition e�ects described earlier,

and demonstrates that temporal distance from a transition modulates not just performance
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but also the underlying cortical activity.

Figure 6.13: Left: Scalp topography of the t-statistic for the early-late contrast, with yellow dots marking

the eight signi�cant channels (F1, FC3, FC1, C1, CP3, CP1, FCz, C2, Cz, CP2). Right: Grand-average ERP

(± SEM) at those channels, showing early (dark green) and late (light green) transitions; the shaded orange

region (0.455-1.488 s) denotes the time window in which the cluster was signi�cant.

6.2.9 Contraction bias pairs

ERP Divergence in Identical Stimulus Pairs Classi�ed as \Strong" vs. \Weak"

To examine how subjective classi�cation in
uences neural activity in the absence of physical

stimulus di�erences, we analyzed a speci�c subset of trials where the stimulus on trialn � 1

was identical to the stimulus on trialn (i.e., identical pairs[n � 1; n]). These \identical stimulus

pairs" (1-9) are perceptually ambiguous and exhibit no correct or incorrect response in objective

terms, making them ideal for probing internal decision dynamics, such as those driven by

contraction bias.

Stimulus-locked identical pairs

We time-locked these trials to stimulus onset and, regardless of the actual stimulus level (1{9),

we split them based solely on the participant's response: \Strong" versus \Weak." Because we

collapse all nine physical intensities into a single \identical" bin before separating by subjective

label, any neural di�erence observed during the sensory epoch cannot be driven by stimulus

magnitude. Instead, it must re
ect the in
uence of the previous trial or trials on current

perceptual encoding. In other words, if \Strong" versus \Weak" divergence appears before

or during early stimulus processing, that divergence would indicate that the prior stimulus or

stimuli biased how participants internally perceived the current input.
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We selected a set of fronto-central electrodes(CPz, FC6, FC4, FC2, FCz, Cz, and C2)that

were previously identi�ed as showing signi�cant e�ects during stimulus encoding (see 6.5).

Although a cluster-based permutation test did not reveal any signi�cant clusters in this subset

when locked to stimulus onset, we performed a pairedt-test across participants at each time

point (threshold� = 0:05) to explore potential divergence over time.

As shown in 6.14, ERP waveforms for strong and weak classi�cations remain nearly identical

immediately following stimulus onset. At approximately 0.18-0.22 s, a small but consistent

separation emerges: the \Strong" (green) waveform is slightly more positive than \Weak"

(orange). This di�erence is marked by a red tick around 0.2 s (uncorrected p< 0.05). Because

the physical stimulus is identical across trials, this early separation may re
ect a bias in how

the stimulus is being encoded. In other words, the prior trial or trials might already have

a�ected sensory stage processing by 200 ms.

Post-stimulus delay (� 0.6-1.2 s): After the stimulus o�set (dashed \STIM OFF" line at 0.5 s),

another period of divergence appears between� 0.7 s and� 1.1 s (several red ticks). During

this later delay, \Strong" remains slightly more positive than \Weak." Because any objective

stimulus driven di�erences have already been nulled, these later e�ects may indicate that the

prior trial's in
uence persists into the working memory/decision period.

Figure 6.14: (Stimulus-locked ERPs at CPz, FC6, FC4, FC2, FCz, Cz, C2): Grand average waveforms for

\Strong" (green) and \Weak" (orange) classi�cations aligned to stimulus onset (0 s), with shaded error bands.

Dashed vertical lines mark the stimulus on (0 s) and o�set (0.5 s). Red ticks along the x-axis indicate time

points where uncorrected p< 0.05.
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Response-locked analysis and identi�ed cluster

To more precisely determine when and where \Strong" versus \Weak" divergences emerged,

we realigned EEG epochs to response onset. This choice was driven by the observation that

stimulus-locked ERPs only began to diverge late in the trial, hinting that decision-related

processes might appear more clearly just before the response.

A spatio-temporal cluster-based permutation test (t-threshold = 3, 1,500 permutations, p<

0.05) revealed a single signi�cant cluster:

ˆ Cluster 1: 11 frontal channels (AF3, F1, F3, FC1, AF4, AFz, Fz, F2, F4, FC2, FCz)

spanning the time window-199 ms to -156 ms relative to the response onset.

The ERP waveforms averaged across this cluster are shown in 6.15. The averaged ERP

waveforms for this cluster begin to diverge around -200 ms, even though the stimuli are

physically identical. Because the e�ect occurs over anterior channels without central or parietal

involvement and well before typical left-hand motor potentials (which usually appear closer to

-100 ms), it likely re
ects late decision or bias mechanisms rather than overt motor preparation.

Notably, a very similar fronto-central cluster also emerged in our earlier response-locked contrast

of strong versus weak evidence (four-condition analysis), underscoring the consistency of a

pre-response frontal bias signal.

Aligning the EEG to response onset revealed one signi�cant cluster spanning -199 to -156 ms

over 11 strictly frontal electrodes (AF3, F1, F3, FC1, AF4, AFz, Fz, F2, F4, FC2, FCz), where

\Strong" and \Weak" trials begin to diverge despite identical sensory input. Taken together

with a modest earlier split at 180{220 ms after stimulus onset in the stimulus-locked waveforms,

the data point to a two-stage in
uence of prior context: an initial bias that may tweak sensory

encoding, followed by a stronger frontal separation just before the button press, consistent

with a late decision commitment process. Several features argue that this frontal e�ect is not

a classic motor signal: its scalp distribution is purely anterior rather than central-parietal, it

shows no contralateral dominance, it terminates about 150 ms before the response instead of

ramping into execution, and it 
ips with the subjective \Strong" versus \Weak" label even

though the motor action is identical.
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Figure 6.15: . Left: scalp map of t-statistics for the \Strong - Weak" contrast, averaged over the signi�cant

interval -199 to -156 ms before the button press; white circles mark the 11 electrodes in the response-locked

cluster. Right: grand average ERPs from those electrodes for \Strong" (red) and \Weak" (blue) trials; the

blue shading indicates the cluster's time window, and the dashed vertical line at 0 s marks response onset.

6.2.10 Feedback-Locked Centro-Parietal Positivity (CPP)

To examine how decision-related neural dynamics unfold across trials, we visualized the cen-

troparietal positivity (CPP) | an EEG signal commonly associated with evidence accumulation

leading up to a decision. For this, we plotted all stimulus-locked EEG epochs across participants,

sorted by reaction time (RT) from fastest (bottom) to slowest (top) 6.16. We centred our

region of interest on nine mid-line centro-parietal electrodes|Cz, CPz, Pz plus their immediate

left{right neighbours (C1/C2, CP1/CP2, P1/P2) because this cluster consistently captures the

scalp maximum of the evidence-accumulation CPP and related late positivities. The original

CPP description by O'Connell et al. reported its peak at CPz and analysed a virtually identical

set of surrounding sites, establishing this montage as the �eld standard. The signals obtained

from these electrodes were z-scored across trials. Each row in the heatmap represents a single

trial, and the black overlaid curve marks the behavioral response time on that trial.

While a consistent peak in CPP is visible around the time of the response, as expected, we

note that the pre-response CPP buildup is subtle and less pronounced than in classic decision

tasks. However, what is striking in this dataset is the emergence of a clear and prominent CPP

peak immediately following the response across nearly all trials.Consistent with post-decisional

evidence-accumulation accounts, this feedback-locked positivity closely resembles the Pe/CPP

that continues to integrate error evidence after an initial choice, as �rst demonstrated by

Murphy et al.(2015)and later framed as a generic performance-monitoring signal by Desender
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et al.(2021).

This post-response positivity is of particular interest, as it likely re
ects feedback-related neural

activity, rather than pure decision accumulation. Its timing and shape suggest a process

involved in the updating of memory or task context, possibly indexing how the system evaluates

the outcome of the current trial in light of perceived di�culty, con�dence, or correctness.

The visibility of this signal across all reaction time bins strengthens the interpretation that

the post-response CPP may re
ect an internal feedback mechanism, and raises important

questions about the role of central-parietal networks not only in decision commitment, but

also in post-decision integration and memory updating.

Figure 6.16: Group-level heat map of the centro-parietal positivity (CPP) across all trials, sorted by reaction

time (fastest at the bottom, slowest at the top). The x-axis shows time (0 s = stimulus onset); vertical black

lines mark stimulus onset, stimulus o�set (0.5 s), and response onset. Colour indicates z-scored CPP amplitude

(scale at right). The black curve overlays the cumulative distribution of reaction times for reference.

To further investigate the nature of the post-response CPP observed in Figure 6.17, we

re-aligned the signal to the onset of visual feedback and examined how this feedback-locked

CPP varies across two task-relevant dimensions: response correctness and stimulus change

(� Stim).

Panel a shows the feedback-locked CPP for correct (green) and incorrect (red) trials. A

prominent positive de
ection peaking between 300- 400 ms post-feedback is observed in

both conditions, but the amplitude of this response is markedly higher following correct

responses. This suggests that the post-response CPP is not merely tied to motor execution,
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but also re
ects evaluative or outcome-sensitive processing. The modulation by correctness

supports the interpretation of this component as a feedback-related positivity, potentially

analogous to P300-like activity, associated with internal con�dence or reinforcement. A similar

correctness-sensitive CPP has been shown to predict whether participants subsequently 
ag

an error or continue accumulating evidence to revise their judgement, underscoring its role in

metacognitive evaluation (Murphy et al., 2015).

Panel b shows the feedback-locked CPP signal across trials grouped by� Stim values ranging

from -4 to +4. While no statistical comparisons were performed here, a clear trend emerges in

the waveform morphology: the largest positivity appears for� Stim = 0 (gray trace), which

corresponds to the most ambiguous or perceptually di�cult comparisons. In contrast, trials

with more extreme� Stim values (± 3, ± 4), which are typically easier to classify, show relatively

reduced post-feedback CPP amplitude. Greater CPP amplitudes for ambiguous trials mirror the

�nding that post-decisional positivity scales with low con�dence and drives information-seeking

behaviour (Desender et al., 2019).

This visual pattern suggests that the feedback-related CPP may be sensitive to task di�culty

or perceptual uncertainty. Notably, trials with� Stim = 0 also tend to coincide with higher

error rates, further hinting that the enhanced positivity may re
ect internal monitoring, error

evaluation, or memory updating processes in response to ambiguous stimuli. This interpretation

dovetails with the proposal that the CPP embodies a post-decisional decision variable that

accumulates `error evidence' in a choice-accuracy reference frame, rather than simply echoing

stimulus di�culty.

It is important to note that these interpretations are based on qualitative observation, and no

statistical clusters or permutation tests were applied to this contrast. Nonetheless, the clear

separation in amplitude across stimulus di�culty levels warrants further investigation.
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Figure 6.17: (a) Feedback-locked CPP (z-scored) averaged over Cz, CPz, Pz and their immediate left-right

neighbours (C1/C2, CP1/CP2, P1/P2), plotted for correct (green) and incorrect (red) trials. The vertical

dashed line at 0 s marks feedback onset. (b) Same feedback-locked CPP, now separated by stimulus di�erence

(� Stim) from -4 to +4, colour-coded as indicated in the legend.

Building on the previous �gure 6.17b,we investigate how the graded signal unfolds in time

and whether it parallels behavioural accuracy. To address this, we compare the behavioural

accuracy (Panel a) with feedback-locked centro-parietal positivity (CPP) waveforms and their

mean-amplitude summaries (Panels b and c). 6.18a(behavior). Here we plot the proportion

of correct responses for all 38 participants as a function of� Stim ({4 to +4). As expected,

accuracy rises as the absolute di�erence between the two stimuli grows: when� Stim is large

and positive, performance is high; when the two stimuli are identical (� Stim = 0) accuracy

drops to about 50 %. In addition, the high-cloud and low-cloud conditions (explained in

detail in Chapter 3) are clearly separated: for the same� Stim < 0, low cloud type yields

slightly better performance than the other, a behavioural expression of the Weber e�ect already

documented earlier in the thesis. 6.18b and c (EEG). The right-hand panels re-plot the same

trials but now focus on the centro-parietal positivity (CPP) time-locked to feedback. To keep

the analysis simple and robust, we averaged the CPP in two time windows: 0{200 ms : the

period before the CPP reaches its main peak & 400{600 ms : the period after the peak,

to investigate how feedback information is represented in the activity. In the �rst 200 ms

after feedback the CPP traces keep the same \V-shaped" pattern that we saw in accuracy:

amplitudes are smallest when the two clouds are identical (� Stim = 0) and increases as the

physical di�erence gets larger. Importantly, asymmetry due to the Weber e�ect is already

present in this window. This tells us that, immediately after feedback, the brain is still carrying
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a faithful copy of the di�culty/ decision representation and the cloud-type asymmetry. When

the CPP is averaged across the 400{600 ms interval,i.e., after the waveform's positive peak, the

ordering of conditions reverses with respect to the early window (0{200 ms, 6.18c). Amplitudes

now increase with increasing magnitude of� Stim: easiest trials show the downward trend or

inverted V, whereas the ambiguous condition (� Stim = 0) remains higher in magnitude. This

inversion could indicate that feedback information has potentially been incorporated and the

decision variable has been updated. Post-decision re-weighting of the CPP is precisely what

one would expect if the signal re
ects an ongoing accumulation that updates in light of new

evidence, an idea formalised in two-stage dynamic signal detection models and empirically

supported by the cross-condition decoding of con�dence into information-seeking choices

reported by Desender et al. (2019).

The Weber asymmetry observed in behaviour persists. For every� Stim< 0, high-cloud (blue)

trials exhibit higher amplitudes than low-cloud (red) trials, exactly paralleling their higher

accuracy in behavior. The fact that this cloud-speci�c di�erence is already evident in the early

window and remains robust after the update strongly suggests that the perceptual Weber

e�ect is represented even in the neural activity and throughout the feedback epoch, from initial

stimulus encoding to post-decision adjustment.

Panels b and b reveal a two-stage neural response to feedback. In the �rst 200 ms the

CPP retains a trace of the uncertain evidence that produced errors, yet already embodies

the Weber-like cloud asymmetry. By 400-600 ms the signal has been re-weighted, while still

preserving the asymmetry in clouds. This pattern provides clear evidence of rapid decision

updating and demonstrates that Weber-type perceptual di�erences are stably encoded in

the CPP across the entire post-feedback interval. Taken together with recent integrative

reviews that position the CPP family as a supramodal marker of post-decisional accumulation

(Desender et al., 2021), these results suggest that the same neural mechanism that gauges

con�dence and guides information-seeking also carries forward stimulus-history information

critical for contraction-bias adjustments in the one-back task.
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Figure 6.18: (a) Behavioural accuracy as a function of stimulus di�erence (� Stim) for the low-cloud (blue)

and high-cloud (red) contexts. (b) Feedback-locked CPP amplitude (group mean± SEM, N = 38) measured

in the early interval 0{200 ms post-feedback, plotted against� Stim for each cloud. (c) Same CPP measure in

the late interval 400-600 ms (group mean± SEM, N = 38), again as a function of� Stim for the two cloud

conditions.

6.2.11 Analysis of frequency bands

We performed a time-frequency analysis of induced power across 25 participants to examine the

neural dynamics underlying perceptual responses in a one-back memory task.Time{frequency

analyses were limited to 25 participants; data from the remaining participants were excluded

because the periodic stimulation used in their sessions elicited a pronounced steady-state

somatosensory evoked potential (SSSEP) at the stimulus frequency, which would have con-

founded spectral estimates. As shown in Figure 6.19, the top panel depicts the grand-average

induced power across all trials and participants, time-locked to stimulus onset (0 s). A

prominent increase in low-frequency (theta-band) power can be observed shortly after stimulus

presentation, particularly around 4{8 Hz, followed by later beta-band activity in the 25{35 Hz

range. The bottom panel shows the condition-speci�c contrast in induced power between

strong and weak responses (strong { weak). This contrast highlights localized di�erences

in the theta range, especially around 200 ms post-stimulus. To statistically evaluate these

e�ects, we performed a cluster-based permutation test (threshold = 3.0, 2000 permutations)

across 40 frequency bins and 1025 time points. This analysis identi�ed one signi�cant cluster

(p = 0:035), spanning 1.0 to 6.0 Hz and 154 to 279 ms post-stimulus. This cluster, outlined

in black in the lower panel of Figure 6.19, indicates signi�cantly greater theta-band activity for

strong responses compared to weak ones. These results suggest that early post-stimulus theta

oscillations may re
ect enhanced memory comparison or increased decision con�dence during

126



perceptual judgments. On visual inspection, we also see high beta band(15-30 Hz) power

post stimulus o�set, and gamma band (30{100 Hz), they were not captured by the statistical

tests. However, previous work consistently links this frequency range to stimulus maintenance

and attentional processes during the short-term working-memory delay. In particular, gamma

power has been shown to scale with the number of items held in memory (Jensen et al., 2007;

D�e et al., 2014; Roux et al., 2012), suggesting that a more sensitive or targeted analysis might

yet uncover a gamma contribution in our dataset.
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Figure 6.19: Time{frequency map of stimulus-locked induced power (percent change from baseline), averaged

across all the electrode set. Dashed vertical lines mark stimulus onset (0 s) and o�set (0.5 s). (b) Di�erence

in induced power between trials judged \Strong" and \Weak," plotted in the same time-frequency space.

The black contour outlines the cluster that reached signi�cance in a permutation test (threshold = 3, 2000

permutations; p = 0.035), spanning 1-6 Hz and 154-279 ms after stimulus onset.

To examine the temporal dynamics of decision formation, we analyzed response-locked induced

power across 25 participants. This analysis aimed to determine how early participants begin

forming their responses and whether oscillations beyond motor preparation could be identi�ed.

As shown in Figure 6.20a, the grand-average induced power aligned to the response (0 s)
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