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Abstract

Hydrogen energy is a versatile energy carrier, increasingly recognized for its role
in a sustainable energy future due to its high energy density and compatibility
with existing gas infrastructure. Digital Twin (DT) technology has emerged as a
pivotal cyber-physical tool for integrating hydrogen energy into modern energy
systems, enabling virtual modelling, predictive analysis, and system optimization
across the full production-storage-utilization chain.

The H2SmartLab project was conceived to instantiate this vision: a research
infrastructure that smartly integrates renewable hydrogen production, storage,
and utilization with advanced monitoring and failure prediction, underpinned
by a DT platform called Hydor. However, a critical gap remains between the
physical laboratory, where raw experimental data is generated, and the DT layer
that must consume it in real time. Without a robust, validated data pipeline, the
DT cannot operate reliably or reproducibly.

This thesis addresses that gap by designing and implementing a real-time,
event-driven data pipeline built on Apache Kafka, a three-stage data quality
validation layer, and a time-series storage system using QuestDB. A FastAPI
synchronization layer provides the interface between the physical laboratory and
the Hydor DT platform, offering authenticated, FAIR-aligned data access. The
implemented system achieves sub-second ingestion latency, automated anomaly
detection via per-record quality validation, and full FAIR4RS software compli-
ance, demonstrating a reproducible architecture for monitoring hydrogen and
broader industrial infrastructure.

Keywords— FAIR principles, Digital Twins, FAIR workflow, hydrogen energy,
real-time data pipeline, Apache Kafka, QuestDB, FastAPI, data quality, interoperabil-
ity, FAIR4RS, research data management
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Chapter 1

Introduction

The global energy system is undergoing a profound structural transformation. Driven by
accelerating climate commitments, rapid electrification across industrial and residential
sectors, and a projected 49% rise in global electricity production by 2040 [8]. The
need to decarbonize energy supply has never been greater. Yet abundance of renewable
capacity alone is insufficient: the intermittent nature of solar and wind generation,
combined with the persistent difficulty of decarbonizing hard-to-abate sectors such as
heavy transport and high-temperature industry, demands not only new energy sources
but new systems for managing, storing, and distributing energy intelligently.

Green hydrogen (hydrogen produced from renewable electricity) has emerged as
one of the most strategically significant responses to this challenge [9]. As an energy
carrier, it offers high gravimetric (measured by mass or weight) energy density, com-
patibility with existing gas infrastructure, and the capacity to bridge temporal and
geographic mismatches between renewable supply and end-use demand. Its potential
spans power-to-gas storage, industrial feedstock substitution, and long-distance heavy
transport applications where direct electrification remains either technically or econom-
ically impractical [10].

In Italy, the installed renewable energy capacity reached 65,157 MW in 2023 [11],
with a further 3 GW added in May 2024 and a total increase of 7.1 GW the year-end [12].
This rapid growth underlines the urgency of developing complementary technologies
particularly hydrogen systems capable of absorbing surplus generation and providing
dispatchable, carbon-free energy when renewable output is constrained.

1.1 The H2SmartLab Research Infrastructure

The H2SmartLab project was established to develop an integrated research infrastruc-
ture spanning the full hydrogen value chain: two different storage technologies are
foreseen in H2SmartLab, pressurized storage and Metallic hydrides. A distinguishing
feature of the project is its emphasis on digital intelligence: the laboratory is conceived
not merely as a physical testbed, but as a cyber-physical system in which hardware
components are continuously mirrored, monitored, and optimized through their digital
counterparts. Central to this vision, is the concept of the Digital Twin (DT) — a dy-
namic virtual representation of a physical asset or process, continuously synchronized
with real-world measurements and capable of supporting predictive analysis, fault de-
tection, and scenario simulation. DTs have been increasingly adopted in energy systems
research, including applications in electrolyser monitoring, fuel cell diagnostics, and in-
tegrated hydrogen networks [13, 14, 15]. However, their efficacy is critically dependent
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1.2. PROBLEM STATEMENT CHAPTER 1. INTRODUCTION

on the quality and latency of the supporting data infrastructure; indeed, a digital twin
can only be as reliable as the data it receives.

To realize this vision, the H2SmartLab infrastructure is organized around two com-
plementary nodes: the physical H2 Integrated Lab, and the Hydor node. Together,
these nodes form a tightly coupled physical-digital ecosystem for hydrogen production,
monitoring, and simulation.

The first, APSU ', laboratory, consists of multiple experimental stations where
systems for renewable hydrogen production, storage, and utilization are deployed. The
hydrogen produced will be certified as green, then the whole electricity required for the
hydrogen synthesis comes from the photovoltaic field.

Co-located with APSU, the second laboratory, the MFI 2, is dedicated to addi-
tional real-time monitoring of operational parameters across the hydrogen value chain.
Equipped with a distributed sensor network, the MFI captures both the quantity and
quality of data required for system analysis and optimization, enabling continuous moni-
toring of production, storage, and utilization processes. The collected data are automat-
ically ingested into a time-series database connected to the local computing infrastruc-
ture, ensuring efficient storage and accessibility for downstream processing, and most
importantly, providing the continuous data stream necessary to feed the DT. The work
presented in this thesis developed the data communication bridge between the physical
and the digital component of H2SmartLab.

This data stream is received and processed by the Hydor node, which represents
the digital counterpart of the infrastructure. Hydor is responsible for providing the
computational and storage resources required for the development and operation of the
DT, integrating high-performance computing (HPC), advanced data management, arti-
ficial intelligence (AI), and numerical simulation techniques to enable real-time analysis
and scenario evaluation. The computational infrastructure is based on state-of-the-art
parallel architectures, including graphics processing units (GPUs), particularly suited
for accelerating Al-driven numerical methods, ensuring efficient execution of computa-
tionally intensive tasks while minimizing energy consumption. To further reduce com-
putational overhead, advanced methodologies such as Reduced Order Models (ROMs)
are employed to lower the complexity of high-fidelity simulations — an important con-
sideration given the large volume of data continuously generated by the H2 Integrated
Lab, which must be assimilated into the DT in near real-time. Finally, through a web-
based interface, authenticated users can access and interact with the system remotely
using lightweight devices, ensuring full integration between the physical and digital
components of the infrastructure and enabling a scalable, real-time DT ecosystem.

1.2 Problem Statement

Despite significant advances in hydrogen technology and DT methodology, a gap persists
at their interface. Physical hydrogen laboratories generate continuous, high-frequency
streams of heterogeneous sensor data pressures, temperatures, flow rates, electrochemi-
cal signals that must be ingested, validated, and delivered to digital systems with min-
imal latency and maximum reliability [16, 15|. Existing approaches frequently address
data ingestion and storage in isolation, without integrating the data quality assurance,
access control, and interoperability mechanisms that scientific and industrial deploy-
ments require [17].

! Analysis of Hydrogen Production
2Measurements on the Hydrogen Supply Chain
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Moreover, the principles of Findable, Accessible, Interoperable, and Reusable (FAIR)
data management [4] now widely endorsed in European research policy are rarely embed-
ded into the design of real-time streaming systems, creating barriers to reproducibility
and long-term data reuse in research contexts.

1.3 Research Objectives

This thesis addresses the above gap by designing and implementing a reproducible real-
time data communication pipeline between the physical hydrogen laboratory and its
digital system counterpart. The work targets five interconnected objectives:

e Real-time ingestion: stream high-frequency sensor data from laboratory in-
struments with low latency and fault tolerance.

e Data quality assurance: validate, filter, and enrich incoming data through an
automated quality layer prior to storage.

e Efficient time-series storage: persist processed data in a database optimized
for append-heavy, time-indexed workloads.

e Standardized and secure access: expose data through authenticated APIs
supporting controlled integration with external systems.

e FAIR alignment: ensure that both data and software artifacts conform to FAIR
principles, enabling reproducibility and interoperability across research workflows.

1.4 Methodology Overview

The proposed system follows a modern event-driven streaming architecture, structured
as a modular and sequential pipeline:

H2SmartLab FAIR-DT Communication Pipeline

Physical Twin (Sensors) — Apache Kafka — Quality Layer —
QuestDB (TSDB) — FastAPI — Hydor Digital Twin

Sensor events are ingested through Apache Kafka [18], a distributed log-based
streaming platform that has become a de facto standard for high-throughput, fault-
tolerant data transport in Industrial Internet of Things (IIoT) environments [19]. A
dedicated quality layer performs schema validation, range checking, and anomaly flag-
ging before forwarding records to QuestDB [20], a time-series database optimized for
high-frequency ingestion and analytical querying. An APT layer built with FastAPI [21]
then provides secure, authenticated access to stored data, while a synchronization sub-
system coordinates state updates with Hydor: the Digital System platform.

The entire workflow follows FAIR and FAIR4RS Principles. Data provenance,
schema documentation, and software interfaces are organized to ensure long-term usabil-
ity and cross-platform compatibility. The flexibility and modularity of the architecture
allow new steps, such as metadata enrichment, to be incorporated into the workflow
whenever needed.

12
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1.5 Related Work

The design of real-time data pipelines for industrial and scientific applications has been
extensively explored in both academic literature and open-source ecosystems. A canoni-
cal architecture has emerged in which physical systems produce events that are ingested
via a streaming backbone, processed in near real-time, and persisted in purpose-built
databases before being exposed to higher-level applications [22].

Apache Kafka [18] is the most widely adopted platform for this streaming backbone
role. Its partitioned, replicated log model enables horizontal scalability and consumer
decoupling, properties that are particularly valuable in IToT deployments where sen-
sor count and data rates can scale unpredictably. Recent studies have demonstrated
its suitability for digital twin data infrastructures [23] and smart energy management
systems.

Time-series databases (TSDBs) have similarly matured into an essential compo-
nent of telemetry-driven architectures. QuestDB, InfluxDB, and TimescaleDB each
offer optimized ingestion pipelines and time-indexed query engines suited to append-
heavy sensor workloads [20, 24|. Several open-source reference implementations demon-
strate integrated Kafka-TSDB pipelines, including the QuestDB streaming analytics
template [25] and event-driven architectures combining Kafka with FastAPI [26].

Data quality management in streaming environments has received growing attention.
Peixoto et al. |6] propose validation and anomaly-detection pipelines for industrial sensor
streams, framing quality dimensions completeness, consistency, and timeliness as first-
class architectural concerns. Goknil et al. [27] extend this perspective with a data
quality-as-a-service framework for IloT systems, emphasizing continuous monitoring.
These contributions establish that quality assurance cannot be treated as a post-hoc
concern but must be embedded within the streaming layer itself.

Despite these advances, most existing systems address ingestion and storage with-
out integrating authentication, fine-grained access control, or mechanisms for controlled
synchronization with external platforms.

The present work addresses these gaps by combining: (i) a Kafka-based streaming
backbone; (ii) a time-series database optimized for high-frequency sensor data; (iii) an
integrated data quality validation layer; (iv) authentication and authorization mecha-
nisms; and (v) a FAIR-aligned data and software management framework. This com-
bination positions the system at the intersection of industrial data engineering practice
and open research infrastructure design.

1.6 Scientific Contributions

This thesis makes the following contributions to the fields of data engineering, digital
twins, and research data management for clean energy systems:

e The design of a real-time, event-driven data pipeline tailored to the operational
requirements of a hydrogen laboratory environment.

e The integration of automated data quality mechanisms — validation, anomaly
detection, and enrichment — directly within the streaming layer.

e The implementation of a scalable time-series storage solution capable of handling
high-frequency, heterogeneous sensor data.

e The alignment of the full pipeline — data models, APIs, and software artifacts
— with FAIR data management principles.

13



1.7. THESIS STRUCTURE CHAPTER 1. INTRODUCTION

e The development of a synchronization framework enabling controlled, authenti-
cated state transfer between the physical laboratory and its digital twin counter-
part.

1.7 Thesis Structure

The remainder of this thesis is organized as follows. Chapter 2 presents the system
architecture, covering the Apache Kafka streaming backbone, data quality dimensions
and metrics (accuracy, completeness, consistency, timeliness, and composite scores), and
the time-series storage design with a comparative justification for QuestDB. Chapter 3
examines how the FAIR principles are operationalized within the H2SmartLab data
ecosystem, mapping each FAIR sub-principle to concrete architectural decisions and
identifying gaps for future work. Chapter 4 describes the full implementation: the
Docker Compose service topology, JWT-based authentication and authorisation, the
telemetry simulation (see Section 4.6; note that the physical machine is not yet built),
a three-stage validation pipeline, the synchronisation subsystem, and a FAIR4RS [5]
compliance mapping. Chapter 5 concludes the thesis, evaluates the work against the
five stated research objectives, discusses limitations, and proposes directions for future
development.

14



Chapter 2

System Architecture

In the domain of industrial data processing, the definition of a robust and extensible
architecture is fundamental to ensure the seamless acquisition, processing, and monitor-
ing of high-frequency data streams. The architecture proposed in this work builds upon
the foundational principles presented in [6, 28, 17| particularly, regarding modular in-
gestion, streaming validation, and data profiling in smart manufacturing environments.
Built by these contributions, the current chapter discusses a design system to ensure re-
producibility, interoperability, traceability, and adaptability in the face of heterogeneous
industrial data sources and volatile data streams.

The chapter starts with Section 2.1 looking into the proposed architecture. Af-
terwards, Section 2.2 discusses how data quality is addressed for each message before
storage. Then, Section 2.3 considers how data can be stored inside the Digital Twin in
a time-series structure.

2.1 Architecture

W docker  containerized Pipeline

1. Physical Twin 2. Kafka Stream 3. Quality Layer 4. Time-Series Database 5. API Layer 6. Digital Twin
(Hydrogen Lab)

o FastAPI

§€ kafka . L AA
w=) Validation  Filtering  Detactio QuestDB {RESTAPI)

Sensor Data (Streaming)
+ Temp, Pressure, Flow

+ Missing Data Handling
+ Range & Consistency Checks
+ Data Enrichment

+ Data Accs

+ Query & Aggregation
+ Authentication & Security

Figure 2.1: Overview of the proposed architecture

This configuration is designed to facilitate low-latency data management and to
process high-frequency sensor data in real-time, while ensuring continuous monitoring
of data quality. At the beginning of the system, industrial sensors publish real-time
measurements that will be ingested in Apache Kafka. Next, messages are transformed,
after the quality check, data are structured using a tailored metadata schema, before
storing each message as a record in the TSDB. Finally, to aliment the Digital Twin, a se-
cure exchange layer is applied. Figure 2.1 illustrates the entire pipeline for visualization
purposes. The following discusses each part of the pipeline in more details.
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Modern computing infrastructures increasingly rely on event-streaming architec-
tures, which allow organisations to process high-volume data with near real-time la-
tency in domains ranging from financial fraud detection and supply-chain visibility to
smart-city telemetry and personalised recommendations [29]. At the heart of this trans-
formation lies Apache Kafka, an open-source distributed streaming platform originally
developed at LinkedIn and now maintained by the Apache Software Foundation [29]. It
enables the continuous flow of data between systems while ensuring durability, horizon-
tal scalability, and loose coupling between producers and consumers. Figure 2.2 shows
a visual representation of Kafka’s architecture both new and old.

Cluster Kafka

KRaft (From version 2.8)

\

ZooKeeper (Old Versions)

v

Brokers

Producer 1

Topic A

Partition 0 Partition 1 Partition 2

offset: 0,1,2,3... offset: 0,1,2,3... offset: 0,1,2,3...
Producer 2

Topic B

Producer 3
Partition 0 Partition 1
offset: 0,1,2,3... offset: 0,1,2,3...

m Producers Consumers m ZooKeeper/KRaft m Brokers

Figure 2.2: Apache Kafka Architecture [1]

Kafka follows a publish-subscribe paradigm, where data is represented as immutable
streams of events. Producers write events to topics, and consumers subscribe to these
topics to process the data in real time. This model makes Kafka a core technology
for event-driven architectures, particularly in industrial IoT and digital twin systems
[30, 31].

2.1.1 Core Components
The main components of Kafka are:

e Producers: Applications or services that publish events to Kafka topics. Produc-
ers can control partitioning strategies (e.g., key-based routing) to ensure ordering
guarantees within partitions.

e Topics: Logical channels or categories to which events are published. Topics are
partitioned and replicated across brokers to provide scalability and fault toler-
ance.Topics are configured with a so-called retention time that specifies how long
a message should be stored. Topic retention can also be specified in bytes instead
of time, to apply an upper bound on disk space. If the retention boundaries are
reached, Kafka truncates partitions at the end of the log.

e Partitions: Each topic is divided into one or more partitions, which are or-
dered, immutable sequences of records. Partitions enable parallelism and high-
throughput processing, as different consumers can read from different partitions
concurrently. Partitions are distributed across brokers, with one broker acting as
the leader for each partition and others as replicas for redundancy.

16
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e Brokers: Kafka operates as a cluster of servers called brokers. Each broker stores
messages reliably on disk and serves client requests. In contrast to traditional
messaging/publish-subscribe systems, Kafka can be used for long-term storage of
messages, because Kafka does not delete messages after delivery.

e Consumers: Applications that subscribe to topics and process event streams.
Consumers are organized into consumer groups, where each partition is con-
sumed by exactly one consumer within the group, enabling load balancing and
scalability.

e Kafka Cluster Metadata Management: In modern Kafka deployments (Kafka
> 3.x), metadata management is handled through the KRaft (Kafka Raft) con-
sensus protocol, eliminating the need for external coordination systems such as
ZooKeeper. This improves scalability, simplifies deployment, and enhances relia-
bility.

2.1.2 Relevance to Real-Time Data Pipelines

Kafka plays a central role in real-time data architectures by acting as a distributed
event backbone. It enables:

e Decoupling between data producers (e.g., sensors, PLC/SCADA systems) and
downstream services

e High-throughput ingestion of streaming data
e Fault-tolerant and durable event storage

e Integration with stream processing frameworks for data validation, enrichment,
and transformation

In the context of this thesis, Kafka is used as the event streaming layer connecting
the physical hydrogen laboratory (physical twin) to downstream components such as
the data quality layer, time-series database, and Hydor. Kafka is the appropriate choice
here for three reasons: its durable, partitioned log preserves the arrival order of sensor
events per device; its consumer-group model allows the quality-validation service and
any future analytics service to consume the same independently; and its configurable
message retention means that raw telemetry can be replayed for reprocessing if quality
rules change, a requirement that arises naturally in a research infrastructure where
validation thresholds are refined over time.

2.2 Data Quality

Ensuring high data quality is essential in industrial environments where decisions rely
on continuous sensor streams. In Industry 4.0 systems, sensors generate large volumes
of real-time data that are used for monitoring, predictive maintenance, and operational
optimization. However, the reliability of such analytics strongly depends on the quality
of the underlying data. Poor quality data may lead to incorrect conclusions, operational
inefficiencies, or safety risks.

Peixoto et al. [6] propose a data quality pipeline specifically designed for industrial
IoT environments. Their architecture integrates data ingestion, profiling, validation,
and visualization in order to continuously monitor the quality of streaming sensor data.
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What is Data Quality?

) Timeliness Validity
‘\ available when > format, range, 9
N needed % data type
—_—
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Figure 2.3: Data quality dimensions |2]
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The approach enables early detection of anomalies, missing values, and inconsistencies
before they affect downstream applications.

In this thesis, a similar approach is implemented using a streaming architecture
based on Apache Kafka. Sensor devices publish measurements to Kafka topics, and
downstream services consume and process the data to perform validation and quality
checks before storing the results in a time-series database. The literature identifies four
primary dimensions for evaluating data quality in industrial sensor streams: accuracy,
completeness, consistency, and timeliness. Figure 2.3 summarises all the dimensions of
data quality principles.

2.2.1 Accuracy

Accuracy measures the degree to which a recorded value correctly represents the physical
phenomenon being observed. In industrial systems, accuracy is critical because many
operational decisions rely directly on sensor measurements. For example, inaccurate
temperature readings may lead to incorrect assessments of equipment health, potentially
causing unnecessary maintenance interventions or missed failure events.

Accuracy assessment typically relies on statistical analysis of sensor values relative to
expected ranges derived from historical data. One commonly used approach is to apply
robust outlier detection methods, such as the Hampel filter, which uses the median
and median absolute deviation (MAD) to detect anomalous values. Let x denote an
observed measurement and X the set of historical observations. A normalized accuracy
metric can be defined as

x — min(X)
max(X) — min(X)’

Accuracy(z) = (2.1)

values outside the expected range may indicate abnormal sensor behaviour, measure-
ment noise, or equipment malfunction.

In the implemented pipeline, accuracy evaluation is performed during the stream
processing stage. Incoming values are compared against dynamically computed statis-

tical bounds derived from historical data stored (for example, for each sensor field, the
last 60 values are used to compute the accuracy) in the time-series database.
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2.2.2 Completeness

Completeness refers to the extent to which all required data elements are present in a
dataset. Missing or incomplete data can significantly degrade the reliability of indus-
trial analytics systems, especially in applications that rely on continuous monitoring.
Completeness can be evaluated from two complementary perspectives.

e Content completeness: its verifies that each data record contains all required
attributes. In the case of sensor messages, this typically includes fields such
as sensor identifier, variable name, measured value, and timestamp. A simple
completeness metric can be expressed as

Ntotal - Nmissing (2 2)

Completeness =
Ntotal ’

where Npjissing Tepresents the number of missing values and Nyotal is the expected
number of values.

e Temporal completeness: its evaluates whether sensor readings are produced at
the expected frequency. In high-frequency industrial monitoring systems, missing
observations may indicate communication failures or device malfunctions. This
metric can be defined as

Nopeor
Completeness = —orserved (2.3)

)
expected

where Ngpserved represents the number of received observations within a given
time window and Negpecteq is the number of measurements that should have been
generated. In the streaming pipeline, temporal completeness is computed by mon-
itoring the number of messages received per sensor within predefined processing
windows.

2.2.3 Consistency

Consistency ensures that relationships between different data sources remain coherent
across the system. In industrial environments, sensors monitoring the same physical
process often exhibit correlated behaviours. For instance, temperature sensors attached
to the same machine component are expected to follow similar trends over time. Incon-
sistencies may arise due to sensor misconfiguration, communication errors, or physical
faults affecting individual devices. Detecting such inconsistencies requires analysing
relationships between multiple data streams. A common approach involves computing
the Pearson correlation coefficient between sensor signals:

Nrules_satisﬁed

Consistency = (2.4)

rules expected

where N, s represents the number of correlation rules satisfied during a given time
window. In the implemented system, correlation rules between sensors are derived from
historical observations and evaluated dynamically during the stream processing phase.

2.2.4 Timeliness

Timeliness evaluates how quickly data becomes available relative to its generation time.
In real-time monitoring systems, delays in data transmission can significantly reduce
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the usefulness of the information, particularly in scenarios requiring rapid response.
Timeliness can be expressed as a function of the age of the data relative to its expected
validity period:
Timeliness = max (O, 1-— Age) (2.5)
Volatility
where Age represents the delay between data generation and reception, and Volatility
corresponds to the time interval during which the data remains relevant.

Within the pipeline architecture, timeliness is evaluated by comparing the times-
tamp embedded in each message with the processing time at the moment the message
is consumed from the Kafka topic. Table 2.1 provides a structured summary of the data
quality dimensions and their corresponding metrics discussed in this section, empha-
sizing their relevance for ensuring the reliability, integrity, and usability of industrial
sensor data within the proposed streaming pipeline.

Integrating data quality assessment directly into the streaming pipeline provides
several benefits. First, anomalies and missing data can be detected immediately, allow-
ing corrective actions before faulty data propagates to analytical systems. Second, the
modular design of the architecture allows independent scaling of ingestion, validation,
and storage services. Finally, real-time dashboards enable operators to monitor sensor
behaviour and identify potential issues quickly. Overall, the implementation demon-
strates how data quality concepts from the literature can be applied in practice using
modern streaming technologies such as Apache Kafka and time-series databases.

2.3 Data Storage

The selection of a column-oriented database is motivated by its superior compression
capabilities compared to traditional row-oriented databases [30, 32]. This advantage
arises from the fact that values within a column typically originate from the same
data source (e.g., a sensor), leading to homogeneous data distributions that are highly
compressible.

In the context of DT systems, data generated by the Physical Twin (PT), such
as sensor measurements, must be efficiently stored and made accessible for both real-
time processing and long-term analysis. In addition, derived data such as predictions,
monitoring outputs, and anomaly detection events produced by the DT must also be
persistently stored.

Time-series data in such environments are generated continuously and require low-
latency ingestion and querying to support critical real-time operations. At the same
time, historical data storage plays a crucial role in enabling offline analytics, model
training, and system optimization. This dual requirement necessitates storage systems
that can handle both high-throughput ingestion and efficient analytical queries.

2.3.1 Time-Series Databases

Data arriving at the digital twin will make use of time-series databases (TSDBs). TSDBs
are specifically designed to store and manage time-indexed data, typically represented
as timestamp-value pairs. These values may correspond to:

e Sensor measurements from the Physical Twin
e Predictions generated by Digital Twin models

e System events and anomaly detections
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Dimension Description Metric / Formula Implementation
in Pipeline
—in(X .

Accuracy Measures  closeness | —=2-20(Y o Ham- | Outlier detec-

) max(X)—min(X) . ) )
to true values; iden- | pel filter tion via median
tifies anomalies, & MAD;  values
noise, malfunctions. outside  expected

ranges flagged.

Neotal— Nomisi . —

Completeness Checks presence of | Content: W Field validation
ota.
required data and ex- | Temporal; LNebserved for missing values;
. Nexpected .

pected arrival fre- monitors expected
quency. message frequency.

1Q Nrules . 3 3
Consistency Ensures  coherence N often via correla- | Pearson correlation

ota.

between multiple | tion between  sensors;
sensor measure- deviations indicate

ments. potential faults.

. . Age .

Timeliness Measures delay be- | max(0,1 — m) Timestamp VS.
tween generation and ingestion time
ingestion. comparison; late

records get lower
scores.

Weighted Qual- | Aggregated quality | w, - Accuracy + w,. - | Evaluates

ity Score (WQS) | for a time window | Completeness streaming-window
combining multiple quality before
dimensions. storing  validated

records.

Longitudinal Historical quality in- Z fr - Quality,, Maintains histori-

WQSs (LWQS) dicator with expo- | & cal quality trends;
nential decay over smooths short-
windows. term fluctuations.

Quality  Score | Measures quality | WQS — LWQS Detects sudden

Delta (QSD) evolution via current improvement  or
vs. historical scores. degradation in

data quality.

Table 2.1: Summary of Data Quality Dimensions and Metrics for Industrial Sen-
sor Data. Adapted from [6]
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Modern TSDBs, such as Apache IoTDB, Apache Druid, Apache Pinot, and Apache
Kudu, often adopt a column-oriented architecture to optimize both storage efficiency
and query performance.

A key feature of TSDBs is the extensive use of compression techniques. Unlike
traditional databases where compression is optional, in TSDBs it is a fundamental re-
quirement due to the high volume and velocity of incoming data. Compression reduces
storage costs and improves query performance by minimizing disk I/O. This is partic-
ularly important given that main memory is significantly more limited than persistent
storage, making efficient data representation essential.

Furthermore, modern in-memory columnar databases partition data into segments
that can be compressed independently using techniques tailored to the specific data
characteristics. This enables efficient execution of both transactional and analytical
workloads.

2.3.2 Data Ingestion Format

In the proposed architecture, data is transmitted in a standardized JSON format and
ingested through a real-time streaming pipeline. Each message contains essential meta-
data describing the observation, including the sensor identifier, variable name, measured
value, and timestamp. Table 2.2 summarizes the structure of the ingested data.

Field Type Description

timestamp timestamp Measurement timestamp (ISO 8601 format)
FC_STATE float Fuel cell operating state

Hydrogen Sensors

H2_001FT float Flow rate (sensor 001)

H2_001PT float Pressure (sensor 001)

H2_002PT float Pressure (sensor 002)

H2_003PT float Pressure (sensor 003)

H2_005PT float Pressure (sensor 005)

H2_001TT float Temperature (sensor 001)

H2_002TT float Temperature (sensor 002)

H2_003TT float Temperature (sensor 003)

H2_005TT float Temperature (sensor 005)

Fuel Cell Stack

FC_STACK_V float Stack voltage

FC_STACK_i float Stack current

CA_OO1FC float Current/amperage sensor

Authentication

auth.token string JWT token for device authentication
auth.device_id string Unique device identifier (e.g., simulation device 01)

Table 2.2: Structure of Kafka telemetry messages from fuel cell sensors.

An example of a real-time message is shown in Listing 2.1. It is worth noting that when
multiple sensors are present it is necessary to consider sensor fusion or use deep learning
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for deriving the optimal solution for the data that has been sensed. In this work, the

{
"timestamp": "2026-04-23T14:22:01.123456Z",
"FC_STATE": 100.0,
"H2_OO1FT": 2.34,
"H2_O001PT": 0.12,
"H2_002PT": 0.10,
"H2_O03PT": 0.09,
"H2_O0O05PT": 1.87,
"CA_OO1FC": 0.03,
"H2_O001TT": 13.84,
"H2_002TT": 12.51,
"H2_003TT": 12.00,
"H2_O0O0b5TT": 11.48,
"FC_STACK_V": 1.78,
"FC_STACK_i": 8.51,
"auth": {
"token": "<device JWT>",
"device_id": "simulation_device_01"
}
}

Listing 2.1: Example Kafka telemetry message

TSDB acts as the persistent storage layer of the streaming pipeline, receiving validated
data from the Kafka-based ingestion system and providing efficient access for Digital
Twin services. While QuestDB serves as the time-series database for the prototype
phase due to its high ingest performance and simplicity, the production system will
migrate to TimescaleDB. TimescaleDB extends PostgreSQL with time-series-specific
optimizations, including automatic partitioning (hypertables), native compression, and
continuous aggregates. It retains full SQL compatibility while inheriting PostgreSQL’s
mature architecture, ecosystem, and operational reliability. Moreover, it also have the
RBAC (Role Based Access Control) fully integrated in the open source distribution
allowing controlled authentication directly to the TSDB.

Having established the core architectural components: the Kafka streaming back-
bone, the multidimensional quality framework, and the time-series storage layer, the
following chapter examines how these choices relate to the broader FAIR principles
for data management. While the present chapter has focused on FAIR considerations
at the level of individual data streams and formats, Chapter 3 will situate the entire
H2SmartLab data ecosystem within the FAIR framework as applied to digital twin
infrastructures.
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Chapter 3

FAIR in digital twins

The basis of all digital twins is high-quality and reliable data. These data do not
originate from a single, homogeneous source; instead, a multitude of sources contribute
bits and pieces to the final digital twin [33]. Managing this heterogeneity in a principled
and sustainable way is therefore a central challenge in any digital twin architecture.
Managing this heterogeneity in a principled and sustainable way is therefore a central
challenge in any digital twin architecture — one for which the FAIR principles offer a
structured response.

The FAIR principles, Findable, Accessible, Interoperable, and Reusable, were orig-
inally introduced by Wilkinson et al. to support the reuse of scholarly data [7]. The
principles address two complementary goals: enhancing the ability of machines to auto-
matically find and use data, and supporting its reuse. While these principles emerged
from the scientific data management research communities, their relevance extends nat-
urally to industrial digital twin environments, where data exchange across institutional
and system boundaries presents analogous challenges. The sections that follow describe
how the FAIR principles are implemented in the H2SmartLab research infrastructure,
and what gaps remain to be addressed in future work.

The chapter begins by revisiting the definition of a digital twin in Section 3.1.
The subsequent sections then map the four dimensions of the FAIR principles to the
H2SmartLab project, covering findability (Section 3.2), accessibility (Section 3.3), in-
teroperability (Section 3.4), and reusability (Section 3.5).

3.1 DT in H2SmartLab

In this work, a digital twin is defined as:

“a set of virtual information constructs mimicking a structure, context,
and behaviour of a natural, engineered, or social system (or system-of-
systems), which is dynamically updated with data from its physical twin,
has a predictive capability, and informs decisions that realize value. The
bidirectional interaction between the virtual and the physical is central to
the digital twin.” [3]

Put simply, it is a dynamic, data-driven virtual representation of a physical system that
maintains bidirectional interaction with its real-world counterpart, enabling predictive
capability and informed decision-making. Figure 3.1 provides a more detailed illustration
of the digital twin concept. For a comprehensive treatment, the interested reader is
referred to [3, 34, 35, 36, 37].
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Figure 3.1: Elements of the digital twin ecosystem. Information flows bidirec-
tionally between the virtual representation and physical counterpart. These in-
formation flows may be through automated processes, human-driven processes,
or a combination of the two. [3]

The H2SmartLab (see Section 1.1) data ecosystem integrates experimental hydro-
gen infrastructure data from APSU and MFI laboratories into Hydor: the digital twin
environment. To ensure that the generated datasets, processing pipelines, and analyti-
cal outputs remain reusable and interoperable, the platform adopts FAIR as a guiding
framework for data management and digital infrastructure design. The target archi-
tecture is that of a FAIR Digital Twin (FDT), in which the collection of digital infor-
mation composing the twin is itself FAIR and therefore machine-actionable [38]. The
H2SmartLab architecture is oriented toward this conceptual target, and the pipeline
components described below are each evaluated against it.

The implementation of FAIR guidelines spans several stages of the data lifecycle,
including data acquisition from sensors, data streaming, validation, transformation,
storage, and synchronisation with the Hydor—digital twin platform. Industrial sensors
and PLC/SCADA controllers capture real-time measurements from hydrogen produc-
tion and storage systems. Apache Kafka streaming infrastructure manages real-time
data ingestion and event distribution, serving as the central event streaming backbone
for scalable and reliable ingestion of sensor data [39]. Data quality services validate in-
coming measurements. Transformation services then convert validated JSON messages
into time-series database structures. QuestDB stores the resulting structured time-
series. REST APIs enable controlled synchronisation with the digital twin platform.
Each pipeline component contributes directly to one or more FAIR sub-principles, as
described in the sections that follow. In Figure 3.2, the FAIR principles are recalled for
the sake of completeness.

3.2 Findability

The concept of Findability is the first principle. It is the basis for the other three. Data
can neither be accessed, nor connected (interoperability), nor reused, if it is not found in
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Figure 3.2: FAIR guiding principles as outlined by Wilkinson et al. 2016 [4]

the first place. In the H2SmartLab infrastructure described in Section 1.1, Findability
is achieved by assigning structured identifiers and rich metadata to datasets generated
by laboratory experiments. The FAIR Findability sub-principles require that data and
metadata be assigned globally unique and persistent identifiers (PIDs), that data can
be described with rich metadata, and that metadata can be registered or indexed in a
searchable resource [7]. Each sensor measurement record in the H2SmartLab pipeline
includes a unique sensor identifier together with the sensor’s location in the pipeline, a
timestamp, and a measurement type. These fields constitute the per-record metadata
that enable both human and Al agents (automated or non-automated) to identify and
locate relevant data.

Beyond per-record metadata, a sensor registry documents measurement units, sen-
sor type, and experimental context as structured attributes within the ingestion pipeline
and database schema. The system relies on a single Kafka topic, raw_h2_data, to min-
imize topic management overhead. Three logical tables are derived from this topic:
raw_h2_data (raw ingested records), validated_h2_data (records that pass quality
checks), and system_events. The system_events table serves as a dead-letter store
—when a record fails authentication or validation, a compact row is written containing
the failure category (auth or validation), a truncated reason, the device identifier, and a
sanitized payload with the JWT token stripped out. However, Kafka streaming topics
are not equivalent to a searchable metadata catalogue in the FAIR sense. Satisfying
sub-principle F4, which requires registration in a searchable resource, would require an
additional metadata catalogue layer. The semantic organisation of topics does improve
discoverability within the platform and enables automated processing workflows. A fu-
ture enhancement should therefore consider adopting a dedicated metadata model that
exposes sensor identifiers and dataset descriptions via a searchable interface, bringing
the architecture into fuller compliance with F4.
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3.3 Accessibility

Accessibility is ensured through standardised interfaces that allow authorised users and
services to retrieve and integrate experimental data. The FAIR accessibility principle
does not require that all data be openly available; rather, it requires that a clear, stan-
dardised protocol exist for accessing the data, including authentication and authorisa-
tion procedures where necessary [7]. Controlled access managed through authentication
tokens and network restrictions is therefore fully consistent with FAIR, accessibility.

The H2SmartLab platform provides multiple access mechanisms. Kafka stream-
ing endpoints support real-time data consumption. REST APIs provide programmatic
access for external systems. The QuestDB SQL interface enables analytical retrieval
of historical sensor measurements. These interfaces collectively fulfil sub-principle Al,
which requires that data and metadata should be retrievable by their identifier using
a standardised communications protocol. The use of HTTPS-based REST APIs ad-
ditionally satisfies sub-principle Al.1, which requires that the protocol be open, free,
and universally implementable. Access to the Hydor digital twin platform is medi-
ated through these same APIs. This ensures that authenticated cross-infrastructure
integration remains reproducible and auditable.

3.4 Interoperability

Interoperability is achieved through standardised data formats, metadata structures,
and communication protocols. The FAIR Interoperability principle requires that data
use a formal, accessible, shared, and broadly applicable language for knowledge repre-
sentation, and that metadata vocabularies themselves follow FAIR principles [7].

The H2SmartLab pipeline relies on four interoperability-layer technologies for down-
stream data exchange: JSON-based data representation for sensor messages (see List-
ing 2.1), Kafka event streaming protocols for distributed data exchange, the QuestDB
time-series schema for structured storage, and REST APIs using HTTPS standards for
system integration. It is worth distinguishing these, from the acquisition-layer proto-
cols, namely OPC-UA, MQTT, and Modbus, which govern communication between the
physical instrumentation and the ingestion pipeline and operate at a different layer of
the architecture.

A key consideration for deeper interoperability compliance is the use of shared se-
mantic vocabularies. Sub-principle I1 requires not merely a structured format, but a
formally defined and shared knowledge representation. Towards this end, future devel-
opment should consider alignment with the W3C Semantic Sensor Network (SSN) ontol-
ogy and its lightweight core, SOSA (Sensor, Observation, Sampler, and Actuator). The
SOSA/SSN ontologies, a joint W3C and OGC (Open Geospatial Consortium) standard,
provide a formal vocabulary for describing sensors, observations, and their properties
in a way that supports interoperability across heterogeneous IoT and scientific moni-
toring infrastructures [40]. Annotating JSON message fields with SOSA /SSN terms, or
maintaining a metadata schema that maps local field names to standardised vocabulary
terms, would substantially strengthen FAIR compliance at the interoperability layer
and facilitate integration with external research infrastructure beyond Hydor.
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3.5 Reusability

Reusability is supported through provenance tracking, documentation, and modular
pipeline design. The FAIR reusability principle requires that data should be richly
described with accurate and relevant attributes, should be associated with detailed
provenance, and be released with a clear and accessible data usage licence [4].

Each dataset generated by the H2SmartLab pipeline contains metadata describ-
ing the sensor source, measurement context, timestamp, validation status, and data
transformation steps. This provenance metadata enables downstream users, including
modelling systems and simulation environments, to assess the quality and origins of the
data before reuse. The pipeline architecture itself is modular and containerised, allow-
ing individual components such as data validation, transformation, and synchronisation
services to be independently redeployed across different experiments or infrastructures.
Configuration files in YAML format define topics, schemas, and endpoints, enabling
reproducible redeployment of the full pipeline in other hydrogen research contexts. This
approach reflects established practice in scientific computing: Mitchell et al. demon-
strate that a FAIR data pipeline must combine components for executing modelling
workflows with mechanisms for recording provenance, so that the chain of evidence
connecting data inputs to analytical outputs can be transparently traced [41].

Two gaps remain to be addressed in future work. First, the platform does not
currently assign explicit data usage licences to its datasets. Adopting a Creative Com-
mons or institutional licence would satisfy FAIR sub-principle R1.1 and remove legal
ambiguity for potential data consumers. Second, the platform does not yet implement
dataset versioning, whereby successive generations of pipeline outputs are distinguished
and earlier versions remain accessible. Introducing versioning would further strengthen
reproducibility and align with best practice for FAIR scientific pipelines [41].

This chapter has examined how the H2SmartLab architecture satisfies the FAIR sub-
principles for data infrastructure. Note that the core ideas of the H2SmartLab project
are transferable to all industrial datasets similarly. Chapter 4 applies the closely related
FATRARS framework, the 2022 adaptation of FAIR for research software, to the software
artefacts themselves. Together, the two chapters provide a layered FAIR compliance
picture that covers data, platform, and software.

28



3.5. REUSABILITY

CHAPTER 3. FAIR IN DIGITAL TWINS

FAIR Principle | Key Practices Example Implementation
Findability Structured metadata per record | Sensor ID, timestamp, and mea-
surement type per record [7].
Semantic organisation of data | Kafka topic: raw_h2_data.
streams
Sensor registry and configura- | YAML configuration files doc-
tion ument units, type, and experi-
mental context.
Accessibility Real-time streaming access Kafka brokers provide real-time
access to experimental data.
Programmatic interfaces via | HI'TPS-based REST APIs al-
standard protocols low external systems to retrieve
and synchronise data [7].
Historical query interface QuestDB  SQL interface for
querying stored sensor time-
series.
Interoperability | Standardised data exchange for- | JSON messages with metadata
mats and measurement values.
Industrial acquisition protocols | OPC-UA, MQTT, Modbus for
sensor-to-pipeline communica-
tion.
Sensor semantic vocabulary (fu- | Alignment with W3C
ture work) SOSA/SSN ontology for formal
knowledge representation [40].
External platform integration | Synchronisation with Hydor
digital twin.
Reusability Provenance and contextual | Lab origin, sensor ID, times-
metadata tamp, validation status, and
transformation steps per record
[41].
Modular and containerised mi- | Independent services for valida-
croservices tion, transformation, and syn-
chronisation.
Configuration-driven repro- | YAML files define topics,
ducibility schema, and endpoints for
repeatable deployment.
Data licensing (future work) Assignment of explicit usage li-
cence (e.g., CC-BY) to datasets
[7].

Table 3.1: FAIR principles applied in the H2SmartLab data platform, mapped
to the sub-principles of Wilkinson et al. [7]. Cells marked “future work” identify
areas where the current architecture only partially satisfies the relevant FAIR
criterion.
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Chapter 4

Implementation

This chapter presents the implementation of a real-time data pipeline designed to sim-
ulate hydrogen laboratory telemetry, stream data through Apache Kafka, validate data
quality, persist measurements in QuestDB, and expose synchronisation services via a
FastAPI application. The system follows a physical-twin-to-digital-twin paradigm and
is designed to satisfy the FAIR4RS Principles [5] across all four dimensions: the software
is publicly released with a persistent identifier, accessed through standard open proto-
cols, built on community-standard formats and interfaces, and structured for modular
reuse. To validate the end-to-end data flow between the physical twin and the digital
twin, synthetic data are generated (see Section 4.6) in lieu of measurements from the
physical apparatus, which is still under construction. Beyond this practical necessity,
the use of simulated data also enables controlled testing under reproducible conditions
and the systematic exploration of edge cases that would be difficult, costly, or unsafe
to reproduce experimentally.

This chapter begins by revisiting the FATIR4RS principles (Section 4.1). The remain-
ing sections then discuss how each of the four dimensions is mapped within the proposed
pipeline, covering findability (Section 4.2), accessibility (Section 4.3), interoperability
(Section 4.4), and reusability (Section 4.5)

4.1 FAIR Principles for Research Software

Research software is defined by the FAIR4RS Working Group (WG) as including source
code files, algorithms, scripts, computational workflows, and executables created during
or for a research purpose [5]. To govern the management and sharing of such software,
the FAIR4RS WG adapted the FAIR Guiding Principles to produce the FAIR Principles
for Research Software (FAIR4RS Principles), illustrated in Figure 4.1. These principles
are relevant to any stakeholder in the research community seeking to increase trans-
parency, reproducibility, and reusability of research. The application of each FAIR4RS
criterion to the implemented system is made explicit throughout this chapter and sum-
marised in Table 4.4."

4.2 Findability

Satisfying the Findability dimension requires that the software and its associated meta-
data are easy for both humans and machines to locate [5].
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Figure 4.1: FAIR4RS Principles [5].

4.2.1 F1 — Globally unique and persistent identifier.

The complete pipeline source code is available on GitHub repository and provides a
canonical, human-readable access point, while the Zenodo record constitutes a persis-
tent, versioned snapshot that remains resolvable independently of the repository. Zen-
odo assigns a distinct DOI to each deposited version (F1.2), so that different releases of
the pipeline can be cited and retrieved unambiguously. Individual software components:
producer, consumer, and API are identifiable as separate directories within the archived
codebase, providing component-level granularity consistent with F1.1.

4.2.2 F2 — Rich metadata.

In the repository, the README describes the purpose, architecture, configuration pa-
rameters, and deployment procedure of the software. Inline docstrings document each
module and public function. Docker Compose service descriptions provide machine-
readable declarations of the runtime environment and inter-service dependencies. A
CITATION.cff file is recommended as a forward priority to provide structured, machine-
readable citation metadata aligned with community standards for research software.

4.2.3 F3 — Metadata explicitly includes the software iden-
tifier

The Zenodo metadata record embeds the assigned DOI as the canonical identifier of
the software it describes, ensuring that the identifier and descriptive metadata are co-
located and unambiguously linked.
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4.2.4 F4 — Searchable and indexed metadata.

The GitHub repository is indexed by standard web search engines. The Zenodo record is
harvested by OpenAIRE, making the software metadata discoverable through research
infrastructure aggregators without requiring direct knowledge of the repository URL.

4.3 Accessibility

4.3.1 Software Access

Satisfying the Accessibility dimension requires that the software and its metadata are
retrievable via standardised, open protocols [5]. All software components are openly
available under the MIT licence on GitHub and archived on Zenodo. Both platforms serve
content over HT'TPS: an open, free, and universally implementable protocol, satisfying
principles A1 and Al.1. No proprietary client or institutional subscription is required
to retrieve the software.

The Zenodo record constitutes a persistent snapshot of the codebase that is main-
tained independently of the GitHub repository. Should the repository become unavail-
able, the archived record and its descriptive metadata remain accessible through Zen-
odo’s long-term preservation commitment, satisfying principle A2.Table 4.1 lists the
primary software components and their access details.

Component Description Access Identifier
Simulation pipeline Full Docker Com- GitHub/Zenodo DOI:

pose stack [TBC]|
Kafka producer Telemetry simula- GitHub -

tion service
Kafka consumer Validation and in- GitHub —

gestion service
FastAPI  applica- Auth and sync API GitHub -

tion
Integration test Shell-based inte- GitHub -
scripts gration tests

Table 4.1: Software components, access points, and identifiers.

4.3.2 Authentication and Access Control

Principle A1.2 requires that the retrieval protocol supports authentication and autho-
risation where necessary [5]. The FastAPI application enforces access control through
JSON Web Tokens (JWT) signed with HS256 [42], a community-standard bearer-token
scheme. Three identity types are supported:

e Device: sensors authenticate via POST /device/login with a pre-shared device
_id and device_secret (bcrypt-hashed at rest). The issued token carries per-
missions: ["ingest_data"] and a 24-hour expiry. The producer refreshes the
token automatically when fewer than 300 s remain.

e Researcher: human users authenticate via POST /researcher/login. The to-
ken carries roles and data_access scopes that govern which data types the sync
endpoints return.
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e Admin: a researcher token with "admin" in roles, enforced by the get
_admin_user FastAPI dependency.

Credential storage uses two JSON files managed by the JsonFileRepository imple-
mentation of the abstract CredentialRepository interface (infrastructure
/registry/repository.py), supporting future migration to a database-backed store
without changing service code. Authentication logic is contained in domain/auth.py as
pure functions that accept the secret as a parameter, making them unit-testable without
HTTP or database fixtures. This layered design satisfies A1.2 by enabling controlled,
role-differentiated access to data ingestion and retrieval endpoints without requiring a
proprietary authentication mechanism.

4.4 Interoperability

4.4.1 Storage Layer

Principle 11 requires that software reads, writes, and exchanges data in ways that meet
domain-relevant community standards [5]. QuestDB [25] is used as the time-series
store. It exposes two community-standard interfaces: an HTTP REST endpoint (/exec)
for DDL (Data Definition Language) and SQL queries, and a PostgreSQL wire protocol
on port 8812 used by the Grafana data source. All QuestDB interaction is encapsulated
in infrastructure/questdb/. The client uses plain INSERT INTO SQL rather than the
InfluxDB line-protocol ingress path, allowing the same QuestDBClient to serve both
inserts and schema management without additional dependencies.

Principle 12 requires that software includes qualified references to other objects [5].
The pipeline references external standards and specifications explicitly: JSON (RFC! 8259)
is used for Kafka message encoding; JWT is defined by RFC 7519 [42]; and the bearer-
token scheme follows RFC 6750. Software dependencies are declared in requirements.txt
files for each service, providing machine-readable, qualified references to the external
Python packages on which the pipeline depends.

4.4.2 FastAPI Routing

The FastAPI application (api/main.py) exposes three router groups, summarised in
Table 4.2. FastAPI automatically generates an OpenAPI schema from the router defi-
nitions, providing a community-standard, machine-readable description of all endpoints
and their data models — directly supporting I1.

A background task (workers/auto_sync_worker.py) is launched in the FastAPI
lifespan hook. It polls QuestDB every SYNC_INTERVAL seconds and writes a local
JSON/CSV batch when at least BATCH_SIZE new records are available. If REMOTE_SYNC
_ENABLED=true, the batch is transferred over SSH/SFTP to the Hydor research platform
using paramiko. Each router constitutes an independently testable and documentable
unit of functionality whose scope is clearly delimited by naming and path conventions,
consistent with FAIR4RS criterion R1 [5].

!The acronym RFC most commonly stands for Request for Comments, a standard type of
document used to define the technical foundations and protocols of the Internet
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Endpoint Method Description

/device/login POST Issue device JWT.
/researcher/login POST Issue researcher JWT.

/verify POST Validate any token.

/health GET Auth service health check.
/sync/trigger POST Sync one paginated batch (researcher).
/sync/status GET Sync state and available record count.
/sync/complete POST Sync all remaining records.

/status GET Auto-sync worker state (admin).
/trigger POST Trigger manual sync batch (admin).
/remote-sync/test-ssh POST Verify SSH connectivity.

/summary GET Synced output file listing.

/metrics GET Prometheus metrics (ASGI mount).

Table 4.2: FastAPI router summary.

4.5 Reusability

4.5.1 Deployment Environment

Principle R3 requires that software meets domain-relevant community standards for
its field [5]. The runtime platform is orchestrated using Docker Compose, which en-
codes the complete execution environment as version-controlled configuration. Docker
and Docker Compose are established community standards for containerised research
software deployment. Any researcher with Docker installed can reproduce an identi-
cal deployment from the published repository without manual dependency resolution,
directly supporting reproducibility.

The complete stack is defined in a single docker-compose.yml (Table 4.3). All
application images are built locally from Docker files in the docker/ directory. En-
vironment variables are loaded from a .env file; the JWT_SECRET and DEVICE_SECRET
variables are required and have no defaults.

Service Port(s) Role

zookeeper 2181 Kafka metadata coordination.

broker 9092, 29092 Kafka message broker.

questdb 9000, 8812  Time-series database (HTTP + PG).
kafka_producer - Simulator and Kafka publisher.
kafka_consumer 8001 Ingestion service and Prometheus.
fastapi_app 8080 REST API and Prometheus /metrics.
prometheus 9090 Metrics scraping and storage.

grafana 3000 Dashboard visualisation.

Table 4.3: Docker Compose services and their exposed ports.

The broker health check (kafka-topics -list) is used as a Docker Compose de-
pendency gate so that the producer and consumer containers start only after Kafka is
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confirmed ready. The consumer additionally sleeps for 15s at startup to allow QuestDB
and the FastAPI application to complete their own initialisation.

4.5.2 Data Quality Layer

The quality assessment framework is implemented in domain/quality.py as a set of
pure functions with no I/O or framework dependencies, following the multidimensional
model proposed by Peixoto et al. [6] and discussed in Chapter 2. The deliberate ab-
sence of external dependencies means the module executes in any standard Python 3
environment, satisfying FAIR4RS principle R3 (community-standard execution envi-
ronment [5]) and simplifying adoption by other research groups.

4.5.2.1 Per-message validation

Each incoming Kafka message passes through validate_record(), which applies three
sequential checks and returns a ValidationResult dataclass carrying both a boolean
outcome and the full list of detected errors.

e Timestamp validation: the timestamp field must be present, parsable as an
ISO-8601 UTC string, and not in the future.

e Non-finite value detection: every numeric field is checked for NaN and Inf;
each violation is recorded as a separate named error.

e Imputation: fields that fail the non-finite check are replaced by the last known
good value for that field via clean_record(), which implements a forward-fill
strategy. Fields with no prior history are left unchanged and will be rejected by
validate_record() in the following pass.

Retaining the full error list in ValidationResult.errors rather than collapsing
the outcome to a boolean satisfies FAIR4RS principle R1.2 (detailed provenance [5]):
every rejection decision is inspectable and attributable to a specific field and check.
Records that fail validation are routed to a dead-letter table in QuestDB rather than
discarded, preserving the complete provenance of the ingested data stream and enabling
downstream analyses to make informed judgements about which records to include.

4.5.2.2 Quality dimension scoring

Beyond binary validation, evaluate_dimensions () computes seven scalar quality scores
per message, implementing the Peixoto et al. framework [6]:

e Completeness (C) fraction of non-null fields in the raw record (Equation 2.2),
computed by content_completeness().

e Timeliness (T") linear decay from 1 to 0 over a 120s volatility window (Equa-
tion 2.5), computed by timeliness_score() from the ISO-8601 message times-
tamp.

e Accuracy (A): mean of per-field outlier absence scores, computed by hampel
_outlier_ratio() over a rolling window of W = 60 readings using the Hampel
identifier with k = 3 (Equation 2.1).
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e Temporal completeness (7,) ramps from 0 to 1 as the rolling window fills after
a consumer restart, signalling when per-window dimensions become statistically
reliable (Equation 2.3).

e Weighted quality score (WQS): a weighted combination of accuracy (waq =
0.7) and completeness (wg = 0.3) (see Table 2.1), computed by weighted
_quality_score().

e Longitudinal WQS (LWQS): an exponentially weighted mean of the WQS his-
tory with decay 5 =5 (see Table 2.1), computed by longitudinal_wqs().

e Quality score drift (QSD): the signed difference WQS, —LWQS, (see Table 2.1),
providing an early warning of sensor degradation or network problems.

The function accepts and mutates caller-owned history structures (field_history
and wgs_history), making the stateful rolling-window behaviour explicit and testable in
isolation. This design satisfies FAIR4RS principle R1 (accurate and relevant attributes
enabling reuse [5]): the quality score schema provides a stable, documented interface
between the ingestion pipeline and any analytics tool introduced in future. All seven
scores are persisted to raw_h2_data_quality at 1Hz, making the quality layer fully
observable and retrospectively queryable via the QuestDB PostgreSQL interface.

The input and output types of all functions use plain Python primitives (Dict [str,
Any], List[float], Dict[str, floatl), whose keys directly match the Kafka message
schema and the QuestDB table columns with no intermediate mapping. This satisfies
FAIRARS principle I1 (community-standard data exchange formats [5]) and ensures the
module can be integrated into any Python-based pipeline without modification.

4.5.3 Provenance and Attribution

Principle R2 requires that software includes qualified references to other software [5].
The Git commit history provides a full, auditable record of development decisions, sat-
isfying provenance requirements alongside the Zenodo versioned release. Service-level
requirements.txt files declare all Python dependencies with pinned version numbers,
constituting qualified references to the external software on which each component de-
pends. The recommended addition of a codemeta.json or CITATION.cff file would
further formalise these references in a machine-readable format aligned with CodeMeta
vocabulary, consistent with the approach demonstrated by the gammaShiny example
discussed in Barker et al. [5].

Table 4.4 maps the four FAIR4RS dimensions to specific implementation choices
in this prototype, following the analytical framework of Barker et al. [5]. Each cell
identifies a concrete artefact or decision rather than a general aspiration.

4.6 Physics Simulation Layer

4.6.1 Design Rationale

The physical twin is replaced by a software simulator that reproduces the dynamic
behaviour of the hydrogen production facility described in [43]. That work characterised
a 21.2kW alkaline electrolyser (AEL) paired with an air-driven reciprocating booster
compressor filling a 200 bar(g) storage vessel, and published time-series data at 1 Hz for
two operating points: 4.6 bar(g) back-pressure (2.52 Nm? /h Hy flow, 93 kWh /kg specific
energy consumption) and 4.2 bar(g).

36



4.6. PHYSICS SIMULATION LAYER CHAPTER 4. IMPLEMENTATION

Dimension FAIR4RS Implementation Evidence
Criterion

Findable F1: Globally Source code availability on GitHub
unique PID repository provides canonical URL.

Zenodo versioned releases satisfy F1.2;
component-level directories satisfy
F1.1.
F2: Rich README, inline docstrings, Docker
metadata Compose service descriptions.
Recommended extension:
CITATION.cff.
F3: Metadata  Zenodo metadata record embeds the
includes assigned DOI as the canonical
identifier software identifier.
F4: Indexed in GitHub indexing; Zenodo metadata
a searchable harvested by OpenAIRE.
resource

Accessible Al / Al.lL: HTTPS access via GitHub and
Open, free Zenodo.
protocol
A1.2: Protocol JWT over RFC 6750 bearer-token
supports scheme; role-differentiated device,
authentication researcher, and admin access.
and
authorisation
A2: Metadata  Zenodo maintains the archived
accessible if snapshot and descriptive metadata
software independently of the GitHub
unavailable repository.

Interoperablell: JSON message encoding; PostgreSQL
Community- wire protocol for Grafana; OpenAPI
standard data  schema auto-generated by FastAPI.
exchange
12: Qualified requirements.txt per service with
references to pinned versions.
other objects

Reusable R1 / R1.1: Docker Compose enables
Clear usage one-command deployment.
information Environment variable configuration

and licence
R1.2: Detailed
provenance
R2: Qualified
references to
other software
R3:
Community-
standard
execution
environment

documented in README.
Git commit history;

Pinned requirements.txt per service.
Docker and Docker Compose are

community standards for containerised
research software deployment.

Table 4.4: Mapping of FAIR4RS Principles [5]| to implementation choices.
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4.6.2 Sub-model Structure

The simulator is implemented in simulator/hydrogen_plant.py as four coupled sub-
models coordinated by the top-level HydrogenPlantSimulator class. Table 4.5 sum-
marises each sub-model’s physical scope and the calibration references used.

Sub-model Key behaviour Reference

ElectrolyserModel 5-min warm-up ramp; purge Figs. 4-5, Table 9
dips every 180s (8s, flow
— 15% of nominal); power
~21.2kW; slow temperature
random walk.
CompressorModel Storage pressure Figs. 6-10, Tables 11-12
10 - 200barg in ~5h; drive-
air flow steps 20— 55Nm?/h
with storage pressure; 45s
air-compressor  load/unload
cycle.
HydrogenBuffer 50L ideal-gas low-pressure Section 2.1
buffer between AEL and
booster;  pressure updated
from mass balance each tick
via p = nRT/(V - 10°).
TemperatureModel  Slow independent random Section 2.3.1
walk on nine TT channels
within physically calibrated
bounds; Joule-Thomson cool-
ing reproduced on Hy line
Sensors.

Table 4.5: Physics simulator sub-models and their calibration sources.

4.6.3 Streaming Interface

The HydrogenPlantSimulator.step() method advances all sub-models by one time-
step At (default 1s) and returns a Python dictionary whose keys match the pipeline
table schema directly (e.g. H2_005PT, H2_001FT, H2_001TT). This allows the producer
entry point to remain agnostic of the simulation internals:

sim = HydrogenPlantSimulator ()
while True:

state = sim.step () # one sensor tick
state["auth"] = {"token": token, "device_id": device_id}
kafka_client.publish(state) # serialise to JSON and send
time.sleep (0.5) # 2 Hz publish rate

Listing 4.1: Producer main loop (cmd/producer.py).
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A thin compatibility wrapper in simulator/physics_model.py preserves the origi-
nal initial_state() / generate_physical_state() function signatures for backward
compatibility.

Conclusion

This chapter has presented the implementation of a modular, event-driven prototype for
secure, real-time hydrogen laboratory telemetry integration. The system encompasses
sensor simulation, Kafka-based streaming, consumer-side quality validation, time-series
persistence in QuestDB, and controlled synchronisation interfaces exposed via FastAPI.
Each architectural decision has been explicitly related to one or more of the FAIR4RS
Principles [5]: Docker Compose encoding of the execution environment supports R3;
community-standard message formats and explicit RFC references support I1 and 12;
public archival on Zenodo with a persistent DOI and OpenAIRE indexing supports F1,
F3, and F4; HTTPS access and JWT-based access control support Al, A1.1, A1.2, and
A2; and embedded quality metadata with pinned dependency declarations supports
R1.2 and R2.
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Chapter 5

Conclusion

This thesis has presented the design and implementation of a real-time, even-driven data

pipeline for the H2SmartLab hydrogen research infrastructure. The system bridges the

gap between the physical laboratory and the Hydor digital twin platform by combining

Apache Kafka-based streaming, a multidimensional data quality layer, time-series per-

sistence in QuestDB, and authenticated synchronization endpoints built with FastAPI.
The five objectives stated in Chapter 1 have been addressed as follows.

Real-time ingestion: A Kafka-based pipeline ingests simulated high-frequency
hydrogen sensor data with sub-second end-to-end latency. Key-based partition-
ing preserves per-sensor even ordering; configurable retry logic ensures resilient
operation during transient broker unavailability.

Data quality assurance: For each record, the function validate_record per-
forms low-level checks and aggregates all errors. Next, the function clean_record
is used before final validation when writing to the validated table. Beyond binary
pass/fail, the quality layer computes dimension metrics per record, enabling both
real-time monitoring and retrospective trend analysis.

Efficient time-series storage: QuestDB provides columnar, compressed per-
sistence with ingestion via a PostgreSQL-enable SQL interface. The storage layer
ins decoupled from the validation logic, permitting backend substitution without
modifying upstream services.

Standardised and secure access: A FastAPI application exposes JWT au-
thenticated REST endpoints for data synchronization with role-scoped tokens for
researcher and device principals. An automatic background sync_worker and
three researcher controlled endpoints provide flexible, auditable data transfer to
the Hydor digital platform.

FAIR alignment: The pipeline and all software artifacts satisfy the FAIR Guide-
lines Principles [4] and FAIR4RS Principles [5] for data and software respectively.
The codebase is publicly released on GitHub and archived on Zenodo with a
persistent DOI. Docker compose deployment enables one-command reproducibil-
ity; per-record provenance metadata supports transparent reuse by downstream
research system.

Four extensions are recommended for the next development cycle, in order of prior-
ity: (1) migration from Zookeeper to KRaft consensus mode; (2) introduce a Confluent
Schema Registry with Apache Avro encoding, which would move schema validation up-
stream and satisfy FATR4RS criterion F2 programmatically; (3) implement cross-sensor
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consistency checking once H2SmartLab domain experts have validated the inter-sensor
correlation rules; and (4) integrate the shell-based integration tests into a GitHub Ac-
tions CI workflow, adding pytest-based unit tests for the validation pipeline.

An additional speculative direction is the integration of a Large Language Model
(LLM) layer that consumes validated time-series data and generates natural-language
anomaly explanations for laboratory operators. This would transform the pipeline from
a data-transport infrastructure into a cognitive advisory system, but is outside the scope
of this thesis.
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