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Abstract

Neural networks excel at discovering statistical patterns in high-dimensional data sets. In
practice, higher-order cumulants, which quantify the non-Gaussian correlations between three or
more variables, are particularly important for the performance of neural networks. In this thesis
we study the efficiency of neural networks at extracting features from higher-order cumulants.
We first discuss the fundamental statistical and computational limits of recovering a single
non-Gaussian direction, by computing the number of samples n required to reliably distinguish
between inputs from the spiked cumulant model and isotropic Gaussian inputs. Our findings
confirm the existence of a wide statistical-to-computational gap: statistical distinguishability
requires n & d samples, while distinguishing the two distributions in polynomial time requires
n & d2 samples for the class of algorithms covered by the low degree conjecture. Numerical
experiments show that neural networks do indeed learn to distinguish the two distributions with
quadratic sample complexity. Then, to further bridge the gap between theory and practice, we
show that correlations between latent variables along the directions encoded in different input
cumulants speed up learning from higher-order cumulants, reaching linear sample complexity.
We show this effect analytically by deriving nearly sharp thresholds for the number of samples
required by a single neuron to weakly-recover these directions using online SGD from a random
start in high dimensions. Our analytical results are confirmed in simulations of two-layer neural
networks and unveil a new mechanism for hierarchical learning in neural networks.

Finally we connect to feature learning of deep networks via the proxy of independent
component analysis (ICA), a simple unsupervised method that seeks the most non-Gaussian
projections of its inputs. The motivation is that ICA finds features that are similar to the
first-layer filters learned by deep convolutional networks on classification tasks. This similarity
suggests that ICA provides a simple, yet principled model for studying feature learning. Here,
we prove that FastICA, the most popular ICA algorithm, requires at least n & d4 samples to
recover a single non-Gaussian direction from d-dimensional inputs on a simple synthetic data
model. We show that vanilla online SGD outperforms FastICA, and prove that the optimal
sample complexity n & d2 can be reached by smoothing the loss, albeit in a data-dependent way.
We conclude by discussing how this picture extends to different distributions and architectures,
such as generative diffusion models.



Contents

Contents iii

Notation 1

1 Introduction 2
1.1 Background and motivation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2
1.2 Single and multi-index models . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 5
1.3 Overview of the thesis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7
1.4 Organization of the manuscript . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 10

2 Algorithmic hardness 12
2.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 12
2.2 The data models . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 14
2.3 How many samples do we need to learn? . . . . . . . . . . . . . . . . . . . . . . . . . 15
2.4 Learning from HOCs with neural networks and random features . . . . . . . . . . . 22
2.5 Concluding perspectives . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 26
2.A Experimental details . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 28
2.B Mathematical details on the hypothesis testing problems . . . . . . . . . . . . . . . . 29
2.C Details on the replica analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 46

3 Neural Network dynamics 48
3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 48
3.2 Results and insights: an informal overview . . . . . . . . . . . . . . . . . . . . . . . . 48
3.3 Rigorous analysis of the perceptron: the non-Gaussian information exponent . . . . 52
3.4 Discussion: hierarchies of learning with neural networks . . . . . . . . . . . . . . . . 57
3.5 Concluding perspectives . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 60
3.A Dynamical analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 62
3.B Details on the experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 72

4 Feature learning from non-Gaussian inputs: the case of Independent Compon-
ent Analysis 75
4.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 75
4.2 Setup . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 77
4.3 Theoretical Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 80
4.4 The search phase of FastICA on images . . . . . . . . . . . . . . . . . . . . . . . . . 87
4.5 FastICA provably recovers a non-Gaussian direction at linear sample complexity on

the “subspace model” . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 88
4.6 Concluding perspectives . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 89

iii



CONTENTS iv

4.A Experimental details . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 91
4.B Properties and definitions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 92
4.C Measures of non-Gaussianity for ICA . . . . . . . . . . . . . . . . . . . . . . . . . . . 93
4.D FastICA . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 95
4.E Smoothing the landscape . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 100
4.F The subspace model turns out to be a spiked cumulant model after preprocessing . . 103
4.G Additional numerics . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 110

5 Concluding perspectives 112
5.1 Overview of the recurring themes . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 112
5.2 Perspectives . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 113
5.3 Final remarks . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 116

Bibliography 117

A Notions on Hermite polynomials 129
A.1 Links with cumulant theory . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 132



Notation

We use the convention 0 ∈ N. n ∈ N denotes the number of samples, d the dimensionality of each
data point x. The letters k,m usually denote free natural parameters. Let [n] := {1, . . . , n}, µ ∈ [n]
is an index that ranges on the samples and i ∈ [d] usually ranges on the data dimension. Throughout
we use the standard notations o,O,Θ,Ω, ω for asymptotics. We recall them here for sequences, but
they generalize in the straight forward way in the case of functions.
Let {ak}k∈N, {bk}k∈N be two real valued sequences. Then:

ak ∈ o(bk) ⇐⇒ lim
k→∞

ak
bk

= 0

ak ∈ O(bk) ⇐⇒ ∃C > 0 ∈ R ∀k > k0 |ak| ≤ C|bk|
ak ∈ Θ(bk) ⇐⇒ ∃C1, C2 > 0 ∀k > k0 C1bk ≤ ak ≤ C2bk

ak ∈ Ω(bk) ⇐⇒ ∃C > 0 ∈ R ∀k > k0 |ak| ≥ C|bk|

ak ∈ ω(bk) ⇐⇒ lim
k→∞

|ak|
|bk|

=∞

Occasionally we use the shorthands an � bn for an = o(bn), an . bn for an = O(bn) and an � bn or
an ≈ bn for an = Θ(bn).
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Chapter 1

Introduction

1.1 Background and motivation
The theory of deep learning aims to build a mathematical framework that can answer questions that
come from practice. Some examples are: What makes one neural network design better suited to a
task than another? Why do some learning rules succeed where others fail? Are networks actually
learning, or do they just "regurgitate" memorized material? On which features of their inputs do
neural networks rely on to make predictions?. These questions introduce the three main ingredients
of deep learning: the architecture, the optimization algorithm and the data distribution. The first
two are easier to understand: architecture indicates how many artificial neurons there are and the
way in which they are connected: it impacts how the information is propagated inside the network
and the operations that the input undergoes before becoming output. Optimization algorithm refers
to the way in which training is carried out; how the weights inside the network are adjusted to map
a given input to a specified output.

At first sight, it may seem there is nothing missing: after all, once the network has been built
and trained, then all the work has been done and it is ready for deployment. However, here lies
the key issue: the reason why after training the network can actually work in practice, i.e. it is
able to predict the correct label of inputs that it never saw before, is something that concerns the
probability distribution of the data.

To better illustrate this, consider the example in fig. 1.1. In this case, the training data consists
only of 16 equispaced samples taken from an EEG signal. Both a two-layer neural network and
a polynomial interpolator manage to fit these data points perfectly. However, looking at how the
lines behave outside the training nodes, we see a stark difference. The neural network solution is
always very simple, and matches much more closely the noisier ground truth line, than the wobbly
polynomial interpolator, which explodes at the boundary of the interval.

The aim of this example is not to try to elevate neural network algorithms above standard
polynomial interpolations: a piecewise linear algorithm would have performed almost as well as the
neural network on this simple one-dimensional example. The point is that to assess the performance
of a method, one needs to look at the generalization error, the mistakes made on inputs that were
note seen during training. Hence, by definition, the generalization error depends on the whole
procedure (often probabilistic) that generates data and labels. If instead of an electroencephalogram,
fig. 1.1 depicted the values of a high degree polynomial, then the Lagrange polynomial interpolator
would have given better results than the neural network. So why are neural networks widely used
in practice, when Lagrange polynomial interpolation on equispaced nodes is usually discouraged?
There is a purely empirical answer: on most instances that can be encountered in practice, data

2
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Figure 1.1: Electroencephalogram signal (green) fitted by a two-layer fully connected neural network
(blue), and Lagrange interpolation polynomial ( red).

behaves more similarly to the the green and blue lines in fig. 1.1, than the red one. However, if we
want to build a theory of deep learning, we cannot be satisfied with just this answer. We want to be
able to make predictions on which methods will work on which data distributions in advance, before
investing resources in building and training them. Hence, it is not enough to study architecture and
optimization algorithm but we need to couple them with models of data distributions that allow to
assess how the generalization error is impacted by specific properties of the network, the training
regime, and the statistical properties of the inference task. In this way it is possible to find and
isolate which properties of the three ingredients are vital for fruitful synergies.

It follows from the previous discussion that to fully specify the framework of a theoretical invest-
igation, one needs to describe the assumptions or choices made for each ingredient. Combinatorially
many approaches are possible, and each choice, in order to be mathematically explainable, must
involve some simplification in each of the three dimensions. Regarding the architecture, a lot of
research is focusing on two-layer fully connected neural networks (2LFCNN or simply 2LNN), i.e. a
map of the form

Rd 3 x→
P∑
i=1

aiσ

 d∑
j=1

Wijxj

 (1.1)

where (a,W ) ∈ RP × RPd are the trainable weights, and σ is a non-linear activation (or link)
function. The reason behind the interest in this specific architecture is that 2LNN are the simplest
networks that exhibit two core properties of deep learning:

• Feature learning: The possibility to dynamically change W in eq. (1.1) during training
allows to select the right linear projections (features) of the data for the task at hand. This
intuitively means that deep networks can "autonomously decide what to look at". As we will
see in section 1.2, algorithms based on feature learning are provably more efficient than others
on a wide class of high-dimensional inference problems. Key questions that drive theoretical
research in the field are related to feature learning, some examples that will be relevant in the
following are: which features are the best for which tasks? Under which conditions are networks
able to learn them? Are there harder features to learn than others? Is there a particular order
in which features are dynamically learnt?

• Universal approximation: under the condition of non-polynomial activation σ, two-layer
neural networks can closely approximate almost all function. More precisely, let us denote
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networks of the form eq. (1.1) as f(a,W ) : Rd → R. Suppose σ is monotone, going to 0 for
x→ −∞, and to 1 for x→ +∞, then for any compact set K ⊆ Rd, target function f∗ ∈ C(K)
and ε > 0, there exist P, ā ∈ RP , W̄ ∈ RPd such that supx∈K |f(ā,W̄ )(x)− f∗(x)|| ≤ ε (this is
the version from [1], the hypotheses on σ and the continuity of f∗ can be relaxed, see also
Cybenko [2] and Barron [3] for different versions of the result).

Universal approximation results provide another perspective to look at the interplay between
architecture, algorithms and data: from the expressivity point of view, 2LNN are enough for any
application. If taken wide enough, they can well approximate any function. So why, then, would
we need different architectures? Part of the answer is in the fact that approximation theorems
do not give a recipe on how to find the solution (ā, W̄ ), so optimization algorithms are needed,
and differences in the network architecture will impact the training dynamics. The other half of
the answer is provided again by fig. 1.1: there may be many different functions that fit f∗ in the
training set, but the crucial point is how they behave on new data. There is evidence that common
algorithms used to optimize deep networks, such as stochastic gradient descent (SGD) or Adam [4]
tend to favor simple solutions (see for instance [5]), while the architecture of the network can bias
the solution in diverse ways, for example introducing desired symmetries (e.g. translation invariance
for convolutional networks).

A common way to theoretically model learning with two-layer neural networks is to consider the
teacher-student setup: fix d and P , and consider a general distribution P(x, y). Let the network
f∗ = f(a∗,W ∗) be the one that minimizes a loss function, for instance in the mean squared case we
have,

(a∗,W ∗) = argmina,W L(a,w) = argmina,WEP [|f(a,W )(x)− y|2]. (1.2)

This means that the network f∗ is the best possible mapping x→ y that a 2LNN can ever learn.
The teacher-student setup consists in approximating P as first sampling x via the marginal PX and
then approximating P (y|x) via f∗(x)+ noise. In this way the optimization problem becomes:

argmina,WEP,noise[|fa,W (x)− f∗(x)− noise|2] (1.3)

where f∗ is the teacher and f is the student; usually the two networks are taken to have the same
number of parameters.

The convenience of this operation becomes evident when one models PX to be a particularly
simple distribution, usually a standard Gaussian in Rd: under the hypothesis of gaussian label noise
the intractable high-dimensional integral in eq. (1.2) became a tamer Gaussian integral:

argmina,W E
(x,z)∼N (0,1d+1)

[|fa,W (x)− f∗(x)− εz|2]. (1.4)

This allows to focus the analysis on properties of the architecture eq. (1.1) and of the task f∗, by
choosing a particular initial structure of the teacher’s weights (a∗,W ∗).

This approach proved to be very fruitful, a first line of work analysed online training dynamics
on a simplified version of eq. (1.1), called committee machines (second-layer weights constantly
equal to 1) started in [6], where the high-dimensional (d→∞) training dynamics were reduced to a
finite dimensional dynamical system in terms of order parameters, allowing for an almost exhaustive
analysis of the evolution of interesting quantities associated with the inference task, such as the
generalization error. This approach was then extended to more and more general networks in [7–9].
In the next section we will overview a specific class of models which focus on the problem of low-rank
detection and estimation of a key subspace, which will be important to introduce and motivate the
content of this thesis.
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Figure 1.2: This extract from [15] illustrates the relationship between the number of steps T and the
batch size nb for SGD on single index models. Note that the total sample complexity is the product
n = nbT . Along the axes we have the limiting cases discussed in this section: polylog-batch size
SGD along the y-axis and polylog-steps GD on the x-axis, of which batch one SGD and single step
GD are a particular cases. The plot is drawn considering optimal choices of the learning rate for
each regime and also illustrates how MSE loss does not allow to have the optimal sample complexity
for large batch sizes and few steps regime, whereas correlation loss (see chapter 3) does. For further
details, see [15]

1.2 Single and multi-index models
In this section we provide a brief overview of Gaussian single and multi index models, which are
teacher-student models as in eq. (1.4) that involve a low-rank feature matrix W ∗ inside f∗, i.e.

f∗(x) = g∗ (w∗1 · x,w∗2 · x, . . . , w∗r · x) (1.5)

with r = Od(1), and g∗ : Rr → R a regular function (the precise assumptions depend on the
exact analysis one needs to carry out, for the illustrative purposes of this section we will take
g∗ ∈ C∞(Rd → R)).

We start by focusing on the single index case, that amounts to considering r = 1. On these
models we investigate the sample complexity, which is the minimum scaling of the number of samples
n (as a function of d) that a student needs to see in order to learn the hidden direction w∗ := w∗1.

In the case of polynomial g∗, algorithms not based on feature learning, such as kernels or random
features (see [10–12]), have a sample complexity with a poor dependence on the degree of g∗: if
the degree is k, then it is necessary to have n & dk samples in order to fully learn σ (see [13, 14]).
More in general for dk samples will learn the best poly-k approximation of g∗, even in the case of
non-polynomial g∗.

Turning to feature learning algorithms, the simplest case is the one of a single neuron w trying
to find the hidden direction via online SGD; setup considered in [16]. In this scenario the invariant
that regulates the sample complexity is not the degree of the link function, but the information
exponent `, which is the degree of the first non trivial term in the Hermite decomposition of g∗
(for a more formal definition, see definition A.3). After choosing the best learning rate, the sample
complexity for weak recovery ,i.e. non-negligible overlap of the student with the hidden direction
w·w∗
||w||||w∗|| = Θ(1), is:

• if ` = 0 or 1, then sample complexity is linear, n & d
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• if ` = 2 then n & d log d.

• if ` ≥ 3 then n & d`−1.

It is possible to further speed up these timescales with the smoothing trick first introduced in [17]
and then developed for single index models in [18] (see also chapter 4 for more details), which allows
to reach n & d`/2.

The sample complexities described, are for the case of online batch one stochastic gradient
descent, which means that at each step the weights are updated using only one new data sample. It
is possible also to go to the opposite regime, with few samples, but with very large batches, [19][20]
followed these approaches, that were later generalized for a more general trade off number of steps
to batches dimension in [15]. In fig. 1.2 we can see the complete picture. Note that the single step
SGD, although often employed for theoretical studies due to its analytic tractability, is suboptimal
and requires overall d` samples. However, by employing polylog(d) gradient updates and correlation
loss it is possible to achieve recovery with batches of d`−1 samples, matching the sample complexity
of online SGD.

Finally, it was recently found that the invariant given by the information exponent works only
due to particular symmetries of the labels, and by applying random label transformation it is
possible to lower `. This leads to a new invariant, called generative exponent k [21], which is the
minimum information exponent of the functions in the set

{
T ◦ f∗ | T ◦ f∗ ∈ L2(R,PX)

}
. The

generative exponent can be even considerably lower than the information one. For example the
information exponent of polynomials can be arbitrarily large, while their generative exponent is at
most two. To achieve the sample complexities predicted by the generative exponent, one needs to
either transform the labels, or change the structure of the weight updates, so that they escape the
regime of correlational queries (CSQ): a regime in which the optimization algorithm can acquire
new information only through a prescribed, correlational coupling between inputs and labels, that
does not allow to break the symmetries that can slow down learning (for more details on CSQ see
section 1.2 in [21]).

An effective and surprising way to produce the speed up consists in repeating batches ([22], [23]),
which is a strategy commonly used in practice, mostly due to the scarcity of data, but previously
was not believed to carry particular benefits, it was often believed that the samples complexities
predicted by the information exponent would extend to this case with just marginal improvements
to the constants in front of the asymptotic scalings.

However, the correlations between different times of the learning dynamics that reusing batches
introduces, allows to change the structure of weight updates in such a way that the symmetries
causing the information exponent to increase are not impacting anymore, allowing to reach a regime
in which learning depends only on the generative exponent. See [22] and [23] for details on repeating
batches, or also [24] for an overview of other algorithms that allow to interpolate between information
and generative exponents.

Turning now to the case of multi-index models, in the case of a function g∗ that does not couple
much the different directions, then the situation is almost identical to the rank one case: if the
student network is expressive enough, and under reasonable conditions on the training regime,
each direction wi is learned with the sample complexity predicted by the information/generative
exponent of its activation σ∗i . However, there are many cases in which the interdependence between
the different arguments of g∗ can produce speed-up effects, called the staircase phenomenon Dandi
et al. [20], Abbé et al. [25, 26] and Bietti et al. [27]. We will illustrate it with an example inspired
from [20]. Consider the two teacher functions

f∗1 (x) = x1 + x1x2, f∗2 (x) = x1x2
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Figure 1.3: Experiment from [28], where a deep network was trained on different clones of CIFAR10
and then tested on a classification task on the original dataset. On the left the accuracy of the
performance, portrayed as training progressed, on the right samples from the cloned distributions.

They are multi-index model with w1 = e1 and w2 = e2. Performing full batch GD with linear
sample complexity, for two steps and two students f1, f2 of the form eq. (1.1), with enough neurons,
we will observe that in the first step f1 will learn the direction e1, since the function x→ x1 has
information exponent one. On the contrary, after one step, f2 will not have learned anything since
x1x2 has information exponent two. Performing now the second step, f2 will stay stuck at trivial
performance, while f1 learns also the second direction e2. Indeed the function x→ x1x2, which has
information exponent two by itself, when the network has already learned x1, it becomes of the
same difficulty of learning x→ x2, which is learnable in one step of GD. Remarkably, in this way
the network learns in two steps a function that would have required an extensive number of steps to
be learned.

This was by no means an exhaustive introduction to single and multi index models, for more
details we refer to the sources cited in this section. There will also be more in depth discussions of
some of the topics introduced here in section 3.4.1.1.

1.3 Overview of the thesis
The main topic of this thesis is to better understand what happens when it is not possible to pass
from (1.2) to eq. (1.4). In particular, when it is not possible to assume the data to be Gaussian.
Motivations for this line of research come from real data: experiments in [28], that we report in
fig. 1.3, show what happens when a network is trained on approximated clones of CIFAR10 and
then tested on the true distribution. The green line in the plot is the best gaussian approximation:
from all the classes in CIFAR10 the empirical mean and covariance matrices were computed and
then the clones were constructed by sampling from the Gaussian distribution with such mean and
covariance. While in the initial stage of learning this does not seem to impact the accuracy, as
training goes on, the performance of the network trained on the Gaussian clones quickly saturates
and by the end of learning there is a delta of around 60 percentage points. This is evidence that
a key part of the information that networks exploit to solve real world tasks is encoded in the
non-Gaussian statistics of data. To be more precise, we define as non-Gaussian statistics all the
properties of a data distribution that cannot be captured by a Gaussian approximation. A possible
representation of these quantities comes from the concept of cumulant: let X ∈ Rd be a random
variable and ΦX(ξ) := E [eξ·X ] be its moment generating function. The cumulants are defined as the
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Figure 1.4: Learning the spiked cumulant task with neural networks and random features.
Test accuracy of random features (orange and red) and early-stopping test accuracy of two-layer
ReLU neural networks (blue and light blue) on the spiked cumulant task eq. (2.3) with linear and
quadratic sample complexity (nclass � d in A and nclass � d2 in B where d = 40 for blue and red
lines, d = 100 for light blue and orange). More details in section 2.4.2.

coefficients of the expansion of KX(ξ) := log ΦX(ξ). The first two are mean vector and covariance
matrix, which are the only ones that a Gaussian approximation can capture. All the cumulants of
order larger than two (corresponding to the coefficients of the expansion of KX with degree ≥ 3)
are called higher-order cumulants (HOCs), and are one of the main objects of study of this thesis.
We want to understand how hard it is to learn from them, both from an abstract perspective, and
from the point of view of neural network dynamics. Then, we want to investigate how HOCs in
data distributions affect feature learning of deep networks.

In this thesis we will present these themes in three steps, that we overview in the following
subsections.

1.3.1 Algorithmic hardness

In chapter 2 we will first study the algorithmic baselines of learning from HOCs. We introduce the
spiked cumulant model, a variant of the spiked Wishart model, that differs from standard Gaussian
only via high-order cumulants (≥ 3) of the distribution. In order to learn from HOCs one needs to
first be able to detect them, i.e., be able to distinguish a distribution with non-trivial HOCs from a
distribution with only low-order correlations. Hence, we will study the problem of hypothesis testing
in the high-dimensional limit: given n samples from a d−dimensional distribution, is it possible to
devise a statistical test that will find whether the samples were taken from the spiked cumulant
model or they were just standard Gaussian noise? Is it possible to have a probability of correct
distinguishability that converges to 1 as n, d→∞ with a fixed scaling n � dθ? We answer these
questions via the method of likelihood ratio and low-degree polynomials (section 2.3). The main
results in this direction are:

• We provide an explicit formula for the likelihood ratio norm, and prove that if θ < 1, it
is bounded, whereas if θ > 1 it diverges in the high-dimensional limit. This implies that
linear sample complexity is the transition between an inference problem that is information
theoretically impossible, to a problem that is statistically solvable.

• We provide an alternative proof of the low degree analysis from [29], which confirms the
presence of a statistical-to-computational gap for the problem: if we restrict to polynomial-time
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Figure 1.5: Correlated latent variables speed up learning of neural networks. Left Test
error of a two-layer neural network trained on the mixed cumulant model (MCM) of eq. (3.1). The
MCM is a binary classification tasks where the inputs in the two classes have a different mean, a
different covariance, and different higher-order cumulants (HOCs). We show the test error on the
full data set (red) and on several “censored” data sets: a test set where only the mean of the inputs
is different in each class (blue) a test set where mean and covariance are different (green), and a
Gaussian mixture that is fitted to the true data set (orange). The neural networks learn distributions
of increasing complexity: initially, only the difference means matter, as the blue and red curves
coincide; later, the network learns about differences at the level of the covariance, and finally at the
level of higher-order cumulants. Right Same setup, but here the latent variables corresponding to
the covariance and the cumulants of the inputs are correlated, leading to a significant speed-up of
learning from HOCs (the red and orange line separate after & 104 steps, rather than & 106 steps).
Parameters: d = 128, Network width = 512, ReLU activation function. More details in fig. 3.2.

algorithms, then, under the low-degree conjecture (conjecture 2.5), it is required to have n > d2

to be able to solve the problem.

We finally experimentally investigate the performance of 2LNNs and random features on this
model: looking at fig. 1.4 we can see that at linear sample complexity the classification accuracies
do no better than random guess, while at quadratic sample complexity only the 2LNN manages to
learn, showing separation with respect to random features.

Chapter 2 is based on [30], and is the result of a collaboration with Eszter Székely, Federica
Gerace and Sebastian Goldt.

1.3.2 Neural network dynamics

In chapter 3 we start from the observation in fig. 1.3, deep networks seem to learn from non-Gaussian
statistics faster than the quadratic sample complexity predicted in section 1.3.1. Hence, we will
generalize the spiked cumulant model to better account for the complexity of real-world distributions,
in which low and higher order statistics are not isolated as in the spiked cumulant model, but can
interact. We do this in the mixed cumulant model via the introduction of spikes in the low order
cumulants (as in spiked Wishart model). Then it is possible to model the interdependence of low
and high order cumulants by introducing positive correlations in the latent variables corresponding
to low and high-order spiked directions. Mathematically, we then prove that these latent correlations
can speed up learning with neural networks (see proposition 3.4 and proposition 3.5).

We also illustrate experimentally in fig. 1.5 the result training a two-layer neural network on
a classification task based on distinguishing samples of the mixed cumulant model from standard
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Figure 1.6: Independent component analysis yields similar filters as deep convolutional
neural networks. (a) The first-layer convolutional filters extracted from an AlexNet trained on
ImageNet show the hallmarks of Gabor filters [32], like orientation, localisation, and bandwidth-
specificity. (b) Independent components found with online SGD on 100 000 64×64 patches extracted
from ImageNet, showing more localized versions of Gabor filters.

Gaussian noise. We refer to the caption of fig. 1.5 for a detailed description of the experiment.
Chapter 3 is based on [31], in collaboration with Sebastian Goldt.

1.3.3 Independent components

In chapter 4 we turn to the analysis of an unsupervised method designed for the detection and
retrieval of non-Gaussian directions in the data, the independent component analysis (ICA); which
extract features from real data that closely resemble the ones learned autonomously by deep neural
networks when trained on classification tasks on ImageNet fig. 1.6. We study the high-dimensional
limit of the popular optimization algorithm FastICA, proving sub-optimality in terms of sample
complexity. More precisely, in theorem 4.4, we show it requires a sample complexity of n & d4 in
order to find the spiked direction after one step. There is a wide gap between this sample complexity
and the optimal quadratic one discussed in section 1.3.1. Hence we conclude that FastICA, which
works well in common low-dimensional setting, is unfit for the high-dimensional regime. We then
turn to other algorithms, managing to speed up the optimization of ICA by employing online SGD,
modified by adapting the smoothing trick introduced in Damian et al. [18], reaching the optimal
quadratic sample complexity.

Next, we connect back to ImageNet data, verifying experimentally the presence of the search
phase predicted by the theoretical results. By contrast, we observe that running FastICA in a
subspace of fixed dimension d = OD(1) yields non-Gaussian directions in the D-dimensional image
ambient space (section 4.4.1). We finally develop this insight with the introduction of a subspace
model where we prove that strong recovery of a non-Gaussian direction is possible at linear sample
complexity when running ICA in a suitable principal subspace (section 4.5)

Chapter 4 is based on [33] and [34], in collaboration with Fabiola Ricci and Sebastian Goldt.

1.4 Organization of the manuscript
The topics introduced are detailed in chapters 2-4. Each chapter has its own appendix, for additional
proof details, background material or specifics of the experiments. Finally, in chapter 5 we discuss
the results presented and also consider possible extensions towards generative diffusion models.
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In appendix A we collected theoretical background material on Hermite polynomials, that are
needed for the analyses in the main chapters of the thesis. Along with classical properties of the
polynomials, some more technical and novel lemmas are presented. The content of this appendix
was developed in collaboration with Fabiola Ricci.



Chapter 2

Algorithmic hardness

2.1 Introduction
Discovering statistical patterns in high-dimensional data sets is the key objective of machine learning.
In a classification task, the differences between inputs in different classes arise at different statistical
levels of the inputs: two different classes of images will usually have different means, different
covariances, and different higher-order cumulants (HOCs), which describe the non-Gaussian part of
the correlations between three or more pixels. While differences in the mean and covariance allow for
rudimentary classification, Refinetti et al. [28] (that was recalled in fig. 1.3) recently highlighted the
importance of HOCs for the performance of neural networks: when they removed the HOCs per class
of the CIFAR10 training set, the test accuracy of various deep neural networks dropped by up to 65
percentage points. The importance of higher-order cumulants (HOCs) for classification in general
and the performance of neural networks in particular raises some fundamental questions: what are
the fundamental limits of learning from HOCs, i.e. how many samples n (“sample complexity”) are
required to extract information from the HOCs of a data set? How many samples are required when
using a tractable algorithm? And how do neural networks and other machine learning methods like
random features compare to those fundamental limits?

In this chapter, we study these questions by analysing a series of binary classification tasks.
In one class, inputs x ∈ Rd are drawn from a normal distribution with zero mean and identity
covariance. These inputs are therefore isotropic: the distribution of the high-dimensional points
projected along a unit vector in any direction in Rd is a standard Gaussian distribution. Furthermore,
all the higher-order cumulants (of order p ≥ 3) of the inputs are identically zero. Inputs in the
second class are also isotropic, except for one special direction u ∈ Rd in which their distribution is
different. This direction u is often called a “spike”, and it can be encoded in different cumulants: for
example, we could “spike” the covariance by drawing inputs from a Gaussian with mean zero and
covariance 1 + βuu>; the signal-to-noise ratio β > 0 would then control the variance of λ = 〈u, x〉.
Likewise, we could spike a higher-order cumulant of the distribution and ask: what is the minimal
number of samples required for a neural network trained with SGD to distinguish between the two
input classes? This simple task serves as a proxy for more generic tasks: a neural network cannot
be able to extract information from a given cumulant if it cannot even recognise that it is different
from an isotropic one.

We can obtain the fundamental limits of detecting spikes at different levels of the cumulant
hierarchy by considering the hypothesis test between a null hypothesis (the isotropic multivariate
normal distribution with zero mean and identity covariance) and an alternative “spiked” distribution.
We can then compare the sample complexity of neural networks to the number of samples necessary

12
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to distinguish the two distributions using unlimited computational power, or efficiently using
algorithms that run in polynomial time. A second natural comparison for neural networks are
random features or kernel methods. Since the discovery of the neural tangent kernel [35], and the
practical success of kernels derived from neural networks [36, 37], there has been intense interest
in establishing the advantage of neural networks with learnt feature maps over classical methods
with fixed feature maps, like kernel machines. The role of higher-order correlations for the relative
advantage of these methods has not been studied yet.

In the following, we first introduce some fundamental notions around hypothesis tests and
in particular the low-degree method [38–41], which will be a key tool in our analysis, using the
classic spiked Wishart model for sample covariance matrices [42, 43]. For spiked cumulants, the
existing literature (see section 2.1.1 for a complete discussion) establishes the presence of a wide
statistical-to-computational gap in this model. Our main contributions are then as follows:

• We deepen the understanding of the statistical-to-computational gap for learning from higher-
order correlations on the statistical side by showing that at unbounded computational power, a
number of samples linear in the input dimension is required to reach statistical distinguishability.
We prove this by explicitly computing the norm of the likelihood ratio, see lemma 2.2.

• On the algorithmic side, SQ bounds and previous low-degree analyses [29, 44], showed that the
sample complexity of learning from HOCs is instead quadratic for a wide class of polynomial-
time algorithms (section 2.3.2). Here, we provide a different, more direct proof of such a
bound.

• Using these fundamental limits on learning from HOCs as benchmarks, we show numerically
that neural networks learn the mixed cumulant model efficiently, while random features do
not, revealing a large separation between the two methods (sections 2.4.1 and 2.4.2).

• We finally show numerically that the distinguishability in a simple model for images [45] is
precipitated by a cross-over in the behaviour of the higher-order cumulants of the inputs
(section 2.4.3).

2.1.1 Further related work

Detecting spikes in high-dimensional data There is an enormous literature on statistical-to-
computational gaps in the detection and estimation of variously structured principal components of
high-dimensional data sets. This problem has been studied for the Wigner and Wishart ensembles
of random matrices [42, 46–56] and for spiked tensors [57–65]. For comprehensive reviews of the
topic, see refs. [66–69]. While the samples in these models are often non-Gaussian, depending on
the prior distribution over the spike u, the spike appears already at the level of the covariance of
the inputs. Here, we instead study a high-dimensional data model akin to the one used by Wang &
Lu [70] to study online independent component analysis (ICA). This data model can be interpreted
as having an additional whitening step to pre-process the inputs, which is a common pre-processing
step in ICA [71], hence inputs have identity covariance even when cumulants of order p ≥ 3 are
spiked. Wang & Lu [70] proved the existence of a scaling limit for online ICA, but did not consider
the sample complexity of recovering the spike/distinguishing the distributions, which is the focus of
this chapter.

NGCA, Gaussian pancakes and low-degree polynomials Related models have been
introduced under the name of Non-Gaussian Component Analysis (NGCA) [72], and studied from
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the point of view of statistical query (SQ) complexity in a sequence of papers [21, 73�77]. In
particular [44] nicknames Gaussian pancakesa class of models that includes thespiked cumulant
model presented here. The SQ bounds found in [44] and re�ned in the subsequent works (see
Diakonikolas et al. [78] and references therein) could be used, together with SQ-LDLR equivalence
[79], to provide estimates on low-degree polynomials. Finally, [29] proves very general bounds on
LDLR norm; our theorem 2.6 provides an alternative derivation of these bounds, in a setting that is
closer to the experiments in section 4.

Separation between neural networks and random features The discovery of the neural
tangent kernel by Jacot et al. [35] and the �urry of results on linearised neural networks [35, 36,
80�86] has triggered a new wave of interest in the di�erences between what neural networks and
kernel methods can learn e�ciently. While statistical separation results have been well-known for a
long time [87], recent work focused on understanding the di�erences between random features and
neural networks trained by gradient descentboth with wide hidden layers [37, 88�92] or even with
just a few hidden neurons [93, 94]. At the heart of the data models in all of these theoretical models
is a hidden, low-dimensional structure in the task, either in input space (for mixture classi�cation) or
in the form of single- or many-index target functions. The impact of higher-order input correlations
in mixture classi�cation tasks on the separation between random features and neural networks has
not been directly studied yet.

Reproducibility We provide code for all of our experiments, including routines to generate
the various synthetic data sets we discuss, on GitHub https://github.com/eszter137/data-driven-
separation.

2.2 The data models

Throughout the chapter, we consider binary classi�cation tasks where high-dimensional inputsx � =
(x �

i ) 2 Rd have labelsy� = � 1. The total number of training samples is 2n, i.e. we haven samples
per class. For the classy� = � 1, inputs x � = z� , where z� � iid N (0; 1d) and N denotes the normal
distribution. For the class y� = 1 instead, we consider �spiked� input models as follows.

The Gaussian case The simplest spiked model is the spiked Wishart model from random matrix
theory [42, 43], in which

x � =

s
�
d

g� u + z� ; g� � iid N (0; 1); (2.1)

where u = ( ui ) is a d-dimensional vector with norm kuk =
p

d whose elements are drawn element-
wise i.i.d. according to some probability distribution Pu . In this model, inputs are Gaussian and
indistinguishable from white noise except in the direction of the �spike� u, where they have variance
1 + � , where � > 0 is the signal-to-noise ratio. By construction, all higher-order cumulants are zero.

The spiked cumulant model To study the impact of HOCs, we draw inputs in the �spiked� class
from the data model used by Wang & Lu [70] to study online independent component analysis (ICA).
First, we sample inputs

~x � =

s
�
d

g� u + z� ; g� � i:i:d: pg; (2.2)
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as in the Wishart model, but crucially sample the latent variables g� from some non-Gaussian
distribution pg(g� ), say, the Rademacher distribution; see assumption 2.1 for a precise statement. For
any non-Gaussianpg, the resulting inputs ~x � have a non-trivial fourth-order cumulant proportional
to � g

4u
 4, where � g
4 � E (g� )4 � 3E (g� )2 is the fourth cumulant of the distribution of g� . We �x

the mean and variance ofpg to be zero and one, respectively, so the covariance of inputs has a
covariance matrix � = 1d + � =duu> . To avoid trivial detection of the spike from the covariance, the
key ingredient of the spiked cumulant model is that we whiten the inputs in that class, so that the
inputs are �nally given by

x � = S~x � ; S = 1 �
�

1 + � +
p

1 + �
uu>

d
; (2.3)

with the whitening matrix S (see section 2.B.3.3). Hence inputsx � are isotropic Gaussians in
all directions except u, where they are a weighted sum ofg� and hz; ui . The whitening therefore
changes the interpretation of � : rather than being a signal-to-noise ratio, as in the spiked Wishart
model, here� controls the quadratic interpolation between the distributions of g� and z in the
direction of u (see eq. (2.55) in the appendix). This leaves us with a data set where inputs in both
classes have an average covariance matrix that is the identity, which means that PCA or linear
neural networks [95�98] cannot detect any di�erence between the two classes.

2.3 How many samples do we need to learn?

Given a data set sampled from the spiked cumulant model, we can now ask: how many samples does a
statistician need to reliably detect whether inputs are Gaussian or not, i.e. whether HOCs are spiked
or not? This is equivalent to the hypothesis test betweenn i.i.d. samples of the isotropic normal
distribution in Rd as the null hypothesisQn;d , and n i.i.d. samples of the spiked cumulant model
eq. (2.3) as the alternative hypothesisPn;d . In section 2.3.1 we will �rst consider the problem from a
statistical point of view, assuming to haveunbounded computational powerand no restrictions on the
distinguishing algorithms. Then, in section 2.3.2 we will use thelow-degree methodto understand
how the picture changes when we restrict to algorithms whose running time is at most polynomial
in the space dimensiond.

2.3.1 Statistical distinguishability: LR analysis

Recall the notion of strong asymptotic distinguishability: two sequences of probability measures are
strongly distinguishable if it is possible to design statistical tests that can classify correctly which
of the two distributions a sample was drawn from with probabilities of type I and II errors that
converge to 0 (see section 2.B.2 for the precise de�nition). Using this de�nition of distinguishability,
we will ask what is the statistical sample complexity exponent, i.e. the minimum � such that in the
high-dimensional limit d ! 1 , if n � d� , then Pn;d and Qn;d are strongly distinguishable (with no
constraints on the complexity of statistical tests).

A useful quantity to consider is the likelihood ratio (LR) of probability measures, which is de�ned
as

L(x) :=
dP
dQ

(x): (2.4)

Computing the LR norm jjL jj2 := EQ[L 2] is an excellent tool to probe for distinguishability: if (Pn;d )
and (Qn;d ) are strongly distinguishable, then kL n;dk ! 1 (this is the well-known second moment
method for distinguishability, see proposition 2.9 in the appendix for the precise statement). In the
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Figure 2.1: The performance of an exhaustive-search algorithm corroborates the presence
of a phase transition for � = 1 , as suggested by lemma 2.2. Success rate of an exponential-
time search algorithm over all the possible spikes in thed-hypercube as a function of the exponent
� that quanti�es as n = d� the samples used in the log-likelihood test(2.12), in the g � Radem(1=2)
case.

following we will apply this method, �nding a formula for the LR norm and then study its limit as
a function of � . Here and throughout, we will denote the data matrix by x = (x � )>

1;:::;n ; in general
matrices of sizen � d will be denoted with underlined letters; see section 2.B.1 for a complete
summary of our notation. We will use Hermite polynomials, denoted by(hk )k , see appendix A for
details. We assume that the spikeu is drawn from a known prior P(u), and that the scalar latent
variables (g� ) � =1 ;:::;n are drawn i.i.d. from a distribution pg with the following properties:

Assumption 2.1 (Assumption on latent variablesg� ). We assume that the one-dimensional probability
distribution of the non-Gaussian random variablepg(g) is an even distribution, pg(g = dx) = pg(� g =
� dx), with mean 0 and variance 1, and that it satis�es the following requirement on the growth of
its Hermite coe�cients:

E [hm (g)] � � m m! (2.5)

where � > 0 is a positive constant that does not depend onm. Finally, we assume that pg has tails
that cannot go to 0 slower than a standard Gaussian,E[exp

�
g2=2

�
] < + 1 .

A detailed discussion of these assumptions can be found in section 2.B.3, as well as a proof
that they are satis�ed by a wide class of distributions including all the compactly supported
distributions with mean 0 and variance 1 (some concrete examples arepg=Rademacher(1=2) or
pg = Unif (�

p
3;

p
3)).

Under these assumption we can compute the following formula for the LR norm.

Lemma 2.2. Suppose thatu has i:i:d: Rademacher prior and that the non-Gaussian distribution
pg satis�es assumption 2.1. Then the norm of the total LR is given by

kL n;dk2 =
dX

j =0

 
d
j

!
1
2d f

�
�;

2j
d

� 1
� n

; (2.6)

where f is de�ned as the following average over two independent replicasgu ; gv � g of g:

f (�; � ) := E
gu ;gv

2

4 1 + �
p

(1 + � )2 � � 2� 2
e

�
(1+ � )( (1+ � )( g2

u + g2
v ) � 2� ( gu gv ) � )

2(1+ � ) 2 � 2� 2 � 2 + g2
u + g2

v
2

3

5 (2.7)
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We provide a streamlined version of the proof of lemma 2.2 here, leaving all the detailed
computations in section 2.B.4.

Proof. Since the samples are independent, the total LR factorises as

L(y) = E
u

2

4
nY

� =1

l (y� ju)

3

5 ; (2.8)

where the sample-wise likelihood ratio is

l(yju) =
px (yju)
pz(y)

= E
g� pg

2

4
p

1 + � exp

0

@�
1 + �

2

 

g �

s
�

(1 + � )d
y � u

! 2

+
g2

2

1

A

3

5 : (2.9)

To compute the norm of the LR, we consider two independent replicas of the spike,u and v, to get

kL n;dk2 = E
y� Q

2

4E
u

2

4
nY

� =1

l (y� ju)

3

5 E
v

2

4
nY

� =1

l (y� jv)

3

5

3

5 : (2.10)

The hard part now is to simplify the high-dimensional integrals in this expression, it can be done
because the integrand is almost completely symmetric, and the only asymmetries lie on the subspace
spanned byu and v.

kL n;dk2 = E
u;v

2

6
4 E

gu ;gv

2

6
4

1 + �
q

(1 + � )2 � � 2
� u�v

d

� 2
e

�
(1+ � )( (1+ � )( g2

u + g2
v ) � 2� ( gu gv )( u �v

d ))
2(1+ � ) 2 � 2� 2( u �v

d )2 + g2
u + g2

v
2

3

7
5

n3

7
5

Note that the integrand depends onu and v only trough u�v
d =: � . So, using that the prior on u, v

is i.i.d. Rademacher, the outer expectation can be transformed in a one dimensional expectation
over � , leading to (2.6).

The formula has key consequences in two directions.

The case � < 1

Lemma 2.3. If pg satis�es assumptions 2.1 and� < 1, then there existsC such that:

jjL n;d jj � C 8n; d

Proof. We �rst prove that we have that

f (�; � ) � 1 + C� � 2; 8 � 2 [� 1; 1] (2.11)

To do it, �rst note that f �; 0) = 1 , and f (�; �) is bounded on[� 1; 1] thanks to the sub-Gaussianity
of g:

jf (�; � )j � Egu ;gv

h
e

1
2 (g2

u + g2
v )

i
sup
gu ;gv

0

@ 1 + �
p

(1 + � )2 � � 2� 2
e

�
(1+ � )( (1+ � )( g2

u + g2
v ) � 2� ( gu gv ) � )

2(1+ � ) 2 � 2� 2 � 2

1

A

� C
1 + �

p
(1 + � )2 � � 2� 2

� C1

�
1 + C2� 2

�
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So we just need to prove that, up to changes onC2, we can takeC1 = 1 . To do that it is su�cient
to study the behavior around � = 0 :

@
@�

f (�; 0) = E
�

�
1 + �

gugv

�
= 0

So there is a neighborhood of 0 such thatf (�; 0) = 1 + C� 2 + o(� 2). Hence we can take a suitable
constant C� so that eq. (2.11) holds.

Now we can apply eq. (2.11) to (2.6), to get

jjL n;d jj2 �
dX

j =0

 
d
j

!
1
2d

 

1 + C�

�
2j
d

� 1
� 2

! n

=
dX

j =0

 
d
j

!
1
2d

nX

k=0

 
n
k

!

Ck
�

�
2j
d

� 1
� 2k

=
nX

k=0

 
n
k

! �
C�

d2

� k

E [Y 2k
d ]

Where Yd is a random variable distributed as the sum ofd independent Rademacher with parameter

1=2. So we can apply the central limit theorem on Ydp
d

to get that E [Y 2k
d ]

dk ! (2k � 1)!!. Moreover,

the moment generating functions of theYd are  d(t) = cosh
�
t=

p
d

� d
, sincecosh(t) � et2=2 we have

that  d(t) � et2=2 =  gaussian (t), for all d 2 N, hence by Khintchine's inequality (corollary 2.6.4 in
[99]) the moments can be estimated by the Gaussian ones, and we get:

jjL n;d jj2 � C
nX

k=0

 
n
k

! �
C�

d

� k

(2k � 1)!!

� C1

nX

k=0

�
C2n

d

� k

where C1 and C2 are constants independent ofn; d. So now we can substitute thatn � d� , and
since � < 1 the series converges for alld, hence the LR norm is bounded.

So lemma 2.3 states that the LR norm is bounded for� < 1, which con�rms that below linear
sample complexity, strong distinguishability is impossible.

The case � = 1 On the other hand, eq. (2.6) implies that whenever there exists~� such that

f (�; ~� ) > 1, we �nd that kL n;dk � f (�; ~� )n

2d : Thus, the LR norm diverges as soon asn grows asn � d�

with any � > 1. In section 2.B.4.1 we detail as an example the case in whichg � Rademacher(1=2)
where the norm kL n;dk even diverges for� = 1 and d � 
n for some
 > 0. So, besides the intrinsic
value of providing an exact formula for the LR of the spiked cumulant model, lemma 2.2 implies the
presence of a phase transition at� = 1 for the strong statistical distinguishability.

A complementary approach that substantiates the presence of the statistical phase transition at
� = 1 can be seen in �g. 2.1, where we perform a maximum log-likelihood test alongu � x � for all
the possible spikesu in the d-dimensional hypercube using the formula for the LR conditioned on
the spike,

nX

� =1

log
�

px (x � ju)
pz(x � )

�
=

nX

� =1

logE
g

p
1 + � exp

0

@�
1 + �

2

 

g �

s
�

(1 + � )d
x � � u

! 2

+
g2

2

1

A ; (2.12)
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(see eq. (2.58) in section 2.B.4 for the derivation of this equation) and output the most likelyu.
Note that due to the exponential complexity in d of the algorithm, it is unfeasible to reach large
values for this parameter. However, even at smalld values, the success rate for retrieving the correct
spike has a very steep increase at around� = 1 , as predicted by our analysis of the LR norm in
lemma 2.2.

2.3.2 Computational distinguishability: LDLR analysis

We now compare the statistical threshold of section 2.3.1 with thecomputational sample complexity
exponent that quanti�es the sample complexity of detecting non-Gaussianity with an e�cient
algorithm that runs in a time that is polynomial in the input dimension. The algorithmic sample
complexity can be analysed rigorously for a wide class of algorithms using thelow-degree method[38�
41, 69]. The low-degree method arose from the study of the sum-of-squares hierarchy [38] and
rose to prominence when Hopkins & Steurer [40] demonstrated that the method can capture the
Kesten�Stigum threshold for community detection in the stochastic block model [100�102]. In the
case of hypothesis testing, the key quantity is thelow-degree likelihood ratio(LDLR) [41, 69].

De�nition 2.4 (Low-degree likelihood ratio (LDLR)) . Let D � 0 be an integer. The low-degree
likelihood ratio of degreeD is de�ned as

L � D := P � D L (2.13)

where P � D projects L onto the space of polynomials of degree up toD , parallel to the Hilbert space
structure de�ned by the scalar product hf; g i L 2 (
 ;Q) := Ex� Q[f (x)g(x)].

The idea of this method is that among degree-D polynomials, L � D captures optimally the di�er-
ence betweenP and Q, and this di�erence can be quanti�ed by the norm






 L � D






 =






 L � D








L 2 (
 n ;Qn )
.

Hence in analogy to thesecond moment methodused in section 2.3.1, we can expect low-degree
polynomials to be able to distinguishP from Q only when






 L � D (n)

n






 !

n
1 , whereD(n) is a monotone

sequence diverging withn. Indeed, the following (informal) conjecture from Hopkins [41] states
that this criterion is valid not only for polynomial tests, but for all polynomial-time algorithms:

Conjecture 2.5. For two sequences of measuresQN ; PN indexed byN , suppose that (i) QN is a
product measure; (ii) PN is su�ciently symmetric with respect to permutations of its coordinates; and
(iii) PN is robust with respect to perturbations with small amount of random noise. IfkL � D

N k = O(1)
as N ! 1 and for D � (logN )1+ " , for some " > 0, then there is no polynomial-time algorithm that
strongly distinguishes the distributionsQ and P.

Even though this conjecture is still not proved in general, its empirical con�rmation on many
benchmark problems has made it an important tool to probe questions of computational complexity,
see theorem 2.11 in the appendix for a simple example.

We will now compute LDLR norm estimates for the spiked cumulant model, so that the
application of conjecture 2.5 will help to understand the computational sample complexityof this
model.

Theorem 2.6 (LDLR for spiked cumulant model) . Suppose that(ui ) i =1 ;:::;d are drawn i.i.d. from
the symmetric Rademacher distribution. If the non-Gaussian distributionpg satis�es assumption
2.1, then the following lower and upper bounds hold:
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ˆ Let D 2 N such that D=4 � n, then:
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: (2.14)

where � g
4 is the fourth-order cumulant of g.

ˆ Conversely, for any D; n; d :
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(2.15)

where Cm :=
�

�
1+ �

� m � bm=4cbm=2c+ m� 1
m

�
.

Corollary 2.7 (Asymptotics of LDLR bounds) . Assume the hypotheses of theorem 2.6. Let0 < " < 1
and assumeD(n) � log1+ " (n). Take n; d ! 1 , with the scaling n � d� for � > 0. Estimate (2.14)
implies that for n; d large enough, the following lower bound holds:
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(2.16)

Conversely, (2.15) leads to:
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Taken together, (2.16) and (2.17) imply the presence of a critical regime for� c = 2 , and describe the
behavior of






 L � D

n;d






 for all � 6= � c

lim
n;d!1






 L � D (n)

n;d






 =

(
1 0 < � < 2

+ 1 � > 2
(2.18)

This theorem could be derived with di�erent constants from lemma 26 and proposition 8 in
Dudeja & Hsu [29]. Here we derive a more direct argument tailored to thespiked cumulant model.

2.3.3 Proof of theorem 2.6 and corollary 2.7

In the following we will present the proofs of 2.6 and 2.7. Here we give a streamlined prof, with all
the key ideas, leaving the most tedious and long details in 2.B.5.

The starting point of the argument is the observation that since the null hypothesis is white
Gaussian noise, the spaceL 2(Rnd ; h�; �i ) has an explicit orthogonal basis in the set of multivariate
Hermite polynomials (H � ). The matrix-multi-index � 2 Nnd denotes the degree of the Hermite
polynomial which is computed for each entry of the data matrix; see section 2.B.1 for a detailed
explanation. We can then expand the LDLR norm in this basis (see lemma 2.13 for more details) to
write:

kL � D
n;d k2 =

X

j � j� D

hL; H � i 2

� !
=

X

j � j� D

1
� !

E
x� P

[H � (x)]2 (2.19)

From now on the two bounds are treated separately.
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Lower bound The idea is to bound the LDLR from below by computing the sum 2.19 only over
a restricted set of addendsI m which we can compute explicitly. In particular, we consider the set
I m of all the polynomials with degree4m in the data matrix, which are at most of order 4 in each
individual sample x � . Then we use that the expectation of such Hermite polynomials conditioned
on u can be split into m integrals of degree-4 Hermite polynomials ind variables. In this way we
can use our knowledge of the fourth-order cumulant ofx to compute those expectations (see 2.82),
so we �nd that

kL � D
n;d k2 �

bD=4cX

m

X

j � j2I m

1
� !

E
x� P

[H � (x)]2 �
bD=4cX

m

X

� 2I m

 
� 2� g

4p
4!d2(1 + � )2

! 2m

: (2.20)

Thanks to this manipulation, the bound does not depend on� explicitly, so we can complete the
bound by estimating the cardinality of I m . Thanks to the fact that we have n i.i.d. copies of variable
x at disposal, the class of polynomialsI m has size that grows at least as

� n
m

�� d+1
2

� m
, allowing to

reach the lower bound in the statement.

Upper bound The �rst important part is the rewriting of the expectations of Hermite polynomials.

Lemma 2.8. Let x = S
� p

�=dgu + z
�

be a spiked cumulant random variable. Then for any

� 2 Nd, with j� j = m, we have that:

hl(�ju); H � i = E
x� P(�ju)

[H � (x)] =
Tm;g

dm=2
u� (2.21)

where Tm;g is a coe�cient de�ned as:

Tm;g =
�

�
1 + �

� m=2

E [hm (g)] (2.22)

Proof. It is a direct computation using lemma A.8, and properties of Hermite polynomials, for all
the computations see section 2.B.5.

Using the fact that inputs are sampled i.i.d. from P(�ju) and substituting this result into 2.19,
we �nd that

kL � D
n;d k2 =

X

j � j� D

� Q n
� =1 Tj � � j;g

� 2

� !dj � j
E

u�P (u)
[u� ]2 : (2.23)

To obtain an upper bound, we will show that many addends in this sum are equal to zero and
estimate the remaining ones.

For each m 2 N, we can denoteA m the set of matrix-multi-indices j� j = m that give non-zero
contributions in 2.23, so that we can write:

kL � D
n;d k2 =

DX

m=0

X

� 2A m

� Q n
� =1 Tj � � j;g

� 2

� !dm (2.24)

Now we can use 2.22 to bound the inner terms so that they depend on� only through the norm
j� j = m (cf. 2.99 for details):

kL � D
n;d k2 �

DX

m=0

X

� 2A m

1
dm

�
�

1 + �

� m

sup
k� m

�
E [hk (g)]2m=k

�

=
DX

m=0

1
dm

�
�

1 + �

� m

sup
k� m

�
E [hk (g)]2m=k

�
# A m

(2.25)
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The cardinality of A m is 1 in casem = 0 (which leads to the addend 1 in 2.15). Ifm > 0 it can be
bounded considering that on the one hand, since we chose a Rademacher prior over the elements of
the spike ui , the expectation over the prior yields either 1 or 0 depending on whether the exponent
of eachui is even or odd, hence� 2 A m implies that the sum over its columns is even. On the
other hand, the whitening of the data means that Tj � j;g = 0 for 0 < j� j < 4 (as proved in lemma
2.8), hence� 2 A m implies that the sum over its rows is either 0 or � 4. Summing up, we have the
inclusion A m � ~A m , with

~A m =
�

� 2 Nn� d�
� j� j = m; there are at most

�
m
4

�
non-zero rows and

�
m
2

�
non-zero columns

�
:

(2.26)
The cardinality of ~Am can be computed explicitly (for details see 2.100 in the appendix), leading

to the following bound

# A m � # ~Am =

 
bm=4cbm=2c + m � 1

m

! 
n

bm=4c

! 
d

bm=2c

!

; (2.27)

which completes the proof of (2.15).
Finally, the proof of corollary 2.7 consists in elementary asymptotics, see section 2.B.5 for all

the details.

2.3.4 Statistical-to-computational gaps in the spiked cumulant model

Put together, our results for the statistical and computational sample complexities of detecting
non-Gaussianity in lemma 2.2 and theorem 2.6 suggest the existence of three di�erent regimes in
the spiked cumulant model as we vary the exponent� , with a statistical-to-computational gap:
for 0 � � < 1, the problem is statistically impossible in the sense that no algorithm is able to
strongly distinguish P and Q with so few samples, since the LR norm is bounded. For1 < � < 2,
the norm of the likelihood ratio with g � Rademacher(1=2) diverges (even at � = 1 for some
values of � ), the problem is statistically solvable (as validated by the results of exhaustive-search
algorithms in �g. 2.1), but conjecture 2.5 suggests no polynomial-time algorithm is able to achieve
distinguishability in this regime; this is the so-called hard phase. If � > 2, the problem is solvable in
polynomial time by evaluating a polynomial function (fourth-order in each sample) and thresholding;
this is the easy phase.

The spiked cumulant model leads thus to intrinsically harder classi�cation problems than the
spiked Wishart model, where the critical regime is at� = 1 . The proof of theorem 2.6 reveals that
this increased di�culty is a direct consequence of the whitening of the inputs in eq. (2.3). Without
whitening, degree-2 polynomials would also give contributions to the LDLR(2.19) which would yield
linear sample complexity. The di�erence in sample complexity of the spiked Wishart and spiked
cumulant models mirrors the gap between the sample complexity of the best-known algorithms for
matrix factorisation, which require linear sample complexity, and tensor PCA for rank-1 spiked
tensors of orderk [57, 60, 62], where sophisticated spectral algorithms can match the computational
lower bound of dk=2 samples.

2.4 Learning from HOCs with neural networks and random
features

The analysis of the (low-degree) likelihood ratio has given us a detailed picture of the statistical
and computational complexity of extracting information from the covariance or the higher-order
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cumulants of data. We will now use these fundamental limits to benchmark the sample complexity of
two-layer neural networks (2LNN) trained with stochastic gradient descent on a binary discrimination
task, where inputs in one class are drawn from the normal distributionN (0; 1d), while inputs in the
other class are drawn from the spiked Wishart or the spiked cumulant model. In addition, we will
also benchmark random feature methods (RF) [10, 12, 103] as a �nite-dimensional approximation of
kernel methods [10, 12, 103].

In a nutshell, the idea behind our experiments is to �rst validate both 2LNN and RF on the
simpler spiked Wishart task and then to apply both methods to the spiked cumulant model, where
inputs are generated in a way that mirrors the spiked Wishart: comparing eq. (2.1) with eqs. (2.2)
and (2.3), we see that the only di�erences are the whitening, and the latent distribution pg. In
our experiments, we choose the latent variables to be standard Gaussian for spiked Wishart, and
Rademacher for the spiked cumulant � hence the latent variables have matching �rst and second
moments. However, we will see that the spiked cumulant model exhibits a large gap in the sample
complexity required for neural networks or random features to learn the problem. We relegate
details on the experimental setups such as hyper-parameters to section 2.A.

2.4.1 Spiked Wishart model

We trained two-layer ReLU neural networks � � (x) = v> max
�
0; wT x

�
with m = 5 d hidden

neurons on the spiked Wishart classi�cation task. We show the early-stopping test accuracy of
the networks in the linear and quadratic regimes with nclass � d; d2 samples per class in �g. 2.2A
and B, resp. Neural networks are able to solve this task, in the sense that their classi�cation error
per sampleis below 0.5, implying strong distinguishability of the whole data matrix. Indeed, some
of the hidden neurons converge to the spikeu of the covariance matrix, as can be seen from the
maximum value of the normalised overlapsmaxk w>

k u=
p

kwkkkuk in �g. 2.2C and D, where wk is
the weight vector of the kth hidden neuron. In the linear regime (C), there is an increasingly clear
transition from a random overlap for small data sets to a large overlap at large data sets as we
increase the input dimensiond; in the quadratic regime (D), the neural network recovers the spike
almost perfectly.

The relatively large overlap between hidden neurons and spike at small sample
complexities (�g. 2.2C and D) is due to the fact that we plot the maximum overlaps over a relative
large number of hidden neuronsm = 5d; hence even at initialisation, a few neurons will have large
overlaps. We veri�ed that ensuring an initial overlap of only 1=

p
d by explicit orthogonalisation did

not change our results on distinguishability, see �g. 2.5. A possible explanation is that the dynamics
of the wide network is dominated by the majority of neurons, which do not have a macroscopic
overlap.

Meanwhile, we found that the performance of random features tends to random guessing
at linear sample complexity, where we let the input dimensiond ! 1 with m=d and nclass=d
�xed, while at quadratic sample complexity, random features learn the task, although they perform
worse than neural networks. The failure of RF in the linear regime makes sense in light of recent
results that suggest that random features in this scaling regime are limited to learning a linear
approximation of the target function [14, 104�106], while the LDLR analysis section 2.B.2.3 shows
that the target function, i.e. the low-degree likelihood ratio, cannot be e�ciently approximated by
linear functions. However, these results are, to the best of our knowledge, restricted to the case of
Gaussian isotropic inputs.

To ensure that the performance of random features does indeed tend to random guessing, we
performed areplica analysis following Loureiro et al. [107] for mixture classi�cation tasks together
with the Gaussian equivalence theorem [13, 108�111] (black lines in �g. 2.2A, details in section 2.C).
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Figure 2.2: Learning the spiked Wishart task with neural networks and random features.
(A,B) Test accuracy of random features (RF) and early-stopping test accuracy of two-layer ReLU
neural networks (NN) on the spiked Wishart task, eq. (2.1), with linear and quadratic sample
complexity (nclass � d; d2, respectively, whered is the input dimension). Predictions for the
performance of random features obtained using replicas are shown in black.(C,D) Maximum
normalised overlaps of the networks' �rst-layer weights with the spike u, eq. (2.1). Parameters:
� = 5 . Neural nets and random features havem = 5d hidden neurons. Full experimental details in
section 2.A.

Replica theory perfectly predicts the performance of RF we obtain in numerical experiments (red-ish
dots) for various values ofd at linear sample complexity. We thus �nd a clear separation in the
sample complexity required by random features (nclass & d2) and neural networks (nclass & d) to
learn the spiked Wishart task. The replica analysis can be extended to the polynomial regime by a
simple rescaling of the free energy [112] on several data models, like the vanilla teacher�student
setup [113], the Hidden manifold model [108], and the vanilla Gaussian mixture classi�cation (see
�g. 2.8). However, we found that for the spiked Wishart model, the Gaussian equivalence theorem
which we need to deal with the random feature distribution fails at quadratic sample complexity.
This might be due to the fact that in this case, the spike induces a dominant direction in the
covariance of the random features, and this direction is also key to solving the task, which can lead
to a breakdown of Gaussian equivalence [111]. A similar breakdown of the Gaussian equivalence
theorem at quadratic sample complexity has been demonstrated recently in teacher�student setups
by Cui et al. [114] and Camilli et al. [115].

2.4.2 Spiked cumulant

Having thus validated the performance of 2LNN and RF on the simpler spiked Wishart model, we
turn to the spiked cumulant model and to the question: can neural networks learn higher-order
correlations, e�ciently? The LDLR analysis predicts that a polynomial-time algorithm requires at
least a quadratic number of samples to detect non-Gaussianity, and hence to solve the classi�cation
task, and we found indeed that neural networks require at least quadratic sample complexity to
solve the task, �g. 2.3A and B. The high values of the maximum overlap between hidden neurons
and cumulant spike in the linear regime (compared tod� 1=2) are again a consequence of choosing
the maximum overlap among m = 5 d hidden neurons. Random features cannot solve this task
even at quadratic sample complexity, since they are limited to a quadratic approximation of the
target function [14, 105, 106, 116], but we know from the LDLR analysis that the target function
complexity cannot be captured by polynomials with degree lower than four. We thus �nd an
even larger separation in the minimal number of samples required for random features and neural
networks to solve tasks that depend on directions which are encoded exclusively in the higher-order
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Figure 2.3: Learning the spiked cumulant task with neural networks and random features.
(A, B) Test accuracy of random features (RF) and early-stopping test accuracy of two-layer ReLU
neural networks (NN) on the spiked cumulant task eq. (2.3) with linear and quadratic sample
complexity (nclass � d; d2, respectively, whered is the input dimension). (C, D) Maximum
normalised overlaps of the networks' �rst-layer weights with the spike u, (2.3). Parameters: � = 10.
Neural nets and random features havem = 5d hidden neurons, same optimisation as in �g. 2.2. Full
experimental details in section 2.A.

cumulants of the inputs.

2.4.3 Phase transitions and neural network performance in a simple model for
images

We �nally show another example of a separation between the performance of random features and
neural networks in the feature-learning regime on a toy model for images that was introduced
recently by Ingrosso & Goldt [45], the non-linear Gaussian process (NLGP). The idea is to generate
inputs that are (i) translation-invariant and that (ii) have sharp edges, both of which are hallmarks
of natural images [117]. We �rst sample a vectorz 2 Rd from a normal distribution with zero
mean and covarianceCij = E zi zj = exp(�j i � j j=� ) to ensure translation-invariance of the inputs,
with length scale � > 0. We then introduce edges, i.e. sharp changes in luminosity, by passing
z through a saturating non-linearity like the error function, x i = erf(gzi )=Z(g), where Z (g) is a
normalisation factor that ensures that the pixel-wise varianceE x2

i = 1 for all values of the gain
g > 0. The classi�cation task is to discriminate these �images� from Gaussian inputs with the
same mean and covariance, as illustrated in two dimensions in �g. 2.4A. This task is di�erent from
the spiked cumulant model in that the cumulant of the NLGP is not low-rank, so there are many
directions that carry a signal about the non-Gaussianity of the inputs.

We trained wide two-layer neural networks on this task and interpolated between the feature-
learning and the �lazy� regimes using the � -renormalisation trick of Chizat et al. [118]. As we
increase� , the networks go from feature-learners (� = 1 ) to an e�ective random feature model
and require an increasing amount of data to solve the task, �g. 2.4B. There appears to be a sharp
transition from random guessing to non-trivial performance as we increase the number of training
samples for all values of� . This transition is preceded by a transition in the behaviour of the
higher-order cumulant that was reported by Ingrosso & Goldt [45]. They showed numerically that
the CP-factors of the empirical fourth-order cumulant T, de�ned as the vectors û 2 Rd that give
the best rank-r approximation T̂ =

P r
k=1 
 k û
 4

k of T [119], localise in space if the data set from
which the empirical cumulant is calculated is large enough. Quantifying the localisation of a weight
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Figure 2.4: A phase transition in the fourth-order cumulant precedes learning from the
fourth cumulant. (A) We train neural networks to discriminate inputs sampled from a simple
non-Gaussian model for images introduced by Ingrosso & Goldt [45] (top) from Gaussians with
the same mean and covariance (bottom).(B) Test error of two-layer neural networks interpolating
between the fully-trained (� = 1 ) and lazy regimes (large� ) � see section 2.4.3.(C) The localisation
of the leading CP-factor of the non-Gaussian inputs (dashed purple line) and the �rst-layer weights
of the trained networks, as measured by the inverse participation ratio (IPR), eq. (2.28). Large
IPR denotes a more localised vectorw. Parameters: g = 3 , � = 1 ; d = 20; m = 100. Full details in
section 2.A.

vector w using the inverse participation ratio

IPR( w) =
P d

i =1 w4
i� P d

i =1 w2
i

� 2 ; (2.28)

we con�rm that the leading CP-factors of the fourth-order cumulant localise (purple dashed line
in �g. 2.4C). The localisation of the CP-factors occurs with slightly less samples than the best-
performing neural network requires to learn (� = 1 ). The weights of the neural networks also localise
at a sample complexity that is slightly below the sample complexity for solving the task. The laziest
network (� = 100), i.e. the one where the �rst-layer weights move least and which is hence closest
to random features, does not learn the task even with a training set containingn = 103d samples
when d = 20, indicating again a large advantage of feature-learners over methods with �xed feature
maps, such as random features.

2.5 Concluding perspectives

Neural networks crucially rely on the higher-order correlations of their inputs to extract statistical
patterns that help them solve their tasks. Here, we have studied the di�culty of learning from
higher-order correlations in the spiked cumulant model, where the �rst non-trivial information
in the data set is carried by the input cumulants of order 4 and higher. Our LR analysis of
the corresponding hypothesis test con�rmed that data sampled from the spiked cumulant model
could be statistically distinguishable (in the sense that it passes thesecond moment method for
distinguishability) from isotropic Gaussian inputs at linear sample complexity, while the number of
samples required to strongly distinguish the two distributions in polynomial time scales asn & d2

for the class of algorithms covered by the low-degree conjecture [38�41], suggesting the existence of
a large statistical-to-computational gap in this problem. Our experiments with neural networks
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show that they learn from HOCs e�ciently in the sense that they match the sample complexities
predicted by the analysis of the hypothesis test, which is in stark contrast to random features,
which require a lot more data. In the future, a key challenge will be extend this framework to
null hypotheses that go beyond isotropic Gaussian distributions. In chapter 3 we will analyse the
dynamics of neural networks on spiked cumulant models to understand how neural networks extract
information from the higher-order cumulants of realistic data sets e�ciently.



Appendix

2.A Experimental details

2.A.1 Figures 2.2 and 2.3

For the spiked Wishart and spiked cumulant tasks, we trained two-layer ReLU neural networks
� � (x) = v> max

�
0; wT x

�
. The number of hidden neuronsm = 5d, where d is the input dimension.

We train the networks using SGD with a learning rate of 0.002 and a weight-decay of 0.002 for 50
epochs for the spiked Wishart task and for 200 epochs for the spiked cumulant task. The plots show
the early-stopping test errors. The results are plotted as averages over 10 random seeds, showing
the standard deviation by the error bars.

The random features (RF) models [12, 103] have also a width of5d. The ridge regression is
performed using scikit-learn [120] with a regularisation of 0.1.

For the spiked datasets, the spikes are from the Rademacher distribution, using a signal-to-noise
ratio of 5.0 for the spiked Wishart and 10.0 for the spiked cumulant datasets. For the overlaps
between spikes and features overlaps, we plot the highest overlap amongst the incoming weights of
the hidden neurons with the spike, calculated as the normalised dot product.

Starting from small initial overlap Since the neural networks have a large number of neurons
(m = 5d), some of them will have a relatively large overlap with the spike at initialisation, as can be
seen in �g. 2.3. To check that this relatively large overlap did not a�ect our results, we repeated the
same set of experiments while enforcing an overlap of all hidden neuron weights with the spike of
1=

p
d by explicit orthogonalisation, as discussed in section 2.4.1. We show the results in �g. 2.5: while

the maximum overlaps do indeed decrease for small sample complexities, the qualitative behaviour
is unchanged.

2.A.2 Figure 2.4

For the NLGP�GP task, we use the � -scaling trick of Chizat et al. [118] to interpolate between
feature- and lazy-learning. We de�ne the network function as:

� NN (x; v; W; v0; W0) =
� NTK

K

2

4
mX

j

vj �

 dX

i

wi x i

!

�
mX

j

v0;j �

 dX

i

w0;i x i

! 3

5 (2.29)

wherev0; w0 are kept �xed at their initial values. The mean-squared loss is also rescaled by (1=� 2
NTK ).

Changing � NTK from low to high allows to interpolate between the feature- and the lazy-learning
limits as the �rst-layer weights will move away less from their initial values.

For �g. 2.4, the network has a width of 100 and the optimisation is run by SGD for 200 epochs
with a weight-decay of 5 � 10� 6 and learning rate of 0:5. The one-dimensional data vectors have a

28
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Figure 2.5: Learning the spiked Wishart and spiked cumulant task, starting from small
initial overlaps. We repeat the neural network experiments on the spiked Wishart (top) and
spiked cumulant (bottom) task, see �gs. 2.2 and 2.3, while enforcing that all hidden neurons have an
overlap of exactly 1=

p
d with the spikes, by simple explicit orthogonalisation. While the maximum

overlaps do indeed decrease for small sample complexities, the qualitative behaviour is unchanged.
All hyper-parameters as in �gs. 2.2 and 2.3, respectively.

length of 20; the correlation length is 1 and the signal-to-noise ratio is set to 3. The error shown is
early-stopping test error. The localisation of the neural networks' features and the data's fourth
moments is shown by the IPR measure. (We used here a lower length for the data vectors so that
the calculations for fourth-order cumulants do not have high memory requirements.) For the neural
networks, the highest IPR is shown amongst the incoming features of the hidden neurons at the
�nal state of the training. For the data, the highest IPR is the highest amongst the CP-factors of
the fourth cumulants of the nlgp-class using a rank-1 PARAFAC decomposition from the tensorly
package [121] .

2.B Mathematical details on the hypothesis testing problems

In this section, we provide more technical details on Hermite polynomials, LR and LDLR, and
present the complete proofs of all theorems stated in the main.

2.B.1 Additional notation

Underlined letters x; P; Q are used for objects that aren � d dimensional. In proofs the letter C
denotes numerical constants whose precise value may change from line to line, and any dependency
is denoted as a subscript.m! denotes factorial andm!! denotes the double factorial (product of all
the numbers k � m with the same parity as m).
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Multi-index notation We will need multi-index notation to deal with d-dimensional functions
and polynomials. Bold greek letters are used to denote multi-indices and their components,
� = ( � 1; : : : ; � d) 2 Nd. The following conventions are adopted:

j� j :=
dX

i =1

� i ; � ! :=
dY

i =1

� i !; x � :=
dY

i =1

x � i
i

@� f (x1; : : : ; xd) =
@

@x�
f :=

 
@

@x� 1
1

: : :
@

@x� d
d

!

f

(2.30)

Since we will haven samples ofd-dimensional variables, we will need to consider polynomials
and functions in nd variables. To deal with all these variables we introduce matrix-multi-indices
(denoted by underlined bold Greek letters� ; � ; : : : ). They are n � d matrices with entries in N (i.e.
elements ofNn� d)

� := ( � �
i ) =

0

B
@

� 1
1 : : : � 1

d
...

. . .
...

� n
1 : : : � n

d

1

C
A (2.31)

We denote by � � the rows of � , that are d-dimensional multi-indices.
All the notations (2.30) generalize to matrix-multi-indices in the following way:

j� j :=
nX

� =1

j� � j =
nX

� =1

dX

i =1

� �
i ; � ! :=

Y

�
� � ! =

Y

�

Y

i

� �
i !;

x � :=
nY

� =1

(x � ) � �
=

nY

� =1

dY

i =1

(x �
i ) � �

i

@� f (x) :=

 
@

@(x1) � 1 : : :
@

@(xn ) � n

!

f (x)

(2.32)

2.B.2 More on LR and LDLR

2.B.2.1 Statistical and computational distinguishability

From a statistical point of view, distinguishing two sequences of probability measuresP = ( Pn )n2 N

and Q = ( Qn )n2 N de�ned on a sequence of measure spaces(
 n ; Fn ) means �nding a sequence of
tests f n : 
 n ! f 0; 1g, which are measurable functions that indicate whether a given set of inputs
was sampled fromP or Q. We will say that the two measures arestatistically distinguishable in
the strong sense if there exists a statistical testf for which

Qn (f n (x) = 0) �!
n!1

1 and Pn (f n (x) = 1) �!
n!1

1: (2.33)

The strong version of statistical distinguishability requires that the probability of success of the
statistical test must tend to 1 as n ! 1 , whereasweak distinguishability just requires it to be
asymptotically greater than 1=2 + ", for any " > 0. We will call the minimal number of samples
required to achieve strong statistical distinguishability the statistical sample complexity of the
problem. We can obtain a computationally bounded analogue of this de�nition by restricting the
complexity of the statistical test f n to functions that are computable in a time that is polynomial in
the input dimension d. The computational statistical complexity is then the minimal number
of samples required to achievecomputational distinguishability .
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2.B.2.2 Necessary conditions for distinguishability

A necessary condition for strong distinguishability is based on thelikelihood ratio (LR) of probability
measures, which is de�ned as

L n (x) :=
dPn

dQn
(x) (2.34)

The likelihood ratio provides a necessary condition for strong distinguishability ofP and Q via the
so-called second moment method:

Proposition 2.9 (Second Moment Method for Distinguishability) . Suppose thatPn is absolutely
continuous with respect toQn , and let L n be the corresponding LR. A necessary condition for strong
distinguishability of P from Q is

kL nk2 := E
x� Qn

[L n (x)2] �!
n!1

+ 1 : (2.35)

where k�k is the norm with respect to the Hilbert space

L 2(
 n ; Qn ) =
n

f : 
 n ! R j EQn [f 2(x)] < 1
o

: (2.36)

Proof. The proof is immediate: if (jjL n jj )n were bounded, by Cauchy-SchwartzQ(An ) ! 0 would
imply P(An ) ! 0. But by the de�nition of strong asymptotic distinguishability there exists a
sequence of events(An )n such that P(An ) ! 1 and Q(An ) ! 0; hence(jjL n jj )n must diverge.

The second moment method has been used to derive statistical thresholds for various high-
dimensional inference problems [51, 59, 69, 122]. Note that proposition 2.9 only states a necessary
condition; while it is possible to construct counterexamples, they are usually based on rather arti�cial
constructions (like the following example from [69]), and the second moment method is considered a
good proxy for strong statistical distinguishability.

Example 2.10. Let P and Q be two strongly distinguishable sequences of probability measures on
(Yn ; Fn )n . De�ne P0

n on Fn as a measure that with probability 1=2 follows Pn and with probability
1=2 follows Qn . Letting L 0

n be the LR of P0
n with respect to Qn . We have that jjL 0

n jj ! 1 , but P0

and Q are not strongly distinguishable.

Proof. The density of P0
n is:

p0
n (y) =

pn (y) + qn (y)
2

(2.37)

hence
L 0

n =
1
2

(1 + L n ) (2.38)

which clearly has the same asymptotic behaviour asL n .
On the other hand, it cannot be that P0 and Q0 are strongly distinguishable since for any event

A, P0
n (A) � 1

2Qn (A).

2.B.2.3 LDLR analysis for spiked Wishart model

In this subsection we show the application of LDLR method to the spiked Wishart model. We
obtain the correct BBP threshold for the signal-to-noise ratio even when we restrict ourselves to the
class of polynomials of constant degree:
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Theorem 2.11 (LDLR for spiked Wishart model) . Suppose the prior onu belongs to the following
cases:

ˆ (ui ) i =1 ;:::;d are i.i.d. and symmetric Rademacher random variables

ˆ (ui ) i =1 ;:::;d are i.i.d. and ui � N (0; 1)

Let D 2 N and d; n ! 1 , with �xed ratio 
 := d=n, then

lim
d;n!1

kL � D k =
DX

k=0

(2k � 1)!!
(2k)!!

� 2k


 k ; (2.39)

which, as D increases, stays bounded for� < � c :=
p


 =
p

d=n and diverges for� > � c.

The distinguishability threshold that we have recovered here is of course the famous BBP phase
transition in the spiked Wishart model [42]: if � < � c =

p
d=n, the low-degree likelihood ratio stays

bounded and indeed a set of inputs drawn from 2.1 is statistically indistinguishable from a set of
inputs drawn from N (0; 1). For � > � c instead, there is a phase transition for the largest eigenvalue
of the empirical covariance of the inputs in the second class, which can be used to di�erentiate the
two classes, and the LDLR diverges.

As mentioned in the main text, a thorough LDLR analysis of a more general model that
encompasses the spiked Wishart model was performed by Bandeiraet al. [123]. Their theorem 3.2 is
a more general version of our theorem 2.11, that generalizes it in two directions: it works for a class
of subgaussian priors onu that satisfy some concentration property, and also allows for negative
SNR (the requirement is � > � 1). For completeness, here we show that this result can be obtained
as a straightforward application of a Gaussian additive model.

Proof. We note that the problem belongs the class ofAdditive Gaussian Noise modelswhich is
studied in depth by Kunisky et al. [69]. In those models the two hypotheses have to be expressed as
an additive perturbation of white noise:

ˆ Pn : xn = yn + zn ,

ˆ Qn : xn = zn ,

The spiked Wishart model that we consider belongs to this class. It can be seen by de�ning

Rnd 3 yn =
� q

�
d g1u; : : : ;

q
�
d gnu

� >

. So we can apply theorem 2.6 from Kuniskyet al. [69], that

computes the norm of the LDLR by using two independent replicas of the variabley. Denoting the
two replicas by ŷ and ~y, we get

jjL � D
n jj2 = E

" DX

m=0

1
m!

(ŷ � ~y)m

#

= E

2

4
DX

m=0

� m

m!dm

0

@
nX

� =1

ĝ� ~g� û � ~u

1

A

m 3

5

=
DX

m=0

� m

m!dm E

2

4 (û � ~u)m

0

@
nX

� =1

ĝ� ~g�

1

A

m 3

5

=
DX

m=0

� m

m!dm E

2

4

0

@
nX

� =1

ĝ� ~g�

1

A

m 3

5 E [(û � ~u)m ]

(2.40)



CHAPTER 2. ALGORITHMIC HARDNESS 33

Note now that
P n

� =1 ĝ� ~g� has the same distribution as�
P n

� =1 ĝ� ~g� , so its distribution is even and
all the odd moments are 0. This means that we can reduce to the casem = 2k, so we need to study:

jjL � D
n jj2 =

bD=2cX

k=0

� 2k

(2k)!d2k E

2

6
4

0

@
nX

� =1

ĝ� ~g�

1

A

2k
3

7
5

| {z }
T1

E
h
(û � ~u)2k

i

| {z }
T2

(2.41)

Let us consider the termT1. Call Y � := ĝ� ~g� . The distribution of each of the Y � is not Gaussian,
but we have that E[Y � ] = 0 and Var(Y � ) = 1 . So by the central limit theorem Sn := 1p

n

P n
� =1 Y �

converges to a standard normal in distribution, asn ! 1 . Note that the cumulants of Sn can be
computed thanks to linearity and additivity of cumulants and are � (Sn )

2k = n1� k � Y
2k . So they all go to

0 except from the variance. Since the moments can be written as a function of the cumulants up to
that order, it follows that limn E[S2k

n ] will be the 2k-th moment of the standard normal distribution,
which means that we have the following:

lim
n! + 1

E

2

6
4

0

@ 1
p

n

nX

� =1

ĝ� ~g�

1

A

2k
3

7
5 = (2 k � 1)!! (2.42)

We turn now to T2 and do the same reasoning. De�nevi := ûi ~ui , both in Rademacher and in
Gaussian prior case, we have that the(vi ) i =1 ;:::;d is an independent family of random variables that
have 0 mean and variance equal to 1. So we can again apply the central limit theorem to get that:

lim
d! + 1

E

" �
û � ~u
p

d

� 2k
#

= (2 k � 1)!! (2.43)

Taking the limit for n; d ! + 1 with the constraint 
 = d=n, we have that:

lim
n;d!1

jjL � D
n jj2 = lim

n;d!1

bD=2cX

k=0

� 2knk

(2k)!dk E

2

6
4

0

@ 1
p

n

nX

� =1

ĝ� ~g�

1

A

2k
3

7
5 E

" �
û � ~u
p

d

� 2k
#

=
DX

k=0

�
� k (2k � 1)!!

� 2

(2k)!
 k =
DX

k=0

(2k � 1)!!
(2k)!!

� 2k


 k

(2.44)

which is what we wanted to prove.
As a �nal note we remark that the basic ideas of the arguments in [123] coincide with what

exposed above. However, the increased generality of the statement requires the use of the abstract
theory of Umbral calculus to generalize the notion of Hermite polynomials to negative SNR cases,
as well as more technical work to achieve the bounds on the LDLR projections.

2.B.3 Details on the spiked cumulant model

Here we will expand on the mathematical details of the spiked cumulant model.

2.B.3.1 Prior distribution on the spike

For the prior distribution on u, P, its role is analogous to the spiked Wishart model, so all the
choices commonly used for that model can be considered applicable to this case. Namely symmetric
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distributions so that
�
�
�
� up

d

�
�
�
� � 1 as d ! 1 . In the following we will make the computations assuming

ui i.i.d. and with Rademacher prior:

ui � Rademacher(1=2) (2.45)

It helps to have i.i.d. components and constant norm
�
�
�
� up

d

�
�
�
� � 1. However all the results should

hold, with more involved computations, also with the following priors:

ˆ (ui ) i =1 ;:::;d are i.i.d. and ui � N (0; 1)

ˆ u 2 Unif (@B(0;
p

d).

2.B.3.2 Distribution of the non-Gaussianity

As detailed in 2.1, we need the non-Gaussianity to satisfy speci�c conditions. Some of the require-
ments are fundamental and cannot be avoided, whereas others could likely be removed or modi�ed
with only technical repercussion that do not change the essence of the results.

The most vital assumptions are the �rst and the last: E[g] 6= 0 would introduce signal in the �rst
cumulant, changing completely the model. It is important to control the tails of the distribution
with

E[exp
�
g2=2

�
] < + 1 ; (2.46)

a fat-tailed g would make the LR-LDLR technique pointless due to the fact that L =2 L 2(Rd; Q) and
jjL jj = 1 for any n; d. For example it is not possible to use Laplace distribution forg.

On the opposite side, the least important assumptions are that Var(g) = 1 and eq. (2.5);
removing the �rst would just change the formula for whitening matrix S, while eq. (2.5) is a very
weak requirement and it is needed just to estimate easily the Hermite coe�cients' contribution
and reach 2.17, it may be even possible to remove it and try to derive a similar estimate from the
assumption on the tails 2.46.

Finally, the requirement of symmetry of the distribution has been chosen arbitrarily thinking
about applications: the idea is that the magnitude of the fourth-order cumulant, the kurtosis,
is sometimes used as a test for non-Gaussianity, so it is interesting to isolate the contribution
given by the kurtosis, and higher-order, even degree, cumulants, by cancelling the contribution of
odd-order cumulants. However, it would be interesting to extend the model in the case of a centered
distribution with non-zero third-order cumulant. It is likely that the same techniques can be applied,
but the �nal thresholds on � may di�er.

The following lemma gives a criterion of admissibility that ensures Radem(1=2) and Unif(�
p

3;
p

3)
(together with many other compactly supported distributions) satisfy 2.1.

Lemma 2.12. Supposepg is a probability distribution, compactly supported in [� � ; �] , � � 1, then

E
g� pg

[hm (g)] � � m m!

Proof. Use the notation hm (x) =
P m

k=0 am;k xk and Sm :=
P m

k=0 jam;k j. Then we have that

E
g� pg

[hm (g)] = E
g� pg

" mX

k=0

am;k gk

#

� E
g� pg

" mX

k=0

jam;k jjgjk
#

� � m Sm

(2.47)
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So we just need to prove thatSm � m!, which can be done by induction using A.7. Suppose it true
for m, we prove it for m + 1 . By A.7 we have that:

jam+1 ;k j �

(
jam;1j k = 0

jam;k � 1j + ( k + 1) jam;k +1 j k > 0
(2.48)

Summing on both sides (and usingam;k = 0 when k > m ), we get:

Sm+1 � j am;1j +
m+1X

k=1

jam;k � 1j + ( k + 1) jam;k +1 j

Sm+1 � Sm +
mX

j =0

j jam;j j

Sm+1 � Sm + m
mX

j =0

jam;j j

Sm+1 � (m + 1) Sm

(2.49)

Hence by application of the inductive hypothesis we getSm+1 � (m + 1)! , completing the proof.

2.B.3.3 Computing the whitening matrix

In this paragraph all the expectations are made assumingu �xed and it will be best to work with
its normalized version �u = u=

p
d. Note that E[x] = 0 and we want also that

1d� d = E[xx > ] = E[S
� p

�g �u + z
� � p

�g �u> + z>
�

S> ]

= S
�
1 + � �u�u>

�
S>

(2.50)

Hence we need

S2 = SST =
�
1 + � �u�u>

� � 1
= 1 �

�
1 + �

�u�u> (2.51)

So we look for
 such that:

(1 + 
 �u�u> )2 = 1 �
�

1 + �
�u�u> (2.52)

By solving the second-order equation we get


 � = �
�

1 �
1

p
1 + �

�
(2.53)

We choose the solution with� , so that S is positive de�nite:

S = 1 �
�

1 �
1

p
1 + �

�
�u�u> = 1 �

�
1 + � +

p
1 + �

uu>

d
: (2.54)

Hence we can compute also the explicit expression forx:

x = z �
�

1 �
1

p
1 + �

�
�u> z�u +

s
�

1 + �
g�u

x = z � �u> z�u| {z }
z? u

+

0

B
B
B
@

s
1

1 + �
�u> z +

s
�

1 + �
| {z }

�

g

1

C
C
C
A

�u

= z? u +
� q

1 � � 2 �u> z + �g
�

�u (2.55)
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Figure 2.6: Graphs off , de�ned in (2.7), when g � Rademacher(1=2).

So x is standard Gaussian in the directions orthogonal tou, whereas inu direction, it is a weighted
sum betweeng and z. Note that it is a quadratic interpolation: the sum of the square of the weights
is 1.

2.B.4 Details of the LR analysis for spiked cumulant model

Proof of lemma 2.2. ~x � =
q

�
d g� u + z� , to �nd the marginal density of x � we integrate over the

possible values ofg

p~x (yju) = P(~x � 2 dyju) = E
g

2

4pz

0

@y �

s
�
d

gu

1

A

3

5 (2.56)

where pz is the density of a standard normal d-dimensional variable z � N (0; 1d). But we are
interested in the density of the whitened variable x, px (�ju), which can be seen as the push forward
of the density of ~x with respect to the linear transformation S. So

px (yju) = p~x (S� 1yju)j det S� 1j: (2.57)

It is easy to see from 2.3 thatj det S� 1j =
p

1 + � , so we can plug it into 2.56 and after expanding
the computations we get to

px (yju) = pz(y)E
g

2

4
p

1 + � exp

0

@�
1 + �

2

 

g �

s
�

(1 + � )d
y � u

! 2

+
g2

2

1

A

3

5 : (2.58)

So we have found the likelihood ratio for a single sample, conditioned on the spike:

l (yju) =
px (yju)
pz(y)

= E
g

2

4
p

1 + � exp

0

@�
1 + �

2

 

g �

s
�

(1 + � )d
y � u

! 2

+
g2

2

1

A

3

5 : (2.59)

Note that conditioning on u the samples are independent, so we have the following formula:

L (y) = E
u

2

4
nY

� =1

l (y� ju)

3

5 : (2.60)
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So to compute the norm we consider two independent replicas of the spike,u and v, then we switch
the order of integration to get

jjL n;d jj2 = E
y� Q

2

4E
u

2

4
nY

� =1

l (y� ju)

3

5 E
v

2

4
nY

� =1

l (y� jv)

3

5

3

5

= E
u;v

2

4 E
y� Q

2

4
nY

� =1

l (y� ju)l (y� jv)

3

5

3

5

= E
u;v

�
E

y� Q
[l (yju)l (yjv)]n

�

= E
u;v

"

E
y� Q

 

E
gu

2

4
p

1 + � exp

0

@�
1 + �

2

 

gu �

s
�

(1 + � )d
y � u

! 2

+
g2

u

2

1

A

3

5

� E
gv

2

4
p

1 + � exp

0

@�
1 + �

2

 

gv �

s
�

(1 + � )d
y � v

! 2

+
g2

v

2

1

A

3

5

! n#

:

(2.61)

Switching the integral over y inside the new integrals overgu and gv we can isolate the following
integral over y:

I := E
y� Q

2

4exp

0

@�
1 + �

2

 

gu �

s
�

(1 + � )d
y � u

! 2

�
1 + �

2

 

gv �

s
�

(1 + � )d
y � v

! 2
1

A

3

5 : (2.62)

It can be computed by noting the subspace orthogonal tof u; vg, we just have the integral of a
standard normal, and the remaining 2-dimensional integral can be computed explicitly. Since the
Rademacher prior implies that jjujj = jjvjj =

p
d, the result depends only on their overlap� (i.e.

� = u�v
d ), leading to:

I =
1

p
(1 + � )2 � � 2� 2

exp
�

�
1 + �

2(1 + � )2 � 2� 2� 2

�
(1 + � )(g2

u + g2
v ) � 2� (gugv)�

� �
(2.63)

If we plug this formula inside 2.61 and rearrange the terms we get an expression that can be written
in terms of the density of two bi-dimensional centered Gaussians

jjL n;d jj2 = E
�

2

4 E
gu ;gv

2

4 1 + �
p

(1 + � )2 � � 2� 2
e

�
(1+ � )( (1+ � )( g2

u + g2
v ) � 2� ( gu gv ) � )

2(1+ � ) 2 � 2� 2 � 2 + g2
u + g2

v
2

3

5

n3

5

= E
�

�
E

gu ;gv

h
N ((gu ; gv); �) N ((gu ; gv); 12� 2) � 1

i n
�

:

(2.64)

where

� � 1 =
1 + �

(1 + � )2 � � 2� 2

 
1 + � � ��
� �� 1 + �

!

; � =
u � v

d
: (2.65)

Now we turn to compute the expectation over � . Note that since u; v are independent and their
components are Rademacher distributed, product of Rademacher is still Rademacher, henceu � v is
the sum of d independent Rademacher random variables. Using moreover that the Rademacher
distribution is just a linear transformation of the Bernoulli, we can link the distribution of a the
overlap � to a linear transformation of a binomial distribution: d

2(� + 1) � Binom(d;1=2).
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Figure 2.7: On the left, LR norm when g � Rademacher(1=2) in the regime n = 
d with 
 = 1 .
When � < � 
 � 10:7 the likelihood ratio remains bounded, whereas it goes to+ 1 for � > � 
 . On

the right, the lower bound on jjL � D (n)
n;d jj given by 2.14 goes to+ 1 for � > 2. Parameters for the

plot: g � Radem(1=2), � = 10, D(n) = log 3=2(n)

We therefore de�ne the auxiliary function

f (�; � ) := E
gu ;gv

2

4 1 + �
p

(1 + � )2 � � 2� 2
e

�
(1+ � )( (1+ � )( g2

u + g2
v ) � 2� ( gu gv ) � )

2(1+ � ) 2 � 2� 2 � 2 + g2
u + g2

v
2

3

5 (2.66)

so that the LR norm can be rewritten as

jjL n;d jj2 =
dX

j =0

 
d
j

!
1
2d f

�
�;

2j
d

� 1
� n

(2.67)

which is what we needed to prove.

2.B.4.1 Consequences of lemma 2.2

We will analyze in more detail the case in whichg � Rademacher(1=2). It is a case that is particularly
interesting for the point of view of the applications because it amounts to comparing a standard
Gaussian with a Gaussian mixture with same mean and covariance. Moreover, with this choice
of non-Gaussianity, the technical work simpli�es because the troublesome integral overgu ; gv in
2.7 becomes just a simple sum over 4 possibilities. In this casef can be computed exactly and
it is displayed in 2:6. The maximum of f (�; �) is attained at � = � 1 and f (�; 1) is monotonically

increasing. Assume thatn � d� , then a su�cient condition for LR to diverge is f (�; 1)d�

2d ! 1 , which
holds as soon as� > 1. Moreover, even at linear sample complexity, it is possible to �nd regimes
that ensure divergence of the LR norm, similar to BBP phase transition in spiked Wishart model.
Assume that samples and dimensions scale at the same rate as in spiked Wishart model:n � d


 ,
then a su�cient condition for divergence is that

f (�; 1)d=


2d ! 1

which holds if and only if f (�; 1)1=
 > 2. Hence given� , you can always �nd


 � :=
log (f (�; 1))

log 2
(2.68)
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And for 
 > 
 � there is guarantee that jjL n;d jj ! 1 . Vice-versa, we could also �x 
 and de�ne � 


as only value of� that makes 2.68 true.
It is spontaneous to ask whether this condition for divergence of LR norm is also necessary,

making the SNR threshold � 
 the analogous in this model of the threshold� c =
p


 in spiked
Wishart model (2.11). Although a rigorous proof of this is still missing, numerical evidence (2.7)
suggests that for � � � 
 the LR norm stays indeed bounded.

2.B.5 Detailed proofs for section 2.3.2

First we prove two lemmas that provide useful formulas and estimates.

Lemma 2.13. We consider a hypothesis testing problem inRd where the null hypothesisQ is
the multivariate Gaussian distribution N (0; 1d� d), while the alternative hypothesisP is absolutely
continuous with respect to it. Then:

L � D =
X

j � j� D

hL; H � i H �

� !
=

X

j � j� D

E
x� P

[H � (x)]H �

� !
(2.69)

Which implies

jjL � D jj2 =
X

j � j� D

hL; H � i 2

� !
=

X

j � j� D

E
x� P

[H � (x)]2

� !
(2.70)

Proof. First note that
hL; H � i = E

x� P
[H � (x)] (2.71)

due to the de�nition of likelihood ratio and a change of variable in the expectation. Then we can
just use the fact that (H � ) � 2 Nd are an orthogonal basis forL 2(Rd; Q), and if we consider the
Hermite polynomials up to degreeD, they are also a basis of the space of polynomials in which we
want to project L to get L � D . Hence the formulas follow by just computing the projection using
this basis.

Note that we set the lemma in Rd, but of course it holds also inRnd just switching to matrix-
multi-index notation. The following lemma provides estimates and formulas for projections of the
sample-wise likelihood ratiol(�ju) on the Hermite polynomials.

Proof of lemma 2.8. Recall that by (2.9)

l(yju) = E
g

2

6
4

p
1 + � exp

0

B
@�

1
2

0

@
p

1 + �g �

s
�
d

y � u

1

A

2

+
g2

2

1

C
A

3

7
5 : (2.72)

Note that this expression, thanks to 2.46 that bounds the integral, is di�erentiable in�nitely many
times in the y variable. It can be quickly proven by induction on j� j = m (using the recursive
de�nition of Hermite polynomials A.6) that:

@� l (yju) =
�

�
d

� m=2

u� �

� E
g

2

6
4

p
1 + � h m

0

@
p

1 + �g �

s
�
d

y � u

1

A exp

0

B
@�

1
2

0

@
p

1 + �g �

s
�
d

y � u

1

A

2

+
g2

2

1

C
A

3

7
5 (2.73)
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Hence we can again use 2.46 together with the fact that

sup
g

�
�
�
�
�
�
�
hm

0

@
p

1 + �g �

s
�
d

y � u

1

A exp

0

B
@�

1
2

0

@
p

1 + �g �

s
�
d

y � u

1

A

2
1

C
A

�
�
�
�
�
�
�

< 1

to deduce that the hypothesis of lemma A.8 are met for any� 2 Nd, leading to:

hl(�ju); H � i = E
x� P(�ju)

[H � (x)] = E
y� Q

[@� l (yju)] (2.74)

This, and 2.73 already prove 2.21. Now to compute the exact value ofTm;g we need to take the
expectation with respect to y � Q = N (0; 1d� d). Note that by the choice of Rademacher prior onu,
we know that jjujj =

p
d. So, conditioning on u, y � up

d
� N (0; 1). Hence switching the expectations

in 2.73, we get:

Tm;g = � m=2E
g

� Z 1

�1

dz
p

2�

p
1 + � h m

� p
1 + �g �

p
�z

�
e� 1

2

� p
1+ �g �

p
�z

� 2
+ g2 � z2

2

�
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� Z 1

�1
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p
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p
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p
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�
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�
�

1
2

� p
�g �

p
1 + �z

� 2
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~z=
p

1+ �z
= � m=2E
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" Z 1

�1

d~z
p

2�
hm

 
p

1 + �g �

s
�

1 + �
~z

!

exp
�

�
1
2

� p
�g � ~z

� 2
� #

(2.75)

Now we use A.8 on

x =
�

p
1 + �

g �

s
�

1 + �
~z

y =
p

1 + �g �
�

p
1 + �

g =
g

p
1 + �

(2.76)

applying also the translation change of variableẑ = ~z �
p

� g we get:

E
y� Q

[@� l (yju)] =
�

�
d

� m=2

u� E
g

2

4
mX

k=0

 
m
k

!

hk

�
g

p
1 + �

�  

�

s
�

1 + �

! m� k

E
ẑ�N (0;1)

[ẑm� k ]

3

5 (2.77)

Now recall the formula for the moments of the standard Gaussian (see for instance section 3.9 in
[124]):

E
ẑ�N (0;1)

[ẑm� k ] =

(
(m � k � 1)!! if m � k is even

0 if m � k is odd
(2.78)

Plugging this formula inside and changing the summation index2j := m � k we get

Tm;g = � m=2
bm=2cX

j =0

 
m
2j

! �
�

1 + �

� j

(2j � 1)!!E
�
hm� 2j

�
g

p
1 + �

��
: (2.79)

Note that A.9 with x = gp
1+ �

and 
 =
p

1 + � gives the following rewriting of hm (g):

hm (g) =
bm=2cX

j =0

(
p

1 � � )m� 2j (� ) j

 
m
2j

!

(2j � 1)!!hm� 2j

�
g

p
1 + �

�
(2.80)

which is almost the same expression as in 2.79. This allows simplify everything, leading to 2.22.
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Note that lemma 2.8 together with 2.1 on g imply:

m = 2 or m odd =) Tm;g = 0 ; (2.81)

So, apart from m = 0 which gives the trivial contribution +1, the �rst non zero contributions to the
LDLR norm is at degree m = 4 :

E
x� P(�ju)

[H � (x)] =
� 2

(1 + � )2 � g
4
u�

d2 (2.82)

From now on we will consider separately the lower and the upper bounds.

Lower bound The idea of the proof is to start from

jjL � D
n;d jj2 =

X

� 2 Nnd

j � j� D

hL; H � i 2

� !
(2.83)

and to estimate it from below by picking only few terms in the sum. So we restrict to particular
sets of matrix-multi-indices for which we can exploit 2.82. Let m 2 N such that 4m � D , de�ne

I m =
n

� 2
�
Nd

� n �
�
� j� j = 4m; j� � j 2 f 0; 4g 8 1 � � � n

o
(2.84)

I m is non empty sincem < n and for each� 2 I m we can enumerate all the indices� 1; : : : ; � m

such that � � i 6= 0 .
Now we go on to compute the termhL; H � i for � 2 I m :

hL; H � i =
Z

U
E

x� P(�ju) 
 n
[H � (x)]dP(u)

=
Z

U
E

x� P(�ju) 
 n

" mY

i =1

H � � i (x � i )

#

dP(u)
(2.85)

Since the samples are independent conditionally onu, we can split the inner expectation along the
m contributing directions:

hL; H � i =
Z

U

mY

i =1

E
x� P(�ju)

[H � � i (x � i )]dP(u) (2.86)

Now we need to compute the innerd-dimensional expectation. For that we use that j� � i j = 4 , so,

recalling the notation � =
q

�
1+ � , we can apply 2.82 to get for eachi

E
x� P(�ju)

[H � � i (x � i )] =
� 4

d2 � g
4u� � i : (2.87)

So the resulting integral can be written in the following way:

hL; H � i =

 
� 4� g

4

d2

! m Z

U

dY

j =1

u
 j
j dP(u) (2.88)

where for eachj 2 f 1; : : : ; dg, 
 j :=
P

� � �
j . So we also have that

P
j 
 j = 4m.
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Now we take the expectation with respect toP(u), and use the fact that the components are
i.i.d. Rademacher so the result depends on the parity of the
 j in the following way:

hL; H � i =

8
><

>:

�
� 4 � g

4
d2

� m

if all (
 j ) j =1 ;:::;n are even

0 if there is at least one
 j which is an odd number
(2.89)

Hence, if we restrict to the set:

~I m =

8
<

:
� 2 I m

�
�8j 2 f 1; : : : ; dg

nX

� =1

� �
j is even

9
=

;
(2.90)

We have that all the indices belonging to ~I m give the same contribution:

hL; H � i 2 =

 
� 4

d2 � g
4

! 2m

(2.91)

Also, note that inside I m , � ! � (4!)m , so get the following estimates

jjL � D
n;d jj2 =

X

j � j� D

hL; H � i 2

� !

�
bD=4cX

m=0

X

� 2 ~I m

hL; H � i 2

� !

�
bD=4cX

m=0

X

� 2 ~I m

 
� 4� g

4p
4!d2

! 2m

�
bD=4cX

m=0

# ~I m

 
� 4� g

4p
4!d2

! 2m

(2.92)

Now we just need to estimate the cardinality of ~I m . A lower bound can be provided by considering

Î m =
n

� 2 I m
�
� 8 � 2 [n] 8 j 2 [d] � �

j is even
o

(2.93)

Clearly Î m � ~I m and # ^I m =
� n

m

�� d+1
2

� m
because �rst we can pick then � m rows of � that will be

0 2 Nd, which can be done in
� n

m

�
. Then, for each non-zero row, we need to pick two columns (with

repetitions) in which to place a 2 and leave all the other entries as 0, that can be done in
� d+1

2

� m

ways.
So plugging the lower bound in the previous estimate, we reach the inequality that we wanted

to prove:

jjL � D
n;d jj2 �

bD=4cX

m=0

 
n
m

! 
d + 1
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! m  
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� 2� g
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4!d2(1 + � )2

! 2m

(2.94)
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Upper bound We start from (2.19) using the following rewriting:

jjL � D
n;d jj2 =

X

j � j� D

hL; H � i 2

� !

=
X

j � j� D

E
x� P
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4
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E
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[H � � (x � )]

3

5
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(2.95)

Now use 2.8 and plug in the formulas for the inner expectations.

jjL � D
n;d jj2 =

X

j � j� D

1
� !

E
u�P (u)

2

4
nY

� =1

Tj � � j;g
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u� �
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X

j � j� D

� Q n
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� !dj � j
E

u�P (u)
[u� ]2

(2.96)

Now we use our prior assumption thatui
i.i.d.� Rad(1=2). Note that odd moments of ui are equal to

0 and even moments are equal to 1, so (denoting by� A (�) the indicator function of set A):

E
u�P (u)

[u� ] =
dY

i =1

E
u i � Rademacher(1=2)

�
u

P n
� =1

� �
i

i

�
= � nP n

� =1
� �

i is even for all i
o (� ) (2.97)

Now the key point of the proof: this last formula, together with (2.81), implies that most of the
addends in the sum in(2.96) are zero. Setj� j = m, then the set of multi-indices that could give a
non-zero contribution is

A m =

8
<

:
� 2 Nn� d�

� j� j = m; 8 � 2 [n]; � � = 0 or j� � j > 4; and 8 i 2 [d]
nX
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� �
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9
=

;
(2.98)

Using this fact together with (2.22) we get:
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(2.99)

In the third step we used the following inequality
Y

�
E

h
hj � � j(g)

i 2
�

Y

�
sup
k� m

�
E [hk (g)]1=k

� 2j� � j
= sup

k� m
E [hk (g)]2m=k
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That holds since � 2 A m hence
P

� j� � j = m.
It is hard to compute exactly the cardinality of A m , but we can estimate it by considering the

inclusion A m � ~A m de�ned as

~A m =
�

� 2 Nn� d�
� j� j = m; there are at most

�
m
4

�
non-zero rows and

�
m
2

�
non-zero columns

�

(2.100)
Assume nowm > 0 (the casem = 0 can be treated separately, leading to the addend +1 in(2.15)).
To compute the cardinality of ~A m we just have to multiply the di�erent contributions

ˆ There are
� n

bm=4c

�
possibilities for the non-zero rows

ˆ There are
� d

bm=2c

�
possibilities for the non-zero columns

ˆ once restricted to abm=4c � b m=2c we have to place the units to get to normm. It is the
counting problem of placing m units inside the bm=4cbm=2c matrix entries. The possibilities
are  

bm=4cbm=2c + m � 1
m

!

(2.101)

So we get the following estimate for the cardinality ofA m

# A m �

 
n

bm=4c

! 
d

bm=2c

! 
bm=4cbm=2c + m � 1

m

!

(2.102)

Plugging into (2.99) we reach the �nal formula (2.15), which completes the proof.

Proof of corollary 2.7 Now we turn to the proof of 2.7 on the asymptotic behavior of the bound
 

n
m

!

=
nm

m!
+ O(nm� 1) (2.103)

 
d + 1

2

! m

�
d2m

2m (2.104)

So we have that:
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(2.105)

Then we lower-bound the sum by considering just the last term.

jjL � D (n)
n;d jj2 �

1
bD=4c!

 
� 2� g
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4!(1 + � )2
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�
Cn
d2

� bD=4c
!

(2.106)

So by usingk! � kk on bD=4c and picking n; d large enough so that numerical constants and the
o(: : : ) become negligible for the estimate, we get (2.16).

Plugging in the scaling n � d� and D(n) � log1+ " (n) it is clear that what decides the behaviour
of the sequence is the termn

d2 .
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ˆ If 0 < � � 2, n
d2 ! 0 and so (2.16) does not provide information on the divergence of the

LDLR norm.

ˆ If � > 2 it is n
d2 ! 1 faster that the logarithmic term at denominator, so the right hand side

in (2.16) diverges at 1 , proving the second regime in (2.18)

Now let us turn to proving (2.17). We are in the regimem � D << min(n; d), hence we can use
the following estimates of binomial coe�cients and factorial
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� m
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(2.107)

on 2.15 to get

jjL � D
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�
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(2.108)

Now we use estimate the term depending on the Hermite coe�cients ofg, using the assumption 2.5:

sup
k� m

�
E [hk (g)]2m=k

�
� sup

k� m

�
(� kk!)2m=k

�

� � 2m sup
k� m

�
k2m

�

� � 2m m2m

(2.109)

Plugging into the estimate for the LDLR we get (2.17)

jjL � D
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� 2�
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! m

m4m
�

n
d2

� m=4

(2.110)

By letting n � d� , for � > 0 and D(n) � log1+ " (n), we can see that the bound goes to 1 when� < 2,
proving the �rst regime in (2.18).

2.B.6 Limitations of our theoretical analysis

The main limitation of the theoretical portion of our work is that it relies on the assumption
that the null hypothesis is standard i.i.d. Gaussian noise. Since this assumption is central to
the large body of work analysing hypothesis tests [69], a very interesting future direction is to
develop tools for analysing the case of a di�erent null hypothesis. On the technical side, while
the assumption of Rademacher prior onu is not essential and could be easily generalized to other
isotropic distributions, assumption 2.1 is a key requirement to carry out the proofs. As is generally
the case in high-dimensional statistics, our results do not constitute a complete proof of the existence
of a statistical-to-computational gap: our argument relies on the low-degree conjecture 2.5, and the
divergence of the norm of the likelihood ratio is only a necessary condition forstrong distinguishability.
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Figure 2.8: Linear and quadratic sample regimes for di�erent synthetic data models.
(Right) Generalization error of the hidden manifold model (top), the teacher-student setup (center)
and a mixture of two Gaussians as a function of the ratio of the number of samples and the input
dimension. (Left ) Same except that the number of samples scales with the square of the input
dimension. The solid black line corresponds to the replica theory prediction while the coloured dots
display the outcome of the numerical simulations averaged over10 di�erent seeds. In all the panels,
d = 1000 and d = 20 for linear and quadratic sample regimes respectively,� = 0 :01 for both the
teacher�student setup and the hidden manifold model while � = 0 :1 for Gaussian mixtures. In the
Gaussian mixture case,� � = (� 1; 0; :::; 0) 2 Rd while the covariance matrices are both isotropic
and, in particular, both equal to the identity matrix: � � = I .

In fact, there are no techniques at the moment that can prove that average-case problems require
super-polynomial time in the hard phase, even if we assumeP 6= NP [69]. So our work should be
seen as providing rigorous evidence for a statistical-to-computational gap in the spiked cumulant
model.

2.C Details on the replica analysis

We analytically compute the generalisation error of a random feature model trained on the Gaussian
mixture classi�cation task of 2.B.2.3 by exploiting the Gaussian equivalence theorem for dealing with
structured data distributions [13, 108�111]. In particular, we use equations derived by Loureiroet al.
[107] that describe the generalisation error of random features on Gaussian mixture classi�cation
using the replica method of statistical physics. The equations describe the high-dimensional limit
where n; d, and the size of the hidden layerp ! 1 while their ratios stay �nite, � = n=d and
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 = d=p� O (1). In this regime, the generalisation error is a function of only scalar quantities, i.e.

� g = 1 � � + E�

h
sign

�
m?

+ +
q

q?
+ � + b?

�i
+ � � E�

h
sign

�
m?

� +
q

q?
� � + b?

�i
; (2.111)

where � � N (0; 1), � � de�nes the fraction of data points belonging to classy = � 1 while m?
� , q?

�
and b? are the so-called overlap parameters and bias term respectively. Their value for every size of
the training set can be determined by solving the following optimisation problem [107]:
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f qk ;m k ;Vk ;q̂k ;m̂k ;V̂k ;bgk=+ ;�
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k=+ ;�

�
1
2

�
q̂kVk � qk V̂k

�
+ mkm̂k + lim

p!1

1
p

	 s + �
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where the entropic potential 	 s can be expressed as a function of the means� � 2 Rp and covariances
� � 2 Rp� p of the hidden-layer activations of the random features model, while the energetic potential
	 e depends on the speci�c choice of the loss functioǹ (�).

Solving the optimization problem in 2.112, leads to a set of coupled saddle-point equations for
the overlap parameters and the bias term. This set of equations is nothing but a special case of
the equations already derived in [107], that is high-dimensional classi�cation of a mixture of two
Gaussians with random features, except for the typo in the self-consistency equation of the bias
term

b =

0

@
X

k= �

� k
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� 1
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� kE� [� k � mk ] ; (2.113)

with � k being the extremizer
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and ` (�) being any convex loss function. Analogously to the more general setting of [107], the
Gaussian Equivalence Theorem allows to express the entropic potential	 s as a function of the
means� k 2 Rp and covariances� k 2 Rp� p of the random features

	 s = lim
p!1

1
p

(q̂+ � + + q̂� � � )t
�
� Ip + V̂+ � + + V̂� � �
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while the energetic potential 	 e depends on the speci�c choice of the loss functioǹ (�)
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As discussed in 2.4.1, the Gaussian Equivalence Theorem breaks in the quadratic sample regime
if the data are sampled from the spiked Wishart model. Interestingly, this is not the case for the
Hidden Manifold model. Indeed, as shown in �g. 2.8, we still get a perfect match between the
Gaussian theory and the numerical simulations even in the quadratic sample regime. The theoretical
prediction can be easily derived by rescaling the free-energy associated to the Hidden Manifold model
as in [109] by a factor1=d2. This is the same trick already proposed in [112] for teacher�student
settings and displayed in the middle panel of �g. 2.8.



Chapter 3

Neural Network dynamics

3.1 Introduction

Neural networks excel at learning rich representations of their data, but which parts of a data set
are actually important for them? From a statistical point of view, we can decompose the data
distribution into cumulants, which capture correlations between groups of variables. The �rst
cumulant is the mean, the second describes pair-wise correlations, andhigher-order cumulants
(HOCs) encode correlations between three or more variables. In image classi�cation, HOCs are
particularly important: on CIFAR10, removing HOCs from the training distribution incurs a drop
in test accuracy of up to 65% for DenseNets, ResNets, and Vision transformers [28], as we also saw
in �g. 1.3.

While HOCs are important for the performance of neural networks, extracting information from
HOCs with stochastic gradient descent (SGD) is computationally hard, as presented for the case of
the spiked cumulant model in chapter 2: where we showed that the number of samples required
to strongly distinguish two classes of inputsx 2 Rd whose distributions have the same mean and
covariance, but di�erent fourth-and higher-order cumulants, scales asn & d2 for the wide class of
polynomial-time algorithms covered by the low-degree conjecture [38�41].

The theoretical di�culty of learning from HOCs is in apparent contradiction to the importance
of HOCs for the performance of neural networks, and the speed with which neural networks pick
them up [28, 45, 125, 126], lead us to the following question:

How do neural networks extract information from higher-order input correlations
e�ciently ?

In this chapter, we show that neural networks can learn e�ciently from higher-order cumulants by
exploiting correlations between the latent variables of type u � x corresponding to input
cumulants of di�erent orders .

3.2 Results and insights: an informal overview

3.2.1 Deep convolutional neural networks recover the principal subspace of
their inputs before or when they �nd non-Gaussian directions

In �g. 3.1 we consider the three di�erent deep convolutional networks trained on a classi�cation
task on ImageNet. We plot the excess kurtosis of the input dotted with the �rst layer weights. We
see that networks manage to access the HOCs between103 and 104 steps, which is roughly when

48
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Figure 3.1: Deep neural networks converge to the principal subspace of image patches
before or when they �nd non-Gaussian directions. For three deep convolutional neural
networks trained on ImageNet, we plot the overlap with the principal subspace of image patches,
(eq. (3.50), blue), obtained via PCA, and the excess kurtosis of the �rst-layer representations, which
measures their non-Gaussianity (eq. (3.51), green). Details in section 3.B.1.

features start to form in the convolutional �lters (we will discuss this in more detail in chapter 4),
but it is also a seemingly low sample complexity if we expect thequadratic sample complexity
discussed in chapter 2. A possible explanation on how the networks may learn faster than in
the theoretical spiked cumulant model is that ImageNet data, along with HOCs, contains also
low-order structure (mean, covariance), that could interact with higher order cumulants, possibly
speeding up their learning. Indeed, if we compare the learning of excess kurtosis (blue line) with the
learning of the principal components of the data (green line) we see thatdeep networks recover the
principal subspace before or when they �nd the non-Gaussian direction. In the following we develop
a theoretical model to investigate how this interdependence may arise.

3.2.2 The mixed cumulant model (MCM)

We illustrate how correlated latent variables speed up learning by introducing a simple model for
the data, the mixed-cumulant model (MCM). The MCM is a binary discrimination task where
the signals that di�erentiate the two classes are carried by di�erent input cumulants. Speci�cally,
we draw n data points x � = ( x �

i ) 2 Rd with � = 0 ; 1; : : : ; n either from the isotropic Gaussian
distribution Q0 (label y� = � 1) or from a planted distribution Qplant (label y� = 1 ). Under Q0,
inputs have zero mean, an isotropic covariance equal to the identity1, and all HOCs are zero.
Under Qplant , the �rst few cumulants each carry a signal that distinguishes the inputs from those in
Q0: a non-zero meanm 2 Rd, a covariance which is isotropic except in the directionu 2 Rd, and
higher-order cumulants proportional to v
 k ; k � 2.

We sample an input from Qplant by �rst drawing an i.i.d. Gaussian vector z� and two scalar
latent variables, the normally distributed � � � N (0; 1) and � � , which is drawn from a non-Gaussian
distribution. For concreteness, we will assume that� � = � 1 with equal probability. Both latent
variables are independent ofz. Then, for y� = 1 , we have

x � =

meanz }| {
� m m +

covariancez }| {p
� u � � u

| {z }
Gaussian

+ S(
p

� v � � v
| {z }

HOCs

+ z� ): (3.1)

where � i � 0 are the signal-to-noise ratios associated to the three directions, or �spikes�,m; u; v.
The spikes are �xed and drawn uniformly from the unit sphere. We will sometimes force them to be
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Figure 3.2: Correlated latent variables speed up learning of neural networks. A Test error
of a two-layer neural network trained on the mixed cumulant model (MCM) of eq. (3.1) with signal-
to-noise ratios � m = 1 ; � u = 5 ; � v = 10. The MCM is a binary classi�cation tasks where the inputs
in the two classes have a di�erent mean, a di�erent covariance, and di�erent higher-order cumulants
(HOCs). We show the test error on the full data set (red) and on several �censored� data sets: a
test set where only the mean of the inputs is di�erent in each class (blue,� m = 1 ; � u = � v = 0 ), a
test set where mean and covariance are di�erent (green,� m = 1 ; � u = 5 ; � v = 0 ), and a Gaussian
mixture that is �tted to the true data set (orange). The neural networks learn distributions of
increasing complexity: initially, only the di�erence means matter, as the blue and red curves coincide;
later, the network learns about di�erences at the level of the covariance, and �nally at the level
of higher-order cumulants. B Test loss of a two-layer neural network trained on CIFAR10 and
evaluated on CIFAR10 (red), a Gaussian mixture with the means �tted to CIFAR10 (blue) and a
Gaussian mixture with the means and covariance �tted on CIFAR10 (orange). C Same setup as in
A , but here the latent variables corresponding to the covariance and the cumulants of the inputs are
correlated, leading to a signi�cant speed-up of learning from HOCs (the red and orange line separate
after & 104 steps, rather than & 106 steps). Parameters: � m = 1 ; � u = 5 ; � v = 10; d = 128; m = 512
hidden neurons, ReLU activation function. Full details in section 3.B.2.

orthogonal to one another. If � v = 0 , it is easy to verify that inputs are Gaussian with mean � m m
and covariance1 + � uuu> . If � v > 0, inputs are non-Gaussian but the presence of the whitening
matrix

S = 1 �
� v

1 + � v +
p

1 + � v
vv> (3.2)

removes the directionv from the covariance matrix, so that v cannot be recovered from the input
covariance if the latent variables � � ; � � are uncorrelated.

3.2.3 Neural networks take a long time to learn the cumulant spike in the
vanilla MCM

We show the performance of a two-layer neural network trained on the MCM model in �g. 3.2A
with signal-to-noise ratios � m = 1 ; � u = 5 ; � v = 10 and independent latent variables� � � N (0; 1)
and � � = � 1 with equal probability (red line). We can evaluate which of the three directions have
been learnt by the network at any point in time by evaluating the same network on a reduced test
set where only a subset of the spikes are present. Testing the network on a test set where the only
di�erence between the two classesQ0 and Qplant are the mean of the inputs (blue, � u = � v = 0 )
or the mean and covariance (� v = 0 ), we �nd that two-layer networks learn about the di�erent
directions in a sequential way, learning �rst about the mean, then the covariance, and �nally the
higher-order cumulants. This is an example of the distributional simplicity bias [28, 45, 126, 127].
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However, note that the periods of sudden improvement, where the networks discovers a new direction
in the data, are followed by long plateaus where the test error does not improve. The plateaus
notably delay the learning of the direction v that is carried by the higher-order cumulants. We
also see an �over�tting� on the censored test sets: as the network discovers a direction that is not
present in the censored data sets, this appears as over�tting on the censored tests.

3.2.4 Correlated latent variables speed up learning non-Gaussian directions

As it stands, the MCM with orthogonal spikes and independent latent variables is a poor model for
real data: neural networks show long plateaus between learning the Gaussian and non-Gaussian
part of the data on the MCM, but if we train the same network on CIFAR10, we see a smooth
decay of the test loss, see �g. 3.2B. Moreover, testing a network trained on CIFAR10 on a Gaussian
mixture with the means �tted to CIFAR10 (blue) and a Gaussian mixture with the means and
covariance �tted on CIFAR10 (orange) shows that the network goes smoothly and quickly from
Gaussian to the non-Gaussian part of the data, without a plateau.

A natural idea improve the MCM, i.e. to make the loss curves of a neural network trained
on the MCM resemble more the dynamics observed on CIFAR10, is to correlate the covariance
and cumulant spikes: instead of choosing them to be orthogonal to each other, one could give
them a �nite overlap u � v = � . However, a detailed analysis of the SGD dynamics in section 3.3.2
will show that this does not speed up learning the non-Gaussian part of the data; instead, the
crucial ingredient to speed up learning of non-Gaussian correlations is the correlation between latent
variables. Setting for example

� � = sign(� � ); (3.3)

we obtain the generalisation dynamics shown in red in �g. 3.2C: the plateaus have disappeared, and
we get a behaviour that is very close to real data: a single exponential decay of the test loss.

3.2.5 An analysis of a single neuron quanti�es the speed-up of correlated latents

We can make our experimental observations for two-layer networks rigorous in the simplest model
of a neural network a single neuronf (w; x) = � (w � x) trained using online projected stochastic
gradient descent (also known as the spherical perceptron). At each stept of the algorithm, we
sample a tuple(x t ; yt ) from the MCM (3.1) and update the weight wt according to the following
rule:

wt =

8
>><

>>:

w0 � Unif
�
Sd� 1

�
t = 0

~wt = wt � 1 � �
d r sphL (wt ; (x t ; yt )) t � 1

wt = ~wt
jj ~wt jj :

(3.4)

Here, r sph is the spherical gradient de�ned by r sphf (w) = ( 1 � ww> )r f (w). We follow Damian
et al. [18] in using the correlation loss for our analysis,

L (w; (x; y)) = 1 � yf (w; x): (3.5)

In high dimensions, the typical overlap of the weight vector at initialisation and, say, the cumulant
spike scales asw0 � v ' d� 1=2. We will say we the perceptron has learnt the direction v if we
have �weakly recovered� the spike, i.e. when the overlap� v � w � v � O(1). This transition from
diminishing to macroscopic overlap marks the exit of the search phase of stochastic gradient descent,
and it often requires most of the runtime of online SGD [16].

In this setup, we can give a precise characterisation of the sample complexity of learning a single
spike (either in the covariance or in the cumulant) and of learning in the presence of two spikes with
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independent or correlated latent variables. By looking at stochastic gradient descent, we can also
make quantitative statements on the optimal learning rates to achieve weak recovery quickly. For
simplicity, our perceptron analysis does not consider the spike in the mean, i.e.� m = 0 throughout.
This assumption is mainly to enhance the mathematical tractability of the model and we expect
most of the following to hold also in the case� m 6= 0 . Our main theoretical results are then as
follows:

Learning a single direction: If only the covariance or the cumulant are spiked, i.e. either� u = 0
or � v = 0 , the analysis of Ben Arouset al. [16] applies directly and we �nd that projected online
SGD requiresn & d log2 d samples to learn the covariance spikeu, but n & d3 samples to learn the
cumulant spike; see proposition 3.2 and proposition 3.3 for the precise scaling of the learning rate� .
This result establishes that in isolation, learning from the higher-order cumulant has a much higher
sample complexity than learning from the covariance.

Independent latent variables: In the mixed cumulant model with spikes in the covariance
and the HOCs, proposition 3.4 shows that ifn � d3, it is impossible to have weak recovery of the
cumulant spike for any learning rate � d = o(1=d) if the latent variables � and � are independent �
hence learning from HOCs remains hard. For larger learning rates1=d � � d = o(1), the SGD noise
becomes dominant afterd=� 2 steps and our analysis works only up to that horizon; we discuss this in
section 3.3.2.

Correlated latent variables: If instead both spikes are present and their latent variables have a
positive correlation E[� � � � ] > 0 (�xed, independent of d), proposition 3.5 shows that n & d log2 d
samples aresu�cient to weakly recover both spikes with the optimal learning rate � � 1=log d.
Moreover, even for sub-optimal learning rates� = o(1=d), the time to reach weak recovery of the
cumulant spike is d2 log2 d, which is still faster that in the uncorrelated case. Proposition 3.5 also
shows that the speed-up in terms of sample complexity required for weak recovery happens even
when the amount of correlation is small compared to the signal carried by the cumulant spike. In
other words, it does not a�ect the minimum landscape of the loss: if the global minimum is close to
the cumulant spike, introducing correlations between the latents will not move that minimum to
the covariance spike.

We give a full summary of the known results and our contributions in table 3.1. In the following,
we give precise statements of our theorems in section 3.3 and discuss our results in the context of
the wider literature, and the recently discussed �staircase phenomenon�, in section 3.4.

3.3 Rigorous analysis of the perceptron: the non-Gaussian
information exponent

We now present a detailed analysis of the simplest model where correlated latents speed up learning
from higher-order cumulants in the data, the spherical perceptron. Before stating the theorems, we
present the main ingredients of the analysis informally.

The key idea of our analysis is borrowed from Ben Arouset al. [16]: during the search phaseof
SGD, while the overlaps� u = u � w; � v = v � w of the weight w with the covariance and cumulant
spikes are small, i.e.o(1) with respect to d, the dynamics of spherical SGD is driven by the low-order
terms of the polynomial expansion of thepopulation lossL (w) = E[L (w; (x; y)]. In our case of a
mixture classi�cation task, it is useful to rewrite the expectation using the likelihood ratio between
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the isotropic and the planted distributions L(x) := dQplant =dQ0(x) such that all averages are taken
with respect to the simple, isotropic Gaussian distribution:

L (w) = 1 +
1
2

EQ0 [� (w � x)] �
1
2

EQ0 [L (x)� (w � x)] : (3.6)

We can then expand the loss in Hermite polynomials and prove that the loss depends only on� u ; � v

and can be expanded in the following way:

L (w) = `(� u ; � v) =
1X

i;j =0

cL
ij c�

i + j � i
u � j

v ; (3.7)

see lemma 3.8 in the appendix. The degree of the lowest order term in this expansion is called the
information exponent k of the loss and it rigorously determines the duration of the search phase
before SGDweakly recoversthe key directions [16, 20], in the sense that for any time-dependent
overlap � (t), there exists an� > 0 such that de�ning � � := min

�
t � 0

�
� j� (t)j � �

	
, we have

lim
d!1

P(� � � n) = 1 : (3.8)

Since the time in online SGD is equivalent to the number of samples, the information exponent
governs the sample complexity for weak recovery. Here, we are interested in �nding out how the
correlation of the latent variables changes the information exponent, and which consequences this
change has on the duration of search phase of projected SGD asd ! 1 . Considering only the
terms that give relevant contribution for the search phase, eq. (3.7) applied to the MCM model
with � m = 0 becomes (see section 3.A.2.1 for more details):

`(� u ; � v) = �
�
c20� 2

u + c11� u � v + c04� 4
v

�
(3.9)

where c20; c04 > 0 as long as� u ; � v > 0, whereasc11 > 0 if and only if the latent variables are
positively correlated: E[�� ] > 0. Note that switching on this correlation does not change the overall
information exponent, which is still 2, but the mixed term � u � v strongly impacts the direction v,
along which @v` = c11� u + 4c04� 3

v has degree3 if c11 = 0 whereas it has degree 1 in case of positive
correlation. This means that positive correlation of latent variables lowers the information exponent
along the non-Gaussian direction.

It is not straightforward to link these changes of the population-loss series expansion to actual
changes in SGD dynamics. The randomness of each sample comes into play and it must be estimated
thanks to a careful selection of the learning rate� (see proposition 3.4 and proposition 3.5). However,
at the risk of oversimpli�cation, we could imagine that the dynamic is updated descending the
spherical gradient of the population loss, leading to the following system of ODEs that approximately
hold when � u ; � v � �

(
_� u(t) = 2 c20� u + c11� v + O(� 2)

_� v(t) = c11� u + 4c04� 3
v � 2c20� 2

u � v + O(� 4)
(3.10)

where the last term in the second equation is due to the distorting e�ect of the spherical gradient.
We can see that the behaviour of� u is not a�ected too much by the presence of correlation (the

integral lines starting at � u(0) � d� 1=2 reach order 1 in t = d log2 d). On the contrary the dynamic
of � v changes completely: ifc11 > 0, � v will grow at the same pace as� u , otherwise it will be
orders of magnitude slower (there is even the possibility that it will never escape 0, since the term
� 2c20� 2

u � v could push it back too fast). Before stating the theorems that make these intuitions
precise, we have to state our main assumptions on the activation function:
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Model Step size Weak recoveryu Weak recoveryv

Covariance spike only � = O(1), � � 1
log d n � d logd, n � d log2 d not present

Cumulants spike only � = o
�

1
d

�
, � � 1

d not present n � d3 n � d3 log2 d

� � 1
log d n � d log2 d n � d log2 dTwo spikes,

independent latents � = o
�

1
d

�
, � � 1

d n � d2 logd n � d3

� � 1
log d n � d log2 d n � d log2 dTwo spikes,

correlated latents � � 1
d n � d2 logd n � d2 logd

Table 3.1: Summary of positive and negative results on learning from higher-order
cumulants. We summarise the sample complexities required to reach weak recovery of the covariance
spike u and the cumulant spike v in the di�erent settings discussed in section 3.3. Negative results
mean that weak recovery is impossible below these sample complexities at the given learning rates.
Positive results guarantee weak recovery with at least as many samples as stated. The �rst two lines
are direct applications of results from Ben Arouset al. [16] for data models with a single spike. The
mixed cumulant model with independent latent variables is a direct corollary of these results. The
notation � � f (d) for the positive results means that � = o(f (d)) , but the best sample complexity is
achieved when� is as close as possible to its bound. Note that for independent latents with large
learning rate � � 1=log d, our techniques only allow studying a time horizons up tot � d log2 d, after
which the randomness of the SGD updates becomes too large to be controlled, see section 3.3.2 for
more details.

Assumption 3.1 (Assumption on the student activation function � ). We require that the activation
function � 2 C1(R) ful�ls the following conditions:

E
z�N (0;1)

[� (z)h2(z)] > 0; E
z�N (0;1)

[� (z)h4(z)] < 0;

sup
w2 Sd� 1

E
h
� 0(w � x)4

i
� C; sup

w2 Sd� 1
E

h
� 0(w � x)8+ �

i
� C;

and
X

k=0

k E
z�N (0;1)

[hk (z)� (z)] < 1 :

(3.11)

Here, (hi ) i are normalised Hermite polynomials (see appendix A) and� > 0.

Note that smoothed versions of the ReLU activation function satisfy these conditions. We
remark that all eq. (3.11) are important requirements, activation functions that do not satisfy one
or more of these conditions could lead to di�erent dynamics. On the other hand the assumption
� 2 C1(R) is done for convenience and di�erentiability a.e. should be enough; for instance all the
simulations of the present work were done with the ReLU activation function and there is complete
agreement with the theoretical predictions.

3.3.1 Learning a single direction

To establish the baselines for weak recovery in single index models, where inputs carry only a
covariance spike or a spike in the higher-order cumulants, we apply the results of Ben Arouset al.
[16] directly to �nd the following SGD learning timescales:
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Proposition 3.2 (Covariance spike only). Considering only the spike in the covariance the generative
distribution is y � Rademacher(1=2),

y = 1 ) x � =
p

� u � � u + z� ; � � � N (0; 1)

y = � 1 ) x � = z� ; z� � N (0; 1d)

A spherical perceptron that satis�es assumption 3.1 and is trained on the correlation loss(3.5)
using online SGD (3.4) has the following result concerning the overlap with the hidden direction
� u;t := u � wt :

ˆ if 1
log2 d

� � d � 1
log d and n � d log2 d then there is strong recovery and

j� u;t j ! 1 in probability and in L p 8p � 1

ˆ if � d = O(1) and n � d logd then it is impossible to learn anything:

j� u;t j ! 0 in probability and in L p 8p � 1

Proposition 3.3 (Cumulant spike only) . Considering only the spike in the cumulants, letting
(y� ) � ; (� � ) � be i.i.d. Rademacher(1=2), (z� ) � be i.i.d N (0; 1d) and S as in (3.2), the generative
distribution is:

y� = 1 ) x � = S
� p

� v � � v + z�
�

y� = � 1 ) x � = z� ;

A spherical perceptron that satis�es assumption 3.1 and is trained on the correlation loss(3.5)
using online SGD (3.4) has the following result concerning the overlap with the hidden direction
� v;t := u � vt :

ˆ if 1
d2 log2 d

� � d � 1
d log d and n � d3 log2 d then there is weak recovery of the cumulant spike

in the sense of eq.(3.8);

ˆ if � d = o( 1
d ) and n � d3 then it is impossible to learn anything:

j� v;t j ! 0 in probability and in L p 8p � 1

Note that the thresholds found in proposition 3.3 coincide with the ones found for tensor-PCA
for a order 4 tensor (see proposition 2.8 in [16]), which is exactly the order of the �rst non trivial
cumulant of Qplant in the spiked-cumulant model. We will also see what happens in case of larger
step size than what considered in proposition 3.3.

3.3.2 Learning two directions

The following two propositions apply to a perceptron trained on the MCM model of eq. (3.1)
with � m = 0 , � � � Radem(1=2). We �rst state a negative result: in the case of independent
latent variables, the cumulant direction cannot be learned faster than in the one dimensional case
(proposition 3.3).
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Proposition 3.4. Consider a spherical perceptron that satis�es assumption 3.1 and is trained on
the MCM (3.1) with correlation loss (3.5) using online SGD (3.4), with � � independent of� � . Let

� d = o(1) be the step size. As long asn � min
�

d
� 2

d
; d3

�
, we have that

lim
d!1

sup
t � n

j� v;t j = 0

where the limit holds in L p for every p � 1.

The condition n � d=� 2
d is due to sample complexity horizonin online SGD. As already pointed

out by Ben Arous et al. [16], it turns out that after a certain number of steps, when n� 2
d=d becomes

large, the noise term in the equations dominates the drift term and the dynamics starts to become
completely random (mathematically, Doob's inequality (3.30) fails to provide a useful estimate on
the noise after this point). So our results can prove the absence of weak recovery only up to the
sample complexity horizon; after that our de�nition of weak recoveryis not useful anymore: due
to the increased randomness, it is possible that the weight vector attains, by pure chance, a �nite
overlap with the spiked directions, but that would be forgotten very easily, not leading to meaningful
learning. If instead the learning rate is small enough,� d = o( 1

d ), then the horizon becomes large
enough to includen � d3, which is the same regime of proposition 3.3.

Now we state the positive results: the covariance spike can be weakly recovered in the same
sample complexity as the one-dimensional case (proposition 3.2). However, if the latent variables
have positive correlation, the same sample complexity is also su�cient to weakly recover the cumulant
spike.

Proposition 3.5. In the setting described, let the total number of samples ben = � dd, with
� d & log2 d and growing at most polynomially ind. The step size(� d)d is chosen to satisfy:

1
� d

� � d �
1

p
� d

(3.12)

Projected SGD reachesweak recovery of the covariance spike in the sense of eq.(3.8) in a time
� u � n. Moreover, if the latent variables have positive correlation:E[�� ] > 0, conditioning on having
matching signs at initialisation: � u;0� v;0 > 0, weak recovery is reached also for the cumulant
spike v in a time � v � n.

The initialisation assumption � u;0� v;0 > 0 means that the second part of proposition 3.5 can
be applied on half of the runs on average. This requirement could be fundamental: in case of
mismatched initialisation, the correlation of the latent variables would push both � u;t and � v;t

towards 0, slowing down the process. Note that the dependence of SGD dynamics on initialisation is
a recurring phenomenon that arises with complex tasks, it is for example a well-known e�ect when
training a neural network on inputs on a XOR-like Gaussian mixture task [94, 128]. It is likely that
this initialisation problem is speci�cally due to having a single neuron network. In a two-layer neural
network, overparametrisation usually helps since it is su�cient that there is a neuron with the right
initialisation signs to drive the learning in the right direction [94]. For instance, the simulations we
performed for �g. 3.2 with wide two-layer networks did not exhibit initialisation problems.

Remark 3.6. Optimising in � in proposition 3.5, we get that if 1
log2 d

� � d � 1
log d , then n � d log2 d

guarantees to have weak recovery. This optimal scaling of� d does not coincide with the best learning
rate scaling for proposition 3.4, since the sample complexity horizon is very short. However, by
taking the slightly sub-optimal learning rate � d = 1

d log d , we get that on one hand proposition 3.4
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applies and we can infer that, with independent latent variables, it takes at leastd3 samples/steps
to learn direction v. On the other hand, by proposition 3.5 we know that when the latent variables
have (even a small) correlation, inn � d2 log2 d projected SGD attains weak recovery of both spikes.

This completes our analysis of the search phase of SGD, which established rigorously how
correlated latent variables speed up the weak recovery of the cumulant spike. We �nally note that
this analysis can only be applied to thesearch phaseof SGD. The expansion in eq. (3.7) breaks down
as soon as� u ; � v become macroscopic, since there are in�nitely many terms that are not negligible
along the non-Gaussian directionv in that case. Hence, even though the correlation between latent
variables is key in the early stages of learning, it can become a sub-leading contribution in the later
stages of SGD where the direction of weight updates is greatly in�uenced by terms due to HOCs. A
thorough analysis of the descent phase after weak recovery will require di�erent techniques: the
SGD dynamical system involving the complete expression of the population loss should be studied,
we leave this for future work.

However, the following simple example conveys an idea of the possible dynamics in this regime.
Consider a sequence(� m

u ; � m
v ) such that (� 0

u ; � 0
v ) = (1 ; 0) and limm!1 (� m

u ; � m
v ) = (0 ; 1). The global

minimum of the population loss will move continuously from w = u to w = v. However, looking at
the dynamics of eq. (3.10), the change will be only at the level of the coe�cients, and as long as
none of them vanishes, the search phase dynamics will be qualitatively the same. So changing the
signal-to-noise ratios in this regime will a�ect only the the descent phase of the problem.

3.4 Discussion: hierarchies of learning with neural networks

3.4.1 Learning functions of increasing complexity and the staircase phenomenon

There are several well-known hierarchies that characterise learning in neural networks. In a seminal
contribution, Saad & Solla [6, 129] characterised a �specialisation� transition where two-layer neural
networks with a few hidden neurons go from performing like an e�ective (generalised) linear model
to a non-linear model during training with online SGD. Notably, this transition occurs after a long
plateau in the generalisation error. A similar learning of functions of increasing complexity was
shown experimentally in convolutional neural networks by Kalimeris et al. [130].

More recently, Abbé et al. [25, 26] studied the problem of learning a target function over binary
inputs that depend only on a small number of coordinates. They showed that two-layer neural
networks can learnk-sparse functions (i.e. those functions that depend only onk coordinates) with
sample complexity n & d, rather than the n & dk sample complexity of linear methods operating
on a �xed feature space, if the target functions ful�l a (merged) staircase property. Abbé et al.
[131] extended this analysis to study the saddle-to-saddle dynamics of two-layer neural networks for
speci�c target link functions. Similar saddle-to-saddle dynamics have been described by Jacotet al.
[132] in linear networks and by Boursieret al. [133] for two-layer ReLU networks.

A detailed description of the staircase phenomenon when learning a multi-index target function
over Gaussian inputs was given by Dandiet al. [20], who studied feature learning via a few steps of
single-pass, large-batch, gradient descent1. Their analysis showed how subsequent steps of gradient
descent allow for learning new perpendicular directions of the target function if those directions are
linearly connected to the previously learned directions. Bietti et al. [27] also consider multi-index
target function over Gaussian inputs, but instead look at the gradient �ow for two-layer neural
networks and provide a complete picture of the timescales of the ensuing saddle-to-saddle dynamics.

1Note that a single step of gradient descent was studied in a similar setting by Damian et al. [19] and Ba et al.
[134] without analysing the staircase phenomenon.
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Figure 3.3: Staircases in the teacher-student setup. A Test accuracy of the same two-layer
neural networks as in �g. 3.2 evaluated on the degree-4 target functiony� (x) (3.13) during training
on the target functions y(1) (x) = h1(m � x) (blue), y(2) (x) = h1(m � x) + h2(u � x) (green), and
the teacher function eq. (3.13) (red). Inputs are drawn from the standard multivariate Gaussian
distribution. B-D We show the the average of the top-5 largest normalised overlapswk � u of the
weights of the kth hidden neuron wk and the three directions that need to be learnt for three
di�erent target functions: the teacher function in eq. (3.13) ( B ), the same teacher with inputs that
have a covariance1 + uv> + vu> (C), and a teacher with mixed terms, eq. (3.14)(D) . The dashed
black line is at d� 1=2, the threshold for weak recovery.Parameters: Simulation parameters as in
�g. 3.2: d = 128; m = 512 hidden neurons, ReLU activation function. Full details in section 3.B.2.

Berthier et al. [135] analyse the gradient �ow of two-layer neural networks when both layers are
trained simultaneously. They perform a perturbative expansion in the (small) learning rate of the
second layer and �nd the timescales over which the neural network learns the Hermite coe�cients
of the target function sequentially.

3.4.1.1 Relation between the mixed cumulant and teacher-student models

Given these results, it is natural to ask how the staircases in teacher-student setups relate to the
hierarchical learning in the mixed-cumulant model. A teacher model with three �spikes� (or teacher
weight vectors) where each spike is learnt with a di�erent sample complexity, analogously to the
uncorrelated MCM, is the function

y� (x) = h1(m � x) + h2(u � x) + h4(v � x); (3.13)

wherehk is the kth Hermite polynomial (see appendix A for details) and the inputs x are drawn i.i.d.
from the standard Gaussian distribution with identity covariance. In the language of Ben Arouset al.
[16], a single-index model with activation hk has information exponent k, so taken individually, the
three target functions in eq. (3.13) with directions m; u and v would be learnt with n & d; dlog2 d,
and d3 samples by a spherical perceptron using online SGD, exactly as in our mixed cumulant model
with independent latent variables. We show the sequential learning of the di�erent directions of
such a teacher for a two-layer neural network in �g. 3.3A. In particular, we plot the test error with
respect to the teachery� (x) (3.13) for a two-layer network trained directly on the teacher (red), and
for two-layer networks trained on only the �rst / the �rst two Hermite polynomials of �g. 3.3 (blue
and green, respectively). Their performance suggests that the three directionsm; v; u are learnt
sequentially, which is further supported by showing the maximum normalised overlap of the hidden
neurons with the di�erent spikes shown in �g. 3.3B.

How can we speed up learning of the directionu with information exponent 4 in a way that
is analogous to the correlated latents? The latent variables of the MCM correspond to the pre-
activations of the target function in the sense that both are low-dimensional projections of the
inputs that determine the label. In the standard teacher-student setup, where inputs are drawn
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i.i.d. from a multivariate normal distribution with identity covariance, and target functions are
of two-layer networks of the form y� (x) =

P
k vk � k (uk � x), it is not possible to have correlated

pre-activations. Instead, we can speed up learning of the directionv by introducing a mixed term in
the target function,

y� (x) = h1(m � x) + h1(u � x)h1(v � x) + h2(u � x) + h4(v � x); (3.14)

as is apparent from the overlap plot in �g. 3.3C. Dandi et al. [20] and Bietti & Bach [136] discuss
the speed-up of learning this type of target function in the one-step and gradient �ow frameworks,
respectively, whereas our analysis focuses on online stochastic gradient descent with non-Gaussian
inputs. An alternative for correlating the pre-activations is to keep the target function eq. (3.13)
while drawing inputs from a normal distribution with covariance 1 + uv> , and we see in �g. 3.3D
that it does indeed speed up learning of the cumulant direction. This result is similar to the setting
of Mousavi-Hosseiniet al. [137], who found that �spiking� of the input covariance can speed up
learning a single-index model with a two-layer network.

So in summary, we see that the accelerated learning requires �ne-tuning between the target
function and the input structure. The mixed cumulant model does not require an explicit target
function and instead directly highlights the importance of the correlation in the latent variables of
the inputs to distinguish di�erent classes of inputs.

Generative exponent and repeating batches Another important di�erence of eq. (3.14) with
the mixed cumulant modelcomes into play when considering thegenerative exponentintroduced in
[21]: if we allow for random transformations of the labels, or batch repetition ([22, 23]), then even
eq. (3.13) can be fully learned in linear sample complexity (since the generative exponent of any
polynomial is at most two). On the contrary the spiked cumulant modelcannot have generative
exponent lower than four: with binary labels it is impossible to �nd a transformation T such that
E [h1=2=3(x)jT(y)] 6= 0 (which is the requirement to have generative exponent less than four).

3.4.2 The role of Gaussian �uctuations with correlated latents

Correlation between latent variables changes the covariance of the inputs compared to independent
latents. A quick calculation shows that the covariance of the inputs under the planted distribution
Cuv � cov

Qplant
(x; x ) becomes

Cuv = 1 + � uuu> +

s
� u � v

1 + � v
E ��

�
uv> + vu>

�
: (3.15)

In other words, we can weakly recover the cumulant spike by computing the leading eigenvector
of the covariance of the inputs. Does that mean that the speed-up in learning due to correlated
latents is simply due to the amount of information about the cumulant spike v that is exposed in
the covariance matrix?

We test this hypothesis by taking the two-layer neural networks trained on the full MCM
model and evaluating them on an equivalent Gaussian model, where we replace inputs from the
planted distribution Qplant of the MCM with samples from a multivariate normal distribution
with mean � m um and covarianceCuv . We plot the corresponding test losses for independent and
correlated latents in orange in �g. 3.2. When latent variables are independent, the Gaussian
approximation breaks down after after a long plateau at � 107 steps, precisely when the network
discovers the non-Gaussian �uctuations due to the cumulant spike. For correlated latent variables
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on the other hand, the Gaussian approximation of the data only holds for� 104 steps. This suggests
that the presence of the cumulant spike in the covariance gives some of the neurons a �nite overlap
wk � v with the cumulant spike, and this initial overlap speeds up the recovery of the cumulant spike
using information from the higher-order cumulants of the data which is inaccessible at those time
scales when latent variables are uncorrelated. The presence of correlated latent variables therefore
genuinely accelerates the learning from higher-order, non-Gaussian correlations in the inputs.

3.4.3 Further related work

Learning polynomials of increasing degree with kernel methods A series of works analysing
the performance of kernel methods [84, 88, 89, 105, 112, 138, 139] revealed that kernels (or linearised
neural networks in the �lazy� regime [35, 36, 80, 82, 118]) requiren & d` samples to learn the`th
Hermite polynomial approximation of the target function. Here, we focus instead on the feature
learning regime where neural networks can access features from higher-order cumulants much faster.

Tensor PCA with side information From the perspective of unsupervised learning, the MCM
model is closely related to models studied in random matrix theory. When� m = � � = 0 , the data
distribution boils down to the well known Spiked Wishart model, that exhibits the BBP phase
transition [140], which predicts thresholds on� c for detection, at linear sample complexity n � d. If
instead only � � 6= 0 , the MCM model corresponds to a tensor PCA problem, where one seeks to
recover a signal� 2 Rd from a noisy order-p tensor T = � 
 p + � with suitable noise tensor � (that
in most of the cases is assumed to be Gaussian distributed). Indeed, in the MCM model the HOCs
spike v could be retrieved by performing tensor PCA on the empirical kurtosis tensor.

The notion of correlated latent variables that we consider in the present work is reminiscent to
the concept of side information that Richard & Montanari [57] considered for tensor PCA. The
side information would be an additional source of information on the spike via a Gaussian channel,
y = 
� + g, where g is a Gaussian noise vector and
 > 0; using this estimate as an initialisation for
AMP leads to a huge improvement in estimation. This joint model can be seen as a rank-1 version
of a topic modelling method analysed by Anandkumaret al. [141]. In a similar vein, Sarao Mannelli
et al. [142] introduced the spiked matrix-tensor model, in which the statistician tries to recover
� via the observation of a spiked matrix M / �� > + � (1) and an order-p tensor T / � 
 p + � (2)

with appropriately scaled noise matrix / tensor � (1) and � (2) , respectively. They analyse the
optimisation landscape of the problem and the performance of the Langevin algorithm [142] and
of gradient descent [143, 144]. The main di�erence to our model is that these works consider
recovering asingle direction that spikes both the matrix and the tensor; we consider the case where
two orthogonal directions are encoded as principal components of the covariance matrix and the
higher-order cumulant tensors of the data.

3.5 Concluding perspectives

To achieve good performance, neural networks need to unwrap the higher-order correlations of
their training data to extract features that are pertinent for a given task. We have shown that
neural networks exploit correlations between the latent variables corresponding to these directions
to speed up learning. In particular, our analysis of the spherical perceptron showed that correlations
between the latent variables corresponding to the directions of two cumulants of orderp and q > p,
respectively, will speed up the learning of the direction from theqth cumulant by lowering its
information exponent.
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Our results open up several research directions. First, it will be intriguing to extend our analysis
from single-index to shallow models. For two-layer neural networks, a key di�culty in applying
mean-�eld techniques to analyse the impact of data structure on the dynamics of learning is the
breakdown of the Gaussian equivalence principle [13, 108�111, 145] that we discussed in section 3.4.2.
In the presence of non-Gaussian pre-activationswk � x, it is not immediately clear what the right
order parameters are that completely capture the dynamics. An analysis of the dynamics in the
one-step framework of Dandiet al. [20] and Ba et al. [134] is another promising approach to tackle
the dynamics of two-layer networks. Other intriguing directions include determining the hardness of
learning from higher-order cumulants when re-using data [22] and from the perspective of generative
exponents [21]. For deeper neural networks, it is important to investigate the role of di�erent layers
in processing the HOCs of the data (even numerically), for example along the lines of Fischeret al.
[146]. Finally, it will be intriguing to investigate how correlated latent variables emerge both in real
data and in (hierarchical) models of synthetic data.



Appendix

3.A Dynamical analysis

3.A.1 Expansion lemmas

In this section we prove technical versions of the multi-variate Hermite expansions that are needed
for the proofs of proposition 3.4 and proposition 3.5.

Lemma 3.7. Supposeg 2 L 2(R; N (0; 1)) and w 2 R, with jjwjj = 1 , then f : Rd ! R de�ned as
f (x) := g(w � x) belongs toL 2(Rd; N (0; 1d)) and has Hermite coe�cients:

C f
� := E

z�N (0;1d )
[H � (z)f (z)] = E

z�N (0;1)

h
hj � j(z)g(z)

i dY

i =1

w� i
i ; � 2 Nd (3.16)

Suppose nowg 2 L 2(R2; N (0; 12)) and u; v 2 R, with jjujj = jjvjj = 1 and u � v, then f : Rd ! R
de�ned as f (x) := g(u � x; v � x) belongs toL 2(Rd; N (0; 1d)) and has Hermite coe�cients:

C f
� =

X

i + j = j� j

E
z�N (0;12 )

h
H (i;j ) (z)g(z)

i dY

m=1

0

B
B
B
B
@

X

i m + j m = � mP
m

i m = i;
P

m
j m = j

ui m
m vj m

m

1

C
C
C
C
A

(3.17)

First we will present the expansion procedure informally, and then in lemma 3.8 we will see the
exact statement that will be used in the subsequent proofs.

Assume the learning algorithm is a perceptronf (w; x) = � (w � x), it can be expanded in Hermite
basis with appropriate coe�cients:

f (w; x) =
1X

k=0

c�
k

k!
hk (w � x)

where
c�

k = E
z�N (0;1)

[� (z)hk (z)] (3.18)

Suppose that the data distribution is the MCM as described in section 3.2 (for simplicity we will
assume that � m = 0 ; there are only the covariance and HOCs spikes). To be able to carry on the
expansion it is useful to consider (as done in [69] and [147]) thelikelihood ratio of Qplant with respect
to Q0:

L (x) :=
dQplant (x)

dQ0(x)
(3.19)

Note that since Qplant is a perturbation of a standard Gaussian only along the directionsu; v;
then the likelihood ratio L will depend only on the projections yu := x � u; yv = x � v. Assuming u; v

62
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to be orthogonal and the non Gaussianity� to have a distribution that belongs to L 2(R; N (0; 1)),
we can have an expansion in Hermite basis:

L (x) =
1X

i;j =0

cL
ij

i !j !
hi (yu)hj (yv)

where
cL

ij = E
(z1 ;z2 )�N (0;12� 2 )

[L (u � z1 + v � z2)hi (z1)hj (z2)] (3.20)

So assuming to use acorrelation loss:

L (w; (x; y)) = 1 � yf (w; x)

The population loss is:

L (w) = Ex;y [L (w; (x; y)] = 1 +
1
2

EQ0 [� (w � x)] �
1
2

EQ0 [L (x)� (w � x)]

= Ex;y [L (w; (x; y)] = 1 +
1
2

E
z�N (0;1)

[� (z)] �
1
2

EQ0 [L (x)� (w � x)] (3.21)

= 1 +
c�

0

2
�

1
2

EQ0

2

4

0

@
1X

i;j =0

cL
ij

i !j !
hi (x � u)hj (x � v)

1

A

 1X

k=0

c�
k

k!
hk (w � x)

! 3

5

The following lemma deals with the exchanging the integral and the series.

Lemma 3.8. Let P be such that the likelihood ratio is square integrableL 2 L 2
�
Rd; Qd

�
and

depends onx only through its projection along 2 orthogonal directionsu; v:

L (x) = l(u � x; v � x) =
1X

i;j =0

cL
ij

i !j !
hi (x � u)hj (x � v) (3.22)

Suppose� 2 L 2 (R; Q) \ C1(R), with derivative � 0 2 L 2 (R; Q) \ C0(R), and expansions

� (y) =
1X

k=0

c�
k

k!
hk (y) (3.23)

then, de�ning � u := u � w and � v := v � w, the following identity holds

EQ0 [L (x)� (w � x)] =
1X

i;j

cL
ij

i !j !

c�
i + j

(i + j )!
� i

u � j
v (3.24)

Moreover, if
P

k kc�
k < 1 , the population lossL (w) 2 C1(C; R), whereC :=

n
w 2 Sd� 1j� u < 1

2 ; � v < 1
2

o

and it is also possible to switch expectations and derivatives, to get the expression:

rL (w) = r EQ [L (x)L (w; (x; y))] = EQ [L (x)rL (w; (x; y))] =
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(3.25)
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Proof. First focus on (3.24). We know that both L and � (w � _ ) belong to L 2
�
Rd; Q0

�
, hence we

can see the integral in(3.24) as the L 2 inner product, and compute it using the series expansion
(we avoid writing the factorials at denominator) and lemma 3.7.
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Moreover it can be veri�ed directly that, under the assumption that
P

k kc�
k < 1 , and w 2 C the

series in (3.25) converges uniformly, hence also the second part of the statement holds.

3.A.2 Properties of the MCM model

In this section we will apply the Hermite expansion to the Mixed Cumulant Model and note the key
properties that will allow to prove the Propositions of section 3.3.

3.A.2.1 Hermite coe�cients

Starting from the single direction models we have that:

ˆ If � m = � v = 0 only the covariance spike survives and the model is Gaussian, hence the
population loss is:

L (w) = `(� u) = 1 �
� uc�

2

4
� 2

u (3.26)

ˆ if � m = � u = 0 only the cumulants spike survives. To compute the Hermite coe�cients we
can rely on lemma 13 form [147] to get:

L (w) = `(� v) = 1 �
1
2

X

j � 3

c�
j

j !

�
� v

1 + � v

� j= 2

E[hj (� )]� j
v (3.27)

So if � = Radem(1=2) we have that the leading term is

L (w) = `(� v) = 1 +
c�

4

4!

�
� v

1 + � v

� 2

� 4
v + o(� 4

v)

Note the change of sign, due toE[h4(� )] = � 2. This is why we need to askc�
4 < 0 to have

that the population loss is decreasing for small� v .
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ˆ consider now the case with both spike andindependent latent variables �; � . It is easy to
see that, thanks to the independence, the coe�cients split cL

ij = ccov
i ccumulant

j , so the leading
terms are:

L (w) = `(� u ; � v) = 1 �
1
2

� uc�
2

4| {z }
c20

� 2
u �

� c�
4

4!

�
� v

1 + � v

� 2

| {z }
c04

� 4
v + o(� 4

v) (3.28)

ˆ in case of latent variables with positive correlation, we need to add mixed terms, the leading
one isc11 = c�

2

q
� u � v
1+ � v

E[�� ]. So the �rst few terms of the expansion of the population loss are:

L (w) = `(� u ; � v) = 1 �
1
2

�
c20� 2

u + c11� u � v + c04� 4
v

�
+ o(� u � v) (3.29)

note that the presence ofc11 > 0 makes the term c04� 4
v to become a sub-leading contribution,

lowering the information exponent on the v direction.

3.A.2.2 Assumption on the sample wise error

An important quantity for proving the Propositions in section 3.3 is the sample-wise error

H �
d (w) := L d (w; (x � ; y� )) � L d(w)

we will ask the same assumptions of [16]:

sup
w2 Sd� 1

E
h
(r sphHd(w) � u)2

i
� C1

sup
w2 Sd� 1

E
h
(r sphHd(w) � v)2

i
� C1

sup
w2 Sd� 1

E
h
jjr sphHd(w)jj4+ �

i
� C2d4+ �=2 for some� > 0

simple calculations ensure that it is su�cient to ask that

ˆ Qplant has �nite moments up to the 8-th order,which is satis�ed when taking � � Rademacher(1=2).

ˆ the following holds:

sup
w2 Sd� 1

E
h
� 0(w � x)4

i
� C

sup
w2 Sd� 1

E
h
� 0(w � x)8+2 �

i
� C

which we have assumed in (3.11)

3.A.3 Proof for the SGD analysis

Here we will provide proofs for the Propositions presented in section 3.3. All of them rely heavily
on the thorough analysis of spherical perceptron dynamics proved in [16].

Note that proposition 3.2 is a well known result, very close to the examples provided in section
2 of [16], and we can verify that a straightforward application of theorems 1.3 and 1.4 from [16], in
the casek = 2 , proves it.



CHAPTER 3. NEURAL NETWORK DYNAMICS 66

A di�erent situation happens for proposition 3.3, the spiked cumulant model is quite recent so
its SGD dynamics have still to be investigated. However it is very quick to verify that also in this
case it is possible to apply theorems 1.3 and 1.4 from [16]. Assumption B in [16] is met thanks to
section 3.A.2.2. The monotonicity assumption could be harder to check, but since we are interested
only in the search phase, it is su�cient to satisfy that L (w) = `(� v) is monotone only in (0; � ) for
any � > 0 (assumption A � introduced in section 3.1 of [16]), which is clear from(3.27). Hence we
can apply the casek = 4 of theorems 1.3 and 1.4 from [16], to conclude the proof.

3.A.3.1 Proof of proposition 3.4

This proposition can be considered a Corollary ofTheorem 1.4 from [16], the only di�erences is that
the data distribution has an additional direction u and that we are considering also lower learning
rates � = o(1) instead of � = o( 1

d ) (note that at page 10 in [16] this extension to larger learning
rates is already mentioned).

On one hand we will verify that thanks to the fact that the auxiliary variable � , � are independent,
then the additional direction u makes no impact in the dynamic of the overlap� v. On the other
hand, the condition n � d

� 2
d

ensures that we are always inside the time horizon considered in [16].

We will discuss how to deal with these two changes in the next two paragrphs.

Direction u can be neglected Since r sphL(wt ; (x t ; yt )) is orthogonal to wt we have that
j ~� v;t j = jv � ~wt j � j � v;t j. Hence we have that if� v;t > 0, then

� v;t � ~� v;t = � v;t � 1 �
�
d

r sphL (wt � 1; (x t ; yt )) � v

= � v;t � 1 �
�
d

r sphL (wt � 1) � v �
�
d

r sphH t (wt � 1) � v

Since the sample-wise error satis�es the same properties required in [16] (as checked in section 3.A.2.2)
we just need to ensure that the drift term also can be handled in the same way as in [16]. There,
the monotonicity assumption on the population loss allowed to estimate� v � r sphL (w) � C� 3

v for
� v > 0. So the aim will be to get a similar bound. Note that we can assume� v smaller than � ,
hence we can apply (3.28) and lemma 3.8 to get:

�r sphL (w) � v = (( v � � vw)> r L (w)

= @v` � � v (� u@u` + � v@v`)

= 4c04� 3
v � c20� 2

u � v + o(� 3)

� 5c04� 3
v

We can now use this inequality to reach the same estimates as in p 37 of [16], and carry on with
their proof, in the case � = o( 1

d ). We only need to show that we can take larger step size, at the
cost of taking n � d

� 2
d
.

Larger step size We note that in the proof of Theorem 1.4 from [16] the main use of the
assumptions� = o( 1

d ) was to ensure that n
d � 2

d = o(1) which is required to use the following form of
Doob's maximal inequality for martingales:

sup
w02 Sd� 1

Pw0

0

@max
t � n

�
d

�
�
�
�
�
�

t � 1X

j =0

r sphH j +1 (wj ) � u

�
�
�
�
�
�

� r

1

A �
2n� 2C
d2r 2 ; (3.30)
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wherePw0 means that we are conditioning that the initial weight is w0, C comes from section 3.A.2.2
and r > 0 is a free parameter. To carry out the proof, the noise level needs to be of order1p

d
, hence

we want to be able to take r � d� 1=2 and have that the probability in eq. (3.30) goes to 0, which is
guaranteed by the condition n

d � 2
d = o(1). Hence we can follow [16] p 38 and get that the trajectory

will be below � for all t � ~t := C�
d2

� , which is larger than our horizon, completing the proof.

3.A.3.2 Proof of proposition 3.5

We will focus on the case of correlated latent variables and prove weak recovery of both spikes. This
will be a proof also of the weak recovery of the covariance spike in the case of independent latent
variable (which is actually much simpler and is essentially a straight-forward veri�cation of [16]
theorem 1.3 to our slightly di�erent setting).

First note that we can restrict to initialisation with positive overlap, � u;0; � v;0 > 0: if for example
the initialisation was � u;0 < 0 then we can just substitute û := � u, �̂ = � � so that the sign changes
cancel each other and̂x = x but �̂ u;0 = � � u;0. In the case of uncorrelated latents, the distribution
would not change: x̂ � x, due to the symmetry of the latent variables and independents of the two
directions, hence the new problem is equivalent to the previous one.

In case of positive correlation of the latent variables, we need to use our assumption that there
is no sign mismatch in the initialisation. Unlike the uncorrelated case, we cannot change the sign of
one of the axes without changing also the other, since it would �ip the sign of the correlation. So
there are only two cases: either� u;0; � v;0 > 0, which is the desired initialisation; or � u;0; � v;0 < 0,
where we can �ip the signs alongboth the spiked directions:

û = � u; �̂ = � �; v̂ = � v; �̂ = � �

So that x̂ = x and (�̂; �̂ ) � (�; � ) keeping a positive correlation and�̂ u=v;0 = � � u=v;0.
So from now on we can assume� u;0; � v;0 > 0. Hence, for d large enough, w0 2 K � :=�

w : (� u ; � v) 2 [0; � ]2
	
, for � > 0 small, so we are able to use the expansions from section 3.A.2.1.

Recall from the statement that we assumen = � dd, with � d & log2 d, and choose the step size
� = � d such that 1=� d � � � 1=p

� d . To prove weak recovery, we will show that there are� u ; � v � �
such that, de�ning the � u ; � v as the �rst times in which � u;t � � u and � v;t � � v , then the probability
that � u ; � v � n goes to 1 asd ! 1 .

Weak recovery of the covariance spike Given 
 > 0, let E 
 :=
n

w
�
� � u � 
p

d
; � v � 
p

d

o
.

Since we consider the limitd ! 1 and w0 � Unif (Sd� 1), we can apply Poincaré lemma and have
that for any " > 0 we can �nd 
 > 0 such that for all d su�ciently large

P(w0 2 E 
 ) � 1 � " (3.31)

So, �x " > 0 and from now on we will assume thatw 2 E 
 for some
 > 0 su�ciently small (or d
su�ciently large) so that (3.31) holds.

The �rst step is to prove that the di�erence inequality from Proposition 4.1 from [16] holds also
in our case for(� u;t )t> 0. So starting from the update equation (3.4) and taking the scalar product
by u we get

~� u;t +1 = � u;t �
�
d

u � r sphL (w; (x t ; yt ))

= � u;t �
�
d

u �
�
r sphL (w) + r sphH t (w)

�
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Where we used the de�nition of sample-wise lossH t (w) = L (w; (x t ; yt )) � L (w). Now we need to
normalise � u;t = ~� u;t =jj ~� u;t jj but instead we just estimate the denominator, using the fact that if
� u ; � v � 1

2 by lemma 3.8L 2 C1(C; R). So restricting in K � for any � < 1
2 we have that there exists

A > 0:
sup

w2K �

jr sphL (w) j � A (3.32)

and letting

� t :=
�
�
�
�

1
p

d
r sphH t (wt � 1)

�
�
�
�

2

(3.33)

It is straightforward to estimate:

1 � j ~� u;t j � 1 + � 2
�

A
d2 +

� t

d

�

| {z }
�

Then we can use the chain of inequalities: 1
j ~� u;t j � 1

1+ � � 1 � � to get:

� u;t � � u;t � 1 �
�
d

r sphL (w) � u �
�
d

u � r sphH t (wt � 1) � � 2
�

A
d2 +

� t

d

�
j� u;t � 1j

� � 3
�

A
d2 +

� t

d

� �
1
d

jr sphL (w) � uj +
1
d

ju � r sphH t (wt � 1)j
�

(3.34)

Now, one of the key ideas employed in [16] is to split the random term

� 2 � t

d
j� u;t � 1j = � 2

� t 1� t � �̂

d
j� u;t � 1j + � 2

� t 1� t � �̂

d
j� u;t � 1j (3.35)

Where �̂ is a real parameter to be tuned carefully. So we can regroup the terms in(3.34) in two
families (for the sake of brevity, we use the notation� := jr sphL (w) � uj + ju � r sphH t (wt � 1)j):

� u;t � � u;t � 1

F1z }| {

�
�
d

r sphL (wt � 1) � u � � 2
� t 1� t � �̂

d
j� u;t � 1j +

�
�
d

u � r sphH t (wt � 1) � � 2

 
A
d2 +

� t 1� t � �̂

d

!

j� u;t � 1j �
� � 3

d

�
A
d2 +

� t

d

�

| {z }
F2

(3.36)

The family F2 is made up by terms that are either always negligible, or that can cause problems
only if very unlikely realisations of H and � happen. They are estimated in lemmas 4.3 and 4.5 of
[16], and, since our assumption 3.A.2.2 implies assumption B in [16], we are able to replicate those
estimates also in our case.

On the contrary, to handle F1 we need to make an adjustment: [16] relied on their formula (4.12),
that was derived from the monotonicity and mono-dimensionality of the population loss, which we do
not have. However, consider the gradient of the population loss in directionu. Applying lemma 3.8
and substituting the values from section 3.A.2.1 we have that� ur sphL (w) = 1

2(c20� u + c11� v)+ o(� ),
since both c20 = 2 � uc�

2 > 0 and c11 > 0, taking � small enough and assuming(� u ; � v) 2 K � we have
that:

1
4

(c20� u + c11� v) � � ur sphL (w) � c20� u + c11� v (3.37)
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Hence, if we assume� v � 0, we get � ur sphL(w) � 1
4c20� u , which is exactly what we needed to

replicate equation (4.12) in [16], so as long as� u=v;t � 1 > 0 we have that:

� u;t � � u;t � 1 �
�
d

�
c20

4
� � � t 1� t � �̂

�
� u;t � 1 + F2 (3.38)

Hence we are back on the setting studied in [16], and using that� . 1
log d we can apply also lemma

4.2 and proposition 4.4 in [16].
So, conditioning on positivity of (� v;t )t � � we can apply to (� u;t )t Proposition 4.1 from [16], that

implies

lim
d!1

inf
w02 E 
 =

p
d

Pw0

0

@� u;t �
� u;0

2
+

�
8d

t � 1X

j =0

c20� u;j 8 t � �

�
�
�
�
�
� v;t � 0 8t � �

1

A = 1

where � is a stopping time de�ned as � := inf
�

t � n
�
� � u;t �




2
p

d
or � u;t � �

� (3.39)

where Pw0 denotes the probability conditioned on starting from w0.
Recall discrete Gronwall inequality

xn � a + b
n� 1X

i =0

x i =) xn � a (1 + b)n ; a; b > 0

Using it, we get that, if the event in (3.39) happens, then

� u;t �
� u;0

2

�
1 +

�c 20

8d

� t

8t � � (3.40)

So, recalling that we are conditioning to be inE 
 , so � u;0 � 
p
d
, (3.40) proves that � u;t will have

surpassed� u after a number of stepst �
u :

t �
u =

log
�
2� u

p
d

�
� log 


log
�
1 + �c 20

8d

� � C
d
�

logd (3.41)

This proves weak recovery of the covariance spike in the time required to end the �rst part of
proposition 3.5.

Weak recovery of the cumulant spike Now turn to (� v;t )t . Starting from the equivalent of
(3.36), we cannot apply the same reasoning this time because

� v � r sphL (w) = c11� u(1 + o(� )) + 4 c04� 3
v(1 + o(� )) � u ; � v � �: (3.42)

There is no linear term in � v , hence we cannot regroup the term� � t 1� t � �̂ j� v;t � 1j as did in (3.38).
We will instead prove a the following:

� v;t �
~


2
p

d

�
1 +

� min(c20; c11)
8d

� t

(3.43)

for some~
 small enough. To show it, we apply lemma 4.3, 4.5 from [16], and (3.42), to get that:

lim
d!1

inf
w02 E 
 =

p
d

Pw0

0

@� v;t �
� v;0

2
+

�
4d

t � 1X

j =0

c11� u;j + 4c04� 3
v;j �

� 2

d
1� j � �̂ � v;j 8 t � ~�

1

A = 1

where ~� is a stopping time de�ned as ~� := inf
�

t � n
�
� � v;t �




2
p

d
or � v;t � �

�
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We need to divide in 2 cases to be able to carry one the estimates: suppose �rst that� u;s � � v;s for
all s � t. Hence� 2� v;t � � 2� u;t hence we can also apply proposition 4.4 to get:

lim
d!1

inf
w02 E 
 =

p
d

Pw0

0

@� v;t �
� v;0

2
+

�
8d

t � 1X

j =0

c11� u;j 8 t � S u

1

A = 1

where Su is de�ned as Su := inf
�

t � n
�
� � v;t �

~


2
p

d
or � v;t � � or � v;t � � u;t

� (3.44)

This implies that as long as � v is below � u , it satis�es the same kind of Gronwall inequality, with
di�erent coe�cients, leading to:

� v;t �
� v;0

2

�
1 +

�c 11

8d

� t

t � S u

so it satis�es (3.43) for this selection of times. Now note that we actually proved a stronger

property. If at any time t: ~

2
p

d

�
1 + � min( c11 ;c20 )

8d

� t
� � v;t � � u;t , then we know that same reasoning

applies and, callingS(2)
u the next instant such that with �

v;S(2)
u

� �
u;S(2)

u
we get that for all times

t � s � S (2)
u :

� v;s �
� v;t

2

�
1 +

�c 11

8d

� s� t

hence� v;s satis�es (3.43).
Consider now the other case: if at any instantt we have that � v;t � 1 � � u;t � 1 we want to prove

that it cannot happen that � v;t � ~

2
p

d

�
1 + � min( c20 ;c11 )

8d

� t
. To do this we use an estimate on the

update equation (it can be easily veri�ed that comes from the application of lemma 4.3,4.5 to
formula (4.11) of [16], with their choice �̂ = d

1
2 � 1

4 � ):

� v;t �

 

1 �
� 2

d1=2+1 =4�

!

� v;t � 1 +
c11�
8d

� u;t � 1 �
~


5
p

d

�

 

1 �
� 2

d1=2+1 =4�
+

c11�
8d

!

� u;t � 1 �
~


5
p

d

�
�
1 � O

�
d� 1=2

�� � u;0

2

�
1 +

�c 20

8d

� t

�
~


5
p

d

Which veri�es our requirement by taking ~
 small enough with respect to
 and d large enough.
Hence we veri�ed that conditioning on the the events (3.31) and (3.39) (that have arbitrarily

large probabilities), also inequality (3.43) holds. This means that we can drop all the positivity
requirements and have that, as long as0 < � u;t ; � v;t � � , then with high probability (� u;t )t satis�es
(3.40) until it reaches � u and (� v;t )t satis�es (3.43) until it reaches � v, hence we need to taken
larger than the maximum of those bounds, which is (3.43):

n > t �
v =

log
�
2�

p
d

�
� log ~


log
�
1 + � min( c20 ;c11 )

8d

� � C
d

� min(c20; c11)
logd (3.45)

Where the �rst constant C is just a number, does not depend on�; ~
 , for d large enough. Substituting
the constraint � � 1

log d (that we used in order to apply proposition 4.1 from [16]) we get that

n & d log2 d is a su�cient sample complexity for weak recovery if � is as close as possible to the
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upper bound 1
log d . If instead we take a smaller learning rate� � 1

d2 we have that if n � d2 logd
weak recovery is guaranteed, as shown in table 3.1.

So the proposition is proved under the assumption that all the trajectories live inK � with �
su�ciently small. To conclude we need to make sure that it cannot happen that one of (� u=v;t )t

surpasses� while the other is still close to 0 and far away from� u=v . Note that up until now we did
not choose explicitly values for� u=v , so it will be su�cient to take them way smaller than � to be
sure that there will be no problems.

To be more precise, we will use the following bound on the maximum progress achieved in a
�xed time interval.

Bound on maximum progress Supposing� u;t > 0 (all that we will do here works also for � v;t ),
since the direction of the spherical gradient is tangent to the sphere it follows thatjj ~wu;t jj > 1, hence

� u;t � ~� u;t = � u;t � 1 �
�
d

r sphL (wt � 1) � u �
�
d

u � r sphH t (wt � 1) (3.46)

Applying this inequality iteratively in a time interval [t1; t2], assuming� u;t > 0 in all the interval,
we get that

� u;t 2 � � u;t 1 �
t2 � 1X

j = t1

�
d

r sphL (wj ) � u +
�
d

u � r sphH j +1 (wj )

To estimate the martingale term we use the estimate from lemma 4.5 in [16] (which is an application
of Doob maximal inequality):

sup
T � n

sup
w02 Sd� 1

Pw0

0

@max
t � T

1
p

T

�
�
�
�
�
�

t � 1X

j =0

r sphH j +1 (wj ) � u

�
�
�
�
�
�

� r

1

A �
2C1

r 2 ; (3.47)

where r > 0 is a positive parameter andC1 comes from assumption 3.A.2.2. Together with(3.32),
we have that with probability larger than 1 � 2C1

r 2

� u;t 2 � � u;t 1 �
�

Ad
(t2 � t1) +

�
d

p
t2 � t1r (3.48)

assume that at t1 we have that � u;t 1 � � 1 and that at � u;t 2 = � 2 while � u;t � � 1 for all t 2 [t1; t2],
choosingr =

p
t2 � t1 we get that with probability larger than 1 � 2C1

t2 � t1

t2 � t1 � C(� 2 � � 1)
d
�

� C(� 2 � � 1)d logd (3.49)

so in the limit d ! 1 with probability converging to 1 t2 � t1 � d logd.

Application of the bound Suppose that at time t2 � u;t 2 = � =: � u , hence there existst1 such
that � u;t � �

2 for all t 2 [t1; t2]. By (3.49), t2 � t1 � C�
2 d logd. If � v;t is larger than � u;t for any t in

this interval, the statement is already veri�ed by taking � v = � u , so assume� v;t � � u;t for t 2 [t1; t2].
We can apply eq. (3.44) to get that with probability converging to 1 in the limit d ! 1 :

� v;t 2 �
� v;t 1

2
+

�
8d

t2 � 1X

j = t1

c11� u;j � c11
�� u

16d
(t2 � t1) � C� 2

u

where the constantC does not depend ond, hence we can take� v := C� 2
u there is weak recovery for

the cumulant spike v even in the "unlucky" case where the overlap alongu reaches� very fast.
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The vice versa can be done analogously: assume that at timet2 � v;t 2 = � =: � v. Again, let t1

such that � v;t � �
2 for all t 2 [t1; t2]. By eq. (3.49), t2 � t1 � C�

2 d logd. Now note that by (3.37)
� u � r sphL(w) � c11 � v;t

4 , so the same reasoning as before applies leading to weak recovery with
� u := C� 2

v .

3.B Details on the experiments

3.B.1 Figure 3.1

Training We trained three deep convolutional neural networks, AlexNet [148], DenseNet121 [149]
and Resnet18 [150] on the ImageNet 1000 class classi�cation task [151]. We used standard training
recipes for all three networks, training with SGD for 90 epochs. We employ a cosine learning
rate schedule with initial learning rate of 0.1 for Resnet18 and DenseNet, and 0.01 for AlexNet.
We further chose momentum of 0.9, weight decay of10� 4, and mini-batch size of 256. During
training, we randomly cropped images to224� 224 pixels, and randomly �ipped them horizontally.
For all three architectures, we made three runs with di�erent random number seeds, and took 50
logarithmically spaced snapshots of the weights during each training run.

Subspace overlap We �rst veri�ed whether the �rst-layer convolutional �lters at the end of
training were predominantly located in a subspace spanned by the leading principal components. To
this end, we �rst computed the principal components of patches sampled at random from ImageNet,
which look roughly like Fourier components in two dimensions see the left plot in �g. 3.4. We then
determined the excess overlap of the �nal weights at the end of trainingw� with the principal
subspace. To this end, we vectorised the convolutional �ltersw� d, which have dimensiond, and
computed the excess overlap with a matrix of the leadingk eigenvectorsU 2 Rk� d as

m = 1 �






 w � U> Uw








2

kwk2
� k=d; (3.50)

where the factor of k=d is the overlap of the �lters with a random basis of rank k. The excess
overlap m thus captures how much of the vectorw is captured by the basisU in excess of what
would be captured by a random basis of the same size. We plot the excess overlapm against the
relative rank k=d for the �lters of the three networks in �g. 3.4 There is a peak around k = :4d. We
then plotted the excess overlap of the �lters with the �xed subspace of the leadingk = :4d principal
components for each snapshot of the networks, yielding the green curves in �g. 3.1.

Excess kurtosis For each weight snapshot, we extracted the weights for each �rst-layer convolution
and computed the dot-productssk

� = wk � x � between the weight of thekth convolution for randomly
sampled patches from ImageNetx � . We normalised the sk

� for each neuron (i.e. �xed k) to have
variance 1, and computed the excess kurtosis of the resultingsk

� ,

� ex(s) = Es4 � 3: (3.51)

We then averaged over all the neurons to obtain the curves shown in �g. 3.1(b).

3.B.2 Experiments with two-layer networks

Training In all our experiments with two-layer neural networks on synthetic data, be it on the
mixed cumulant model or in the teacher-student setup, we trained two-layer neural networks using
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Figure 3.4: The �nal �lters of deep neural networks are concentrated in the subspace
spanned by the principal components. (Left) The �rst 64 principal components of patches
of 11 � 11 pixels (the size of AlexNet �lters) sampled randomly from ImageNet images. Filters
are shown here for the red channel and shown in greyscale; �lters for the other channels look the
same. (Right) For three deep convolutional neural networks trained on ImageNet, we plot the
excess overlap, eq. (3.50), of the �nal �rst-layer �lters with the principal subspace of increasing
rank, normalised by input dimension since �lters in the three architectures have di�erent sizes. The
excess overlap captures how much of the �lters is contained by the leading principal components
compared to a random basis of the same rank.

online stochastic gradient with mini-batch size 1. Note that we used di�erent learning rates for the
�rst and second layer, with the second layer learning rate� 2 = �� 1 and � = 0 :01 unless otherwise
noted. It has been noted several times that rescaling the second-layer learning rate in this way
ensures convergence to a well-de�ned mean-�eld limit [135, 152]

3.B.2.1 Figure 3.2

CIFAR10 We trained a two-layer neural network with m = 322 � 4 = 4096 hidden neurons on
grayscale CIFAR10 images to ensure the same ratio between hidden neurons and input dimension as
in our experiments with synthetic data. We set the mini-batch size to 128, weight decay to5 � 10� 4,
and momentum to 0.9. Images were transformed to grayscale using the pyTorch conversion function.
We trained for 200 epochs on the cross-entropy loss and used a cosine learning rate scheduler. The
�nal test accuracy of the networks was just below 50%.

Synthetic data distributions We trained the two-layer neural network on a data set sampled
from the mixed cumulant model with signal-to-noise ratios � m = 1 ; � u = 5 ; � v = 10. The test
error on this data set is shown in red (�Full data�). For the independent latent variables, we
used � � � N (0; 1) and � � = � 1 with equal probability. For correlated latent variables, we set
� � = sign(� � ). We also show the test loss of the same network evaluated on the following censored
data sets:

ˆ � m = 1 ; � u = 0 ; � v = 0 (blue, �mean only�)

ˆ � m = 1 ; � u = 5 ; � v = 0 (green, �mean + cov�)



CHAPTER 3. NEURAL NETWORK DYNAMICS 74

ˆ A Gaussian equivalent model (orange), where we sample inputs for the spiked class from a
Gaussian distribution with mean � m m and a covariance

covP(x; x ) = 1 + � uuu> +
q

� u � v(1 � 
 )2 E ��
�
uv> + vu>

�
(3.52)

3.B.2.2 Teacher-student setup (�gure 3.3)

We trained the same two-layer network with the same hyperparameters as in �g. 3.2. De�ning the
pre-activations � i = hui ; xi for the three spikesui , the tasks were:

A inputs x � N (0; 1), teacher
y(x) = h1(� 1) + h2(� 2) + h4(� 3) (3.53)

B For the simulation shown in A, We computed the absolute normalised overlapsjhwk ; ui ij =kwkk
of all the �rst-layer weights wk with a given spike, and took the average over the �ve highest
values.

C Same as in B, except that we sampled inputs from a normal distribution with zero mean and
covariance1 + 
 (uv> + vu> ), which introduces correlations between the pre-activations� 2

and � 3 of the teacher model.

D Same as in B, except that we trained on isotropic Gaussian inputsN (0; 1) and instead added
a co-linear cross-term between spikesu and v, akin to the cross-term that is found in our
expansion of the mixed cumulant task,

y(x) = h1(� 1) + h1(� 2)h1(� 3) + h2(� 2) + h4(� 3) (3.54)



Chapter 4

Feature learning from non-Gaussian
inputs: the case of Independent
Component Analysis

4.1 Introduction

The practical success of deep neural networks is generally attributed to their ability to learn the
most relevant input features directly from data [153]. A classic example for this feature learning are
deep convolutional neural networks (CNNs), which recover Gabor �lters [32] like the ones shown
in �g. 4.1(a) in their �rst layer when trained on sets of natural images like ImageNet [148, 154,
155]. Since Gabor �lters are localised in both space and frequency domains, they are e�ective for
capturing edges and textures in natural images [156]. How these �lters emerge from training a deep
network end-to-end on natural images with stochastic gradient descent remains a key question for
the theory of neural networks.

Deep neural networks are not the only approach to learning Gabor �lters directly from data.
Instead, it is well-known that independent component analysis (ICA) [71, 117, 157�159], a simple,
unsupervised learning algorithm, learns �lters that are similar to the �rst-layer �lters of a deep
CNN when applied to patches of natural images, see �g. 4.1(b). The key idea of ICA is to identify
directions of maximal non-Gaussianity in input space, suggesting that the non-Gaussian structure
in data plays a crucial role in shaping the representations learnt by deep neural networks [28]. More
precisely, given a set ofn zero-mean inputsD = f x1; x2; : : : ; xng, ICA seeks the direction w� 2 Rd

that maximises the non-Gaussianity of the projections of the inputss := w � x,

w� := arg max
kwk=1

ED G(w � x); (4.1)

where the contrast function G is a measure of the non-Gaussianity of the projections, for example
its excess kurtosisG(s) = s4 � 3. For ICA, inputs are always pre-whitened, so ICA can be seen as
a re�nement of standard principal component analysis, which instead seeks the projection of the
data that maximises its variance, i.e.G(s) = s2. On images, PCA yields a completely di�erent set
of �lters which is spatially extended and oscillating due to the approximate translation-invariance
of the image patches [156], see �g. 4.1(c). A closer look at the dynamics of the CNNs trained
on the standard ImageNet dataset [151] reveals further similarities between ICA and deep CNNs.
In �g. 4.1(d), we plot the excess kurtosis of the �rst-layer projections sk

� = wk � x � of ImageNet
patchesx � along the weights f wkgk=1 ;:::;K of the K �rst-layer �lters of three di�erent CNNs during

75
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Figure 4.1: Independent component analysis yields similar �lters as deep convolutional
neural networks. (a) The �rst-layer convolutional �lters extracted from an AlexNet trained on
ImageNet show the hallmarks of Gabor �lters [32], like orientation, localisation, and bandwidth-
speci�city. (b) Independent components found with online SGD on100 00064� 64 patches extracted
from ImageNet. (c) Leading principal components of the same ImageNet patches.(d) Excess
kurtosis of the representations of the �rst convolutional layer of three deep CNNs during training on
ImageNet. For each �lter, we compute the dot product s between its weights and patches sampled
from ImageNet, then compute its excess kurtosis averaged over image patches and neurons.(e)
Snapshots of a subset of convolutional �lters of AlexNet at various points during training. As the
excess kurtosis of representations increases, prototypes of Gabor �lters emerge, which are then
sharpened during the remainder of training. Full experimental details in section 4.A.1.

training, averaged over patches and neurons. If the projectionssk
� are normally distributed, the

excess kurtosis is (close to) zero, as is the case early during training when weights are close to their
(uniform) initialisation. In all three networks, the non-Gaussianity of projections increases sharply
between103 and 104 steps, before plateauing. Interestingly, the moment in which the deep CNN
focuses on non-Gaussian projections is precisely the moment in which the Gabor �lters form, see
�g. 4.1(e).

Taken together, the similarity between �lters obtained by deep CNNs and ICA and the dynamics
of the excess kurtosis of �rst-layer representations of deep CNNs suggest that ICA can serve as a
simpli�ed, yet principled model for studying feature learning from non-Gaussian inputs.

In this work, we develop a quantitative theory of feature learning from non-Gaussian inputs by
providing a sharp analysis of the sample complexity of two algorithms for Independent Component
Analysis, namely FastICA, the most popular ICA algorithm used in practice, and SGD, which is
used to train deep neural networks.

Early theoretical works on independent component analysis focused mostly on the speed of
convergence of di�erent algorithms for �nding w� in the classical regime of �xed input dimension
and large number of samples; the most popular algorithm for performing ICA, FastICA [71], derives
its name from the fact that it converges with a quadratic [160] rather than linear rate. However,
ICA struggles in modern applications where inputs tend to be high-dimensional; for example, its
performance is highly sensitive to its initial conditions [161, 162]. For algorithms running in high
dimensions, the main bottleneck is typically not the speed of convergence, but the length of the
initial search phase before the algorithm recovers any trace of a signal [163, 164]. The focus of this
chapter is therefore in establishing lower bounds on the sample complexity required by FastICA
and SGD for escaping the search phase.

Recently, Auddy & Yuan [162] showed that in high dimensions,n & d="2 samples are necessary
and su�cient to ensure the existence of estimates of the non-Gaussian directions with an error
up to " when given unlimited computational resources, while the sample complexity required for
polynomial time algorithms is n & d2="2. They also proposed an initialisation scheme for FastICA
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that reaches the optimal performance. While these results establish fundamental statistical and
computational limits of ICA, a precise and rigorous analysis of how the two main algorithms used in
practice, FastICA and SGD, escape the search phase starting from random initialization is lacking.

In this chapter, we derive sharp algorithmic thresholds on the sample complexity required by
ICA to recover non-Gaussian features of high-dimensional inputs, both for FastICA and SGD. Our
analysis leverages recent breakthroughs from supervised learning with Gaussian inputs [16, 18, 165]
that we generalise to the unsupervised case with non-Gaussian inputs. The di�erence in the input
distribution is the main technical challenge: it adds complexity to our analysis both by introducing
additional terms whose statistics need to be controlled, and by impacting qualitatively the intrinsic
properties of the loss function.

Contributions (Sample complexities for FastICA & SGD) Our main results on the time
scales for learning a non-Gaussian direction with FastICA and SGD are as follows:

ˆ We prove that the popular FastICA algorithm exhibits poor sample complexity, requiring a
large-size batch ofn & d4 to recover a hidden direction in the �rst step (see section 4.3.3);

ˆ We prove that the sample complexity of online SGD can be reduced down to the computational
threshold of n & d2, at the cost of �ne-tuning the contrast function in a data-dependent way
(see section 4.3.5);

In practice, when implemented for D-dimensional images, FastICA is run in the subspace
spanned by the leading principal components of the data, with a common prescription suggesting to
use a subspace of dimensiond = D=4 [156]. While this convention by itself does not alleviate the
poor sample complexity, improving only the constants, it raises a couple of intriguing question: is it
possible to reliably �nd non-Gaussian directions in high dimensions (D ! 1 ) by running FastICA
in a subspace of �xed dimensiond = OD (1)? If so, can we prove that it does, and what does it tell
us about the structure of images?

Contributions (Real preprocessed data) Here, we answer all the questions in the a�rmative:

ˆ We demonstrate experimentally that FastICA exhibits a search phase at linear sample com-
plexity when trained on ImageNet patches and that running FastICA in a subspace of �xed
dimension d = OD (1) yields non-Gaussian directions in theD-dimensional image ambient
space (section 4.4.1);

ˆ We introduce a new �subspace� model for data, for which we prove that strong recovery of a
non-Gaussian direction is possible at linear sample complexity when running ICA in a suitable
principal subspace (section 4.5);

4.2 Setup

We �rst describe the most popular algorithm to perform ICA, called FastICA, and we introduce the
classic ICA model for synthetic data which will allow us to systematically test the performance of
FastICA.
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4.2.1 FastICA and contrast functions

Performing ICA on a generic set of inputs x 2 Rd drawn from a data distribution P with zero
mean and identity covariance means �nding a unit vector w 2 Sd� 1 which is an extremum of the
population loss

L (w) := EP G(w � x); (4.2)

where G : R ! R is a suitable �contrast function� which measures the non-Gaussianity of the
projections s = w � x. The two standard choices forG(s) used in practice [120] are

G(s) := � e� s2 =2 and G(s) :=
log cosh(as)

a
(4.3)

for somea 2 [1; 2]. Another classical choice is the excess kurtosis,G(s) := s4 � 3, even though it is
more sensitive to outliers; therefore, the �rst two contrast functions are preferred in practice since
their growth is slower than polynomial. In practice, the expectation is approximated as an average
over a set ofn centered and whitened inputsD = f x � gn

� =1 (that we assume to be drawn i.i.d. from
P).

As an optimisation algorithm, we focus on the classic FastICA algorithm of Hyvärinen & Oja [71].
While a number of works have recently proposed alternative algorithms with provable guarantees,
e.g. Arora et al. [166], Anandkumar et al. [141], or Vosset al. [167], we focus instead on FastICA
since it is the most popular ICA algorithm (it is the reference implementation in scikit-learn [120]).

FastICA �nds extremal points of the population loss (4.2) via a second-order �xed-point iteration.
Here we state the algorithm; see Hyvärinen & Oja [71] for a detailed derivation and discussion.
Given a dataset D, we initialise the weight vector randomly on the unit sphere, w0 � Unif (Sd� 1),
and then iterate the FastICA updates for t � 1 until convergence:

8
<

:

ewt = ED [x G0(wt � 1 � x)] � ED [G00(wt � 1 � x)]wt � 1;

wt = ewt =k ewt k:
(4.4)

The FastICA iteration is made of two contributions: a �gradient� term r w L (w; x)
�
�
w= w t � 1

= x G0(wt � 1 � x);
which drives the algorithm towards a direction where the gradient vanishes, and the �regularisa-
tion� ED [G00(wt � 1 � x)]wt � 1; which ensures quadratic rather than the linear convergence of �rst-order
methods, giving FastICA its name. As we will show in proposition 4.3, the regularisation term is
also key for e�cient learning.

4.2.2 The ICA data model

To carefully test the sample complexity of FastICA and other ICA algorithms like SGD in a
controlled setting, we �rst study the case of the synthetic spiked cumulant modelfrom chapter 2.
The projection of the inputs along the spike v yields a non-Gaussian distribution, so this is the
direction that ICA should recover. Speci�cally, we recall that the data points D = f x � gn

� =1 are
drawn according to

x � = S
� p

� � � v + z�
�

2 Rd; (4.5)

where z� � N (0; 1d) is a vector with white noise, while the scalar random variable� � is the latent
variable for each input, and follows a non-Gaussian distribution. For concreteness, we choose a
Rademacher distribution under which � � = � 1 with equal probability. The signal-to-noise ratio
� � 0 sets the relative strength of the non-Gaussian component alongv compared to the Gaussian
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Figure 4.2: Performance of FastICA on the spiked cumulant model for various sample
complexity regimes. We run the standard FastICA updates (4.4) on data drawn from a noisy ICA
model (4.5). At each step of the algorithm, we draw a new batch of sizen = d2 (left ), n = d3+ " with
" = 0 :2 (middle ) and n = d4 (right ). In the latter case, we also show the corresponding loss function.
We plot the overlap between the planted non-Gaussian directionv and the estimate w produced by
FastICA. While recovery of the spike is theoretically possible atn = d2 (see section 4.2.3), FastICA
does not recover the spike at that sample complexity, and instead requiresn = d4 samples to recover
the spike v reliably. Theorem 4.4 con�rms this picture for a general data model. Full experimental
details in section 4.A.2 and additional cases" = 0 :5; 0:8 in �g. 4.6.

part z� of each input. Since whitening the inputs is a standard preprocessing step for FastICA [71],
we �nally pre-multiply the inputs with the whitening matrix

S = 1d �
�

1 + � +
p

1 + �
vv> 2 Rd� d;

which ensures that the covariance of the inputs is simply the identity. This whitening step makes it
impossible to trivially detect the non-Gaussian direction v by performing PCA or any other method
which is based only on the information in the �rst and second cumulant. An alternative perspective
of the ICA model is that it provides inputs where the noise is correlated, and in particular has a
negative correlation with the spike to be recovered.

4.2.3 Fundamental limits of recovery

We now brie�y recall from chapter 2 the fundamental limits of recovering the spike in the ICA data
model (4.5), which will serve as benchmarks to evaluate the performance of speci�c algorithms
like FastICA or SGD. From an information-theoretic point of view, i.e. when given unbounded
computational resources, the presence of the non-Gaussian directionv can already be detected using
a linear number of samplesn & d. However, detecting the spike at this sample complexity is only
possible through exponentially complex algorithms that are based on exhaustive search. E�cient
algorithms, that can run in polynomial time in d, require at least a quadratic number of samples
n = ! (d2).

For details on the algorithmic result, see Dudeja & Hsu [29] and Szekelyet al. [30] and Auddy
& Yuan [162] for a thorough analysis using low-degree methods, and Diakonikolaset al. [44] for a
Statistical Query (SQ) analysis, which reaches equivalent predictions using the low-degree to SQ
equivalence [79]. Auddy & Yuan [162] establishes the information-theoretic limits of reconstructing
the spike using a min-max type analysis. A similar statistical-to computational gap appears in the
related problem of tensor PCA [57].
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4.2.4 Experiment: FastICA requires a lot of data to recover the non-Gaussian
direction

We are now in a position to evaluate the FastICA algorithm in the controlled setting of the noisy
ICA model (4.5), where the goal is to recover the planted non-Gaussian direction (or �feature�)v.
Speci�cally, we can compare the sample complexity of FastICA, i.e. the number of samples FastICA
requires to recoverv, to the fundamental limits of e�cient or polynomial-time recovery, which is
n & d2.

In �g. 4.2, we plot the absolute value of the overlap between the spikev and the estimate w
obtained by running FastICA for a couple of steps with n = d� samples. In the plot, we consider the
limit of online learning, in the sense that we draw a new training set at each step of the algorithm;
in �g. 4.7, we show that the picture does not change when using the same training set repeatedly;
see also our discussion in section 4.3.3.3.

We can see immediately that at quadratic sample complexity, FastICA does not recover the
spike at all. Instead, the overlap is stuck at a value of roughly1=

p
d, which is the typical overlap

of a randomly direction in Rd with the spike. This small value for the overlap suggests that the
algorithm is stuck in the search phase, and does not recover the spike at quadratic sample complexity.
With n = d4 samples instead, FastICA recovers the spike within a few steps. In the intermediate
regime ofn = d3+ " samples," = 0 :2 , the algorithm recovers the spike more slowly, and there are
large �uctuations.

These experiments suggest that FastICA has a poor sample complexity that is quartic in the
input dimension for recovering the spike, with an intermediate regime atn = d3+ " with " 2 (0; 1).
Our theoretical analysis of FastICA will now con�rm that these are indeed the fundamental limits
of FastICA.

4.3 Theoretical Results

Before diving into our analysis of FastICA and stochastic gradient descent (SGD) for performing
ICA, we highlight how to address the key technical di�culty in analysing learning from non-Gaussian
inputs.

4.3.1 ICA, likelihood ratios, and information exponents

The key di�culty in analysing the ICA loss (4.2) or the FastICA update (4.4) is that it entails
an average over an explicitly non-Gaussian distribution of the inputs. This is in contrast to the
vast majority of works on (supervised) learning algorithms, which usually consider a Gaussian
input distribution, an input distribution that is e�ectively Gaussian via the Gaussian Equivalence
Theorem, or inputs that are distributed uniformly on the unit hypercube (as discussed at the end of
the section).

Similarly to our study of the mixed cumulant model in chapter 3, the key idea of the theoretical
analysis of FastICA and SGD is to rewrite the average over the non-Gaussian inputs as an average
over the standard normal distribution Q = N (0; 1d), as

L (w) := EP[G(w � x)] = EQ[G(w � x)`(v � x)] (4.6)

by introducing the likelihood ratio

`(s) :=
dP
dQ

(s); (4.7)
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akin to how one would proceed in an analysis with the second moment method in hypothesis
testing, as seen in chapter 2. Intuitively, the likelihood ratio (or more precisely, its norm) measures
how di�erent the distribution of the projection s = w � x is from a standard Gaussian distribution.
The likelihood ratio will thus be the key object in our study to determine the number of samples
that a given algorithm like FastICA requires to �nd a projection that is distinctly non-Gaussian
and yields a large likelihood ratio.

Under the noisy ICA model (4.5), the likelihood ratio (4.7) depends only on the projection of
the inputs along the non-Gaussian directionv to be learnt. We can expand the population loss in
terms of a single scalar variable, the overlap� := w � v between weightw and spike v:

L (w) = EQ[G(w � x)`(v � x)] =
1X

k� 0

cG
k c`

k

k!
� k ; (4.8)

where the last equality has been obtained by expanding the contrast functionG and the likelihood
ratio ` in series of Hermite polynomials and by using the orthogonality of Hermite polynomials
(lemma A.5 in appendix A). A key quantity for the analysis of ICA is the order k� of the �rst
term in the expansion (4.8) that has a non-zero coe�cient. This quantity was introduced as the
� information exponent� by Ben Arous et al. [16] in the context of supervised learning, when they
showed that it governs the sample complexity of online SGD in single-index models, like the noisy
ICA model. As we saw in section 1.2, quantities like theleap index of Abbé et al. [131] and Dandi
et al. [165] and thegenerative exponentof Damian et al. [21] govern the sample complexity for more
complex data models with several directions to be learnt. Here, we note that due to the whitening
of the inputs, the population loss (4.2) for the noisy ICA model model has information exponent
k� = 4 , as we show in section 4.C.1.

4.3.2 Main assumptions

For the following theoretical analysis, we assume that:

Assumption 4.1. The contrast function G and the data distribution P are such that the loss(4.2) is
a function of the overlap � := w � v, for a given spikev with unit norm. Moreover, we assume that
`(� ) = dP

dQ (� ) 2 L2 (R; Q).

This assumption is trivially satis�ed for the noisy ICA model (4.5) and the standard contrast
functions in eq. (4.3), but it allows us to prove our results on the sample complexity of FastICA
(theorem 4.4) and smoothed SGD (theorem 4.7) for arbitrary sub-Gaussian latent variables�
(see de�nition 4.11 in section 4.B). In principle, these hypotheses exclude the case of a fat-tailed
distributions on the latent variable, i.e. those that do not belong to L2 (R; Q). However, the results
of simulations with a Laplace prior on � (see �g. 4.9) reveal the same picture as in the thin-tailed
case, suggesting that this assumption could be further relaxed.

Assumption 4.2 (Contrast function) . We assumeG to be even. For our analysis of FastICA, we
require G 2 C3(R) with bounded derivatives. For smoothed SGD in section 4.3.5, we additionally
require

1X

k� 0

(cG
k )2=k! < 1

and that there exist someC1; C2 > 0 such that, for any s 2 R, jG0(s)j � C1(1 + s2)C2 holds.
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4.3.3 Sample complexity of FastICA

Our goal is to rigorously quantify the sample complexity of FastICA on the noisy ICA model (4.5).
FastICA proceeds by performing a few iterations of the update(4.4) with the full data set. This
setting is precisely the large-batch [19, 134] or �giant step� [165] regime that has attracted a lot
of theoretical interest recently. Following the approach of these recent works, the key idea of our
analysis is to study whether a single step of FastICA with a large number of samplesn � d� yields
an estimate w1 that has an overlap with the spike v that does not vanish with the input dimension.

4.3.3.1 The importance of regularisation

It is instructive to �rst consider brie�y the ideal case of in�nite data. The following proposition 4.3
shows that FastICA is able to fully recover the spikev as d ! 1 if we replace the empirical average
ED with the population average EP. More interestingly, we show that it is the regularisation term,
originally introduced to speed up convergence (see section 4.2.1), that gives the essential contribution
to escape mediocrity at initialisation.

Proposition 4.3 (In�nite batch size) . Assume that the inputs are distributed according to the noisy
ICA model (4.5) and that cG

4 6= 0 - this holds for the standard contrast functions in eq.(4.3). Set
� 1 := w1 � v, where w1 is the updated weight vector given by the �rst iteration of FastICA.

Then, in the in�nite batch-size limit, we have that

� 2
1 = 1 � o(1):

On the other hand, if the regularisation term is missing and only the �gradient step" is taken, i.e.
the iteration reads ewt = E[x G0(wt � 1 � x)]; then we obtain� 2

1 = O(1=d).

For the simple proof, see section 4.C.1.

4.3.3.2 Finite samples: hardness of learning

We now provide almost sharp bounds on the sample complexity of FastICA for learning the non-
Gaussian featurev. For the analysis, we follow the recent �one-step� analyses [19, 134, 165] and
study the overlap of the spike with the weight obtained from performing a single step of FastICA
with a large batch of n = d� samples. More precisely, we provide a lower bound (positive results) for
the amount of signal that can be weakly recovered given a number of samples on the order ofdk �

,
where k� is the information exponent of the loss, and preciselyk� = 4 for the noisy ICA model. In
the data-scarce regime wheren = o(dk �

), we provide upper bounds (negative results) on the overlap
� = w � v that can be achieved in a single step of FastICA. We distinguish two cases: either there
is no improvement with respect to the random initialisation, or the upper bound on the amount
of signal learned is dimensionality-dependent, meaning thatn = �( dk � � 1) are still not su�cient
to exit from the search phase in the high-dimensional limit. Yet this regime smoothly bridges the
situation of total ignorance, where nothing is learnt at all, and recovery of the spike in one step,
thanks to a continuous dependence on the parameter� .

Theorem 4.4. (Finite batch size) Let k� be the information exponent of the population loss(4.2).
Consider a number of samplesn = �( dk � � � ), for � 2 [0; 2]. Set � 1 := w1 � v, where w1 is the updated
weight vector given by the �rst iteration of FastICA. Then,

8
>><

>>:

� 2 (1; 2] ) � 2
1 = O

�
1
d

�
;

� 2 (0; 1] ) � 2
1 = O

�
1
d�

�
;

� = 0 ) � 2
1 � 1 � o(1):
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We prove theorem 4.4 in section 4.D. Even if theorem 4.4 is not speci�c to the noisy ICA model,
and instead applies to any input model and contrast function satisfying Assumptions 4.1 and 4.2, it
is instructive to look at the special case of Rademacher prior on the latent variable and standard
contrast function, eq. (4.3). In this setting, we have proved in section 4.C.1 in the appendix that
k� = 4 . Therefore, we �nd that n = �( d4) is su�cient to perfectly recover the spike with a single
step, up to contributions which vanish when d goes to in�nity, in line with what we see in the
experiments of �g. 4.2. Moreover, if d3 . n � d4, it turns out that the overlap � 1 = w1 � v is
bounded by a dimension-dependent constant, which explains the slow increase of the overlap in that
regime. For quadratic sample complexity, the gradient in the FastICA update does not concentrate,
so the algorithm does not recover the signal and remains stuck in the search phase.

Key elements of the proof.The overall ideas of the proof are similar to those employed in the
analysis of the teacher-student setup of Theorems 1 and 2 from [165], with the following main
di�erences. First of all, in our unsupervised case, instead of isotropic inputs, the data points are
in general non-Gaussian distributed; as already observed in Section 4.2.3, this impacts on the
information exponent k� of the population loss. Second, unlike for SGD, the iteration of FastICA
presents both a gradient term and a regularisation term which is data-dependent (the regularisation
�constant� depends on G00(w � x), and its analysis is hence just as complex as that of the gradient
term). The general strategy is computing the expectations for both the signal ew1 � v and the noise
k ew1k, and then identifying how much data n allows for the concentration of the two quantities. To
be able to compute the expectations, we exploit the orthogonality properties of Hermite polynomials
proved in Corollary A.7. Once concentration of both signal and noise is established, the positive
result corresponds to the signal dominating the noise for� = 0 , noise dominating the signal for the
regime � 2 (0; 1]. Conversely, if the signal does not concentrate,n is not su�ciently large for the
overlap to escape from its scaling at initialisation and �rst upper bound holds.

4.3.3.3 Discussion

The almost sharp analysis of the high-dimensional asymptotics of FastICA in theorem 4.4 is our �rst
main result, and explains theoretically why FastICA tends to struggle in high dimensions [161, 162].
While FastICA is often applied after reducing the dimension of the inputs using PCA, it should
be noted that the scaling of n � d4 on the noisy ICA model is poor even in moderate to small
dimensions. One non-standard way to escape this scaling is to use the ad-hoc initialization scheme
proposed recently by Auddy & Yuan [162], which allows to �nd an initialisation that gives ICA a
warm start with a non-trivial overlap given only n & d2 samples. However, there remains a large
gap between the performance of FastICA as it is commonly used, and then & d2 or, more generally
speaking,n & dk � =2 bounds we have from low-degree methods, see [21]. One may therefore ask
whether other algorithms, and in particular the simple stochastic gradient descent, may be more
e�cient at performing ICA, not least since neural networks trained with stochastic gradient descent
seem to learn ICA-like �lters in their �rst layer rapidly.

4.3.4 Vanilla SGD

In order to take a closer look at feature extraction in the context of deep neural networks, we analyse
SGD as an alternative algorithm to perform ICA. Consider a set ofn centered and whitened data
points D = f x � gn

� =1 . We sample a new data point at each step. For a suitable learning rate� > 0,
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Figure 4.3: Bene�t of smoothing the loss depending on di�erent values of the parameter
� : We show the smoothed lossL � [G(w � x)] for di�erent scalings of the smoothing parameter � . We
can see the loss is most �at around the origin without smoothing, while increasing the smoothing
parameter makes the loss more peaked around the origin, making it easier to escape the origin. See
section 4.E for details.

each iteration of the spherical online SGD, forw0 � Unif (Sd� 1), is de�ned as
8
<

:

ewt = wt � 1 + �
d r sphL (w; x t )

�
�
w= wt � 1

t � 1;

wt = ewt =k ewt k;

The spherical gradient r sph for a function f is given by r sphf (w; �) := ( 1d � ww> )r w f (w; �). In the
case of the noisy ICA model model(4.5), we can directly apply the analysis performed by Ben Arous
et al. [16], which guarantees that if n = 
( d3 log2 d), or more in generaln = 
( dk � � 1 log2 d), the
spike is �strongly� recovered, meaning that wn � v ! 1 in probability for n going to in�nity. Moreover,
if n = O(d3), the spike cannot be recovered, i.e.supt � n jv � wt j ! 0 in probability.

Hence, vanilla online SGD is already faster that FastICA in the large-batch setting. However,
given the information-theoretic results of section 4.2.3, online SGD does not achieve the optimal
performance and there remains a statistical-to-computational gap.

4.3.5 Closing the statistical-to-computational gap: smoothing the landscape

We now show that the statistical-to-computational gap of SGD on noisy ICA can be closed by
running online spherical SGD on asmoothed lossfollowing the approach of Damianet al. [18], which
was initially introduced in [17]:

De�nition 4.5 (Smoothing [18]). For � � 0 and x 2 Rd, the smoothed loss function isL � (w; x) :=
L � [G(w � x)]; where the smoothing operatorL � reads

L � [G(w � x)] := Ez� � w

�
G

�
w + �z

kw + �z k
� x

��
;

if � w is the uniform distribution over Sd� 1 conditioned on being orthogonal tow.

The key intuition behind the smoothing operator is that, thanks to large � (than scales with
the input dimension), it allows to evaluate the loss function in regions that are far from the iterate
weight wt , collecting non-local signal that alleviates the �atness of the saddle around� = 0 of L ,
reducing the length of the search phase; we illustrate the e�ect of smoothing on the loss in �g. 4.3.
For implementation purposes, we give an explicit formula for the smoothed gradient of said loss in
section 4.E. Note that the �large steps� allowed by a large � help in escaping the search phase.
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Figure 4.4: Performances of smoothed online SGD and vanilla SGD on the noisy ICA
model, for G(s) = h4(s) and G(s) = � exp

�
� s2=2

�
respectively. Left: In a linear time, nor

smoothed and vanilla SGD recover the spike.Middle: In the quadratic regime, smoothed SGD
recovers, although vanilla SGD does not.Right: In the cubic regime, both smoothed and vanilla
SGD recover the spike. Experimental details in section 4.A.3.

Damian et al. [18] showed that smoothing the loss for a single neuron� (w � x) with activation
function � : R ! R trained on a supervised task with Gaussian inputs and labels provided by
a teacher neuron� (v � x) reduces the sample complexity of weak recovery for online SGD from
dk � � 1 [16] down to the optimal dk � =2. Their analysis crucially relies on the fact that teacher and
student have the same activation function� . For ICA, one can roughly think of the contrast function
as the student activation function, which will in general have a di�erent information exponent
from the loss function, which depends also on the likelihood ratio. We therefore generalise the
analysis of Damianet al. [18] to this mismatched case and show that the dynamics of smoothed
SGD on ICA is governed by the interplay of the information exponents of the population loss and
the contrast function respectively, called k�

1 and k�
2, with k�

1 � k�
2 by construction and the optimal

sample complexity is reached if and only ifk�
1 = k�

2. This fact follows immediately from the heuristic
analysis performed in section 4.3.5.1, where it is shown that for the optimal� = d1=4, the ODE
describing the behavior of the overlap� at the beginning of learning is

� 0(t) =
� (t)

dk �
1 � k �

2 =2
: (4.9)

On the noisy ICA model (4.5), for which k�
1 = 4 , we thus �nd the following picture. For the

standard contrast functions (eq. (4.3)), k�
1 6= k�

2 = 2 , and then smoothed online SGD does not
improve the sample complexity of vanilla online SGD: the spike is still recovered in a cubic time. In
contrast, if k�

2 = 4 , i.e. the information exponents of the loss and the contrast function are equal,
smoothed online SGD is able to recover the spike in a quadratic time, which means that smoothing
the landscape reduces the sample complexity of online SGD down to the optimal threshold suggested
by low-degree methods. Even if it would be clearly necessary a �ne-tuning of the contrast function
in a data-dependent way which cannot be performed in practice, we observe that in our case the
fourth-order Hermite polynomial G(s) = h4(s), which for whitening data is nothing but the excess
kurtosis G(s) = s4 � 3, is indeed an optimal contrast functions. Remarkably, the kurtosis is the
most classical measure of non-Gaussianity that one can �nd in the literature (see e.g. Hyvärinen &
Oja [71]) and it has been employed to study recent developments of FastICA in [162].

4.3.5.1 Heuristic derivation

We �rst heuristically derive the sample complexities of Theorem 4.7, following Damianet al. [18].
We will use Corollary 4.13 to deal with expectations of multiple products of Hermite polynomials
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appearing due to non-Gaussian inputs. A crucial quantity is the signal-to-noise SNR since, as
shown in Damian et al. [18], at the beginning of leaning the overlap� := w � v is given by the ODE
� 0(t) = SNR=� (t) with

SNR :=
E[g � v]2

E[kgk2]
;

where g is the online spherical gradientg := r sphL � (x; w): We compute how the SNR scales with
the dimension of the inputs d.

Signal Recall the scaling computed by Damianet al. [18] for the signal in the case of an even
contrast function:

E[g � v] = �( � d � (k �
1 � 2)=2=� 2);

when � � �d � 1=2. Note that it depends on the information exponent k�
1 of the loss.

Noise We look at the scaling of the noiseE[kgk]2. By de�nition, g = �
�
� � 1x L � (G0(w � x))

�
:

Since with high probability kxk2 = O(d), we study the second moment ofs := L � (G0(w � x)) . By
exploiting the de�nition of the smoothing operator and writing the expectation in terms of the
likelihood ratio, we get that, for two replicas z; z0 � � w ,

E
�
s2�

= E
�

E
z;z 0

�
G0

�
w + �z
p

1 + � 2
� x

�
G0

�
w + �z 0
p

1 + � 2
� x

���

= E
z;z 0

�
E
Q

h
G0

� w + �z
p

1 + � 2
| {z }

w1

� x
�

G0
� w + �z 0

p
1 + � 2

| {z }
w2

�x
�

`(v � x)
i�

:

By expanding G0 and `, we get a Gaussian expectation of a triple product of Hermite polynomials,
whose scaling can be computed thanks to lemma A.6, recalling thatG is even and thencG0

0 = 0 . In
particular, thanks to Corollary 4.13, we have

EQ
�
G0(w1 � x) G0(w2 � x) `(v � x)

�
= �

�
(w1 � w2)k �

2 � 1
�

Sincez � z0 = �(1 =
p

d), we can avoid the dependence on the replicas by simply choosing� � d1=4.
This choice corresponds to eq. (4.17) in Appendix 4.E. Hence,w1 � w2 = �( � � 2): We can conclude
that the noise scales as

E[kgk2] = �( d� � 2k �
2 ):

By combining signal and noise, we have that

SNR =
� 2

� 4 d� (k �
1 � 1) 1

d� � 2k �
2

= � 2 � 2(k �
2 � 2)

dk �
1 � 1 :

This implies that, in the case of the optimal � = d1=4, the ODE describing the behavior of the
overlap � for small t � 0 is

� 0(t) =
� (t)

dk �
1 � k �

2 =2
;

which is eq. (4.9).
Therefore, the number of data points required to reach an order-one overlap isdk � =2, i.e. the

optimal one according to the fundamental limits of recovery, if and only if k�
1 = k�

2 and than we
have heuristically derived the results of theorem 4.7. The following theorem, which we prove in
section 4.E, makes rigorous the heuristics. It holds for any input model satisfying assumption 4.1,
assumption 4.2, and the following assumption 4.6:
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Assumption 4.6. We assumè 2 L1 (Rd; Q) and that the loss (4.2) is strictly monotonically increasing
in � = w � v.

Theorem 4.7 (Escaping mediocrity). De�ne k�
1 and k�

2 as the information exponents of the
population loss (4.2) and the contrast function, respectively. Assume thatw0 � Unif (Sd� 1) and that
the initial overlap � 0 := w0 � v is such that � 0 & 1=

p
d. Consider � 2 [1; d1=4]. Then, there exist

� 2 R and n 2 N, satisfying
8
<

:

n = O
�
dk �

1 � 1� � 2(k �
2 � 2) polylog(d)

�
;

� = O
�
d� k �

1 =2� 2(k �
2 � 1) polylog(d)

�

such that � n � 1 � d� 1=4 with high probability. Here, � n := wn � v and wn is the estimator given by
smoothed online SGD with� n = � and � n = � .

In the following corollary, we derive rigorously the scalings required to recover the non-Gaussian
component in the case of the noisy ICA model(4.5). More precisely, up to logarithmic terms we get
the optimal sample complexity n � d2 when the contrast function is the excess kurtosis (k�

2 = 4 ),
and n � d3 when the contrast function is one of the standard ones in eq. (4.3) (k�

1 = 2 ). We have
therefore proven the scalings obtained in eq. (4.9). The proof of Corollary 4.8 follows immediately
from Theorem 4.7 by recalling that for the noisy ICA model (4.5) we getk�

1 = 4 .

Corollary 4.8 (Escaping mediocrity for �noisy ICA� inputs) . Suppose that the assumptions of
Theorem 4.7 hold and that the inputs are distributed according to the noisy ICA model(4.5). Consider
� = d1=4. If k�

2 = 4 , smoothed online SGD recovers the spike - in the sense of Theorem 4.7 - within
a number of samples ofn = O(d2polylog(d)) : On the other hand, givenk�

2 = 2 , the obtained sample
complexity is n = O(d3polylog(d)) .

Proof. Due to online learning, the number of SGD steps equals the number of drawn samples.
Then, because of Theorem 4.7 with� = d1=4, there exists n 2 N such that � n � 1 � d1=4 with high
probability and

n = O
�
dk �

1 � k �
2 =2 polylog(d)

�
:

Since for the spiked model we havek�
1 = 4 and, depending on the value ofk�

2, the thesis follows.

4.4 The search phase of FastICA on images

We investigate whether FastICA also exhibits an extended search phase on real data. To that end,
we ran FastICA on D-dimensional patches sampled at random from the ImageNet data set [151].

In �g. 4.5(b), we show change in the lossL (w), averaged over a held-out test set, compared to
the value of the test loss at initialisation L (w0), averaged over di�erent random initial conditions.
We �nd that at linear sample complexity when n = 2 D (�g. 4.5(b)), FastICA is clearly stuck in
a search phase: the loss does not deviate signi�cantly from its value at initialisation. We can
see that not only are the changes in the loss small; as we increase the width of the patches, and
hence their dimensionD , the curves tend towards zero, suggesting that FastICA does not recover a
non-Gaussian direction at linear sample complexity on ImageNet in the asymptotic limit of large
inputs D ! 1 , in agreement with the previous sections.
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Figure 4.5: Running ICA in the principal subspace of small dimension d � OD (1) yields
non-Gaussian directions that generalise in large dimension D (a) FastICA can be run in
the ambient dimension D of the inputs or on the d-dimensional subspace spanned by the principal
componentsui . (b) Change in loss with respect to initialisation when running FastICA on ImageNet
patches at linear sample complexityn = 2D. As we increase the patch width, and henceD, the
change in the loss tends towards zero.(c) Running FastICA in the subspace spanned by the leading
d = 32 principal components yields a signi�cantly non-Gaussian direction, as shown by the decay
of the loss evaluated inD dimensions. Error bars indicate the error in the mean over runs. Full
details in section 4.A.4.

4.4.1 Running FastICA in the principal subspace of ImageNet patches
consistently yields non-Gaussian directions

We verify experimentally whether running FastICA in a subspace of�xed input dimension d � OD (1)
yields a non-Gaussian direction in the ambientD-dimensional space whenD ! 1 , see �g. 4.5(c).

Recall that FastICA exhibits a search phase at linear sample complexity, as shown in �g. 4.5(b).
The picture changes fundamentally if we run FastICA in the subspace spanned by the leading
d = 32 principal components, keeping the dimension of the subspace�xed as we increase the size of
the inputs, see �g. 4.5(c). We now �nd that the FastICA consistently �nds a direction that, after
projecting back up into the D-dimensional space, yields non-Gaussian projectionss = w � x.

This experiment therefore suggests that running FastICA in a subspace ofconstant, rather
than just smaller dimensions, yields non-Gaussian directions in image space even at linear sample
complexity, circumventing the fundamental computational limitations of FastICA.

4.5 FastICA provably recovers a non-Gaussian direction at linear
sample complexity on the �subspace model�

We now seek to con�rm the picture that emerged from our experiments in section 4.4.1 by proving
recovery of a non-Gaussian direction with linear sample complexity by FastICA. In the standard
input model for (noisy) ICA, the computational hardness of the task in D dimensions requiresn & D 2

which cannot be reduced by projecting down to lower dimensions [30, 162]. The standard ICA data
model therefore cannot account for the experimental results on ImageNet in �g. 4.5.

De�nition of the subspace model Here, we therefore introduce the �subspace model�, a new
data model that accounts for the success of PCA + ICA on ImageNet. The key idea is to spike the
higher-order correlations of the inputs with a spike v that is a linear combination of the leading
principal components of the inputs, which we denote byur 2 SD � 1. We assumeus ? ur for s 6= r
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and considern inputs in D dimensionsx � = ( x �
i ), � = 1 ; : : : ; n, that are sampled according to

x � =
rX

� =1

q
� �

2g�
� u� + h� v + z� ; v =

rX

�
� � u� ; (4.10)

where the Gaussian latent variablesg�
� � i:i:d: N (0; 1), while the latent variable h� is drawn from

a non-Gaussian distribution; for example, we could takeh� = � 1 to be Rademacher. All latent
variables g�

� ; h� are independent of each other. The noisez� is drawn from a multivariate normal
distribution with mean 0 and covariance 1 � vv> , which ensures that the non-Gaussian directionv
can not be recovered using principal component analysis (PCA), just like Gabor �lters cannot be
found by PCA. The coe�cients � � are normalised as

P r
� � 2

� = 1 . To prove that FastICA can recover
the non-Gaussian direction, we proceed in two steps.

Step 1: projecting down We �rst show that when projecting inputs from the subspace model
(4.10) onto the lower dimensional subspace spanned by the top-r leading principal components,
we obtain a �reduced� input model that follows the ICA model. More precisely, we �nd that the
reduced inputs y� = ( y�

i ), � = 1 ; : : : ; n, follow a noisy ICA model [33] whose �non-Gaussian� spike
is simply, up to normalisation, the projection of the original spike v:

y� =
p


 h � ev + ẑ� 2 Rr ; (4.11)

where ev = proj(Sv)=kproj(Sv)k, for suitable 
 and ẑ� . This is proved in theorem 4.14. In the proof,
we assume that PCA yielded the exact principal subspacef ur g. However, in practice, as known from
standard results for PCA in high dimensions [168], PCA will return the subspace up to some small
error. However, this only reduces the signal-to-noise ratio of the noisy ICA model. More precisely,
we prove in Lemma 4.15 that, if n is such that n; D ! 1 and n=D that diverges arbitrarily slowly,
with high probability we still recover the reduced inputs (4.11), up to vanishing error terms.

Step 2: Gradient �ow We now analyse the performance of ICA on inputs drawn from the
reduced model(4.11), at a linear sample complexity. Theorem 4.16, informally stated below, proves
that gradient descent (GD) on the ICA loss L (w) converges to the non-Gaussian spike of the reduced
model.

Lemma 4.9. (Informal) Consider the low dimensional inputs drawn from the reduced model(4.11).
Since the population loss for ICA L(w) exhibits monotonicity and the dynamics of GD can be
approximated via gradient �ow, with high probability GD converges to the non-Gaussian spikeev in
the limit n ! 1 .

4.6 Concluding perspectives

Despite their simplicity, Independent Component Analysis yields similar �lters as the early layers
of deep convolutional neural networks, and therefore o�ers an interesting model to study feature
learning from non-Gaussian inputs. Here, we considered the problem of recovering a single feature
encoded in the non-Gaussian input �uctuations and established almost sharp sample complexity
thresholds for FastICA and SGD on a simple synthetic model. Going forward, it will be intriguing
to extend our analysis to models with several non-Gaussian directions, along the lines of Dandi
et al. [165] and the models presented in chapter 3. Moreover, developing a model for synthetic data
from which localised, oriented �lters can be learned looms as an intriguing challenge [45, 169].

Regarding the subspace model, have shown that ICA can provably recover a non-Gaussian
direction v in linear sample complexity if:
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i. v lives in the span of the principal components of the data,

ii. we perform PCA as a pre-processing step.

Our experimental observation re�ects previous work that showed that neural networks learn
distributions of increasing complexity, focusing on pair-wise correlations �rst before going to higher-
order correlations, both on images [28, 31, 45, 170], in natural language processing [126, 171] and
on the mixture classi�cation from chapter 3.

Our results also echo earlier work showing that gradient descent occurs in a tiny subspace of
input space [172, 173] and that the Hessian of over-parametrised neural networks has a low-rank
structure [174�176]. How these two perspectives � on the geometry of the loss landscape and on the
data structure � relate to each other is an intriguing avenue for further work.



Appendix

4.A Experimental details

In this appendix, we collect detailed information on how we ran the various experiments of this
paper.

4.A.1 Figure 4.1

(a) We plot the �lters of the �rst convolutional layer of an AlexNet trained on ImageNet using
mini-batch size of 128, momentum of 0.9, weight decay of10� 4, cosine learning rate schedule
with initial learning rate of 10� 2. We also trained a DenseNet121 [149] and a ResNet18 [150]
using the same recipe, but with larger initial learning rate 10� 1.

(b) The Gabor �lters were obtained with online SGD performed on 100 000 patches of size64� 64
extracted from ImageNet. We have decided to perform ICA with SGD to use the typical
algorithm employed to train deep neural networks. We perform PCA before running ICA by
keeping 600 principal components. The contrast function wasG(s) = � exp

�
� s2=2

�
.

(c) We applied principal component analysis to the same ImageNet patches to obtain the leading
principal components, and plot the eight leading ones from left to right, and top to bottom.

(d) For all three networks trained on ImageNet, we took 50 logarithmically spaced snapshots of
the weights during training. For each snapshot, we extracted the weights for each �rst-layer
convolution and computed the dot-products sk

� = wk � x � between the weight of the kth
convolution for randomly sampled patches from ImageNetx � . We normalised the sk

� for each
neuron (�xed k) to have variance 1, and computed the excess kurtosis of the resultingsk

� . We
then averaged over all the neurons to obtain the curves shown in �g. 4.1(b).

(e) The snapshots were taken from one of the AlexNet models.

4.A.2 Figure 4.2

Here we show the performance of FastICA on the spike cumulant model(4.5) in three di�erent
regimes, in the case ofd = 50 and � = 15. The spike v has been sampled uniformly in the sphere
Sd� 1. The regimes correspond to the batch-sizes ofn = d2; n = d3+ � and n = d4, respectively, for
� = 0 :2. Each batch contains n fresh data points sampled from the distribution of the inputs P.
The contrast function is G(s) = � exp

�
� s2=2

�
. We display on the y-axis the overlap wt � v for

t = 0 ; : : : ; 4 (on the x-axis), where wt is the updated weight vector provided by FastICA in the �rst
four step, plus initialisation w0 � Sd� 1 under the constraint that w0 � v = 1=

p
d. An average over 15

runs has been taken.
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4.A.3 Figure 4.4

Here we show the velocity for recovering the spike of smoothed online SGD in three di�erent regimes:
linear, quadratic and cubic. The noisy ICA model is considered. We used = 40, � = 15 and a total
number of data points of n = 5d3. The parameter � is the optimal one, i.e. � = d1=4. The learning
rate is � = 2 :9d(� k �

1 =2) � (2k �
2 � 2) , where k�

1 = 4 and k�
2 = 2 , sinceG(s) = � exp

�
� s2=2

�
. The average

is made over 30 runs.

4.A.4 Figure 4.5

(a) We run FastICA on a set of n = 2 D patches randomly sampled from ImageNet of widthw,
with D = w2. We use the logcosh activation function, and use the full dataset to compute the
weight update at each step. We preprocess image patches by centering them and whitening
them. We compute the ICA loss averaged over a held-out test set of 10 000 patches, and
subtract the loss computed for a random direction over the same test set, averaged over 20
random directions.

(b) Same as in (a), except that after whitening, we only keep the leadingd = 32 principal
components of each image and run FastICA in this subspace. We plot the loss in the original
space of images of dimensiond by projecting the ICA weight vector back into the d-dimensional
space using the eigenvectors of the patch-patch covariance matrix.

In these experiments we reused the same batch of inputs at every iteration of FastICA. It is known
that this actually simpli�es the task of recovering single directions in certain cases [21, 22]; however,
in the case of FastICA the task remains hard: the FastICA loss with standard activation functions is
only sensitive to even cumulants, and due to whitening, the �rst non-trivial cumulant is the fourth,
yielding a computational lower bound for recovering a non-Gaussian direction ofn � D 2 [30].

4.A.5 The �3not4� prior on the latent variable, �g. 4.8

For this experiment, we run online FastICA as in �g. 4.2 on a noisy spiked cumulant model, but
with a prior over the latent variable that has mean zero, unit variance, a non-trivial third-order
cumulant, but zero fourth-order cumulant. More speci�cally, we consider a latent � that can take
the values � 1; 0 and 2 with probabilities 1=3; 1=2 and 1=6.

4.B Properties and de�nitions

4.B.1 Probability notions

We recall the properties of the space of squared integrable functions with respect to the standard
normal distribution Q:

De�nition 4.10 (Gaussian scalar product). Given f; g : Rd ! R, we de�ne the L2-scalar product
as

hf; g i Q := Ex� Q [f (x)g(x)] :

The spaceL2(Rd; Q) contains all the measurable functionsf : Rd ! R such that jj f jj2 := hf; f i Q <
1 .
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Note that this space with the product de�ned above is an Hilbert space, and the set of the
Hermite polynomials (see appendix A) is an orthogonal basis.

De�nition 4.11 (Sub-Gaussianity). Let Z be a real valued random variable, we say thatZ is
sub-Gaussian if it has �nite sub-Gaussian norm, de�ned as:

jjZ jj  = 2 := inf
n

t > 0 j E[exp
�
Z 2=t2

�
] � 2

o

For more details on sub-Gaussian distributions we refer to [99], Section 2.5.
We also need to introduce the spaceL1 (Rd; Q) as the space of essentially bounded functions,

with �nite jj � jj 1 norm, de�ned as:

jj f jj1 := inf f C > 0 j Q(jf (x)j � C) = 1 g

Note that the likelihood ratio ` = dP
dQ for model (4.5) belongs to this space as soon as the tails of�

decrease faster than a standard Gaussian. For instance all the distributions with bounded support
are included.

We often refer to the notion of events that happenwith high probability, de�ned as follows.

De�nition 4.12 (Events happening with high probability events) . The sequence of eventsf Edgd2 N
happens with high probability if for every k � 0, there exists dk such that for d � dk

1 � P(Ed) �
1
dk

4.C Measures of non-Gaussianity for ICA

Whether the population loss has to be (globally) maximized or minimized with respect to the
weight vector w 2 Sd� 1 depends on the data distribution and the choice of the contrast functionG.
Therefore, we brie�y comment on this, by referring to [71] and [177] for more details. What does
maximising non-Gaussianity mean? Equivalently: what is a suitable measure for non-Gaussianity?
A standard approach is to choose thenegentropyas a measure of the non-Gaussianity of the random
vector x � P, i.e.

J (x) := H (xGauss ) � H (x);

whereH (x) := � EP[log(x)] and xGauss � Q. We assume thatx has zero mean and that its covariance
matrix is the identity. The negentropy, being a Kullback-Leibler divergence, is always non-negative.
However, to computeJ one needs to access the density of the random vectorx, which is usually
unknown and not easy to approximate. Hence, the classical approach is to approximate negentropy
indirectly. In Section 5 of [177], the authors show that the negentropy can be approximated by

~L (w) = ( E [G(w � x)] � E [G(xGauss )])2

where G is even and does not grow too fast because of reasons of numerical stability. Typically,G
is one of the contrast functions from Equation (4.3). Note that this optimization problem is slightly
di�erent from Equation (4.1) (which is the setting considered in practice, as mentioned in [71]).
The reason why it is convenient to remove the square is clear as soon as the Hermite expansion
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eq. (4.14) is performed, together with the factE [G(xGauss )] = cG
0 c`

0:

~L (w) = ( L (w) � E [G(xGauss )])2

=

 

cG
0 c`

0 +
cG

k � c`
k �

k!
� k �

+ o(� k �
) � cG

0 c`
0

! 2

=

 
cG

k � c`
k �

k!

! 2

� 2k �
+ o(� 2k �

)

hence the information exponent of this loss function is doubled with respect toL worsening the
sample complexity for the search phase (geometrically, this can be seen as the square ��attening"
the loss around the origin).

The removal of the square comes with the side e�ect that it is not su�cient to just minimize the
loss, since the sign becomes relevant:G needs to me maximised in case of platykurtic data since the
cumulants of the data are smaller than the gaussian ones, soE[G(w � x)] � E[G(xgauss)] < 0, and
conversely needs to be minimized in case of leptokurtic data distributions.

4.C.1 Details on the noisy ICA model model

Here we expand the population loss(4.2) in the speci�c case where the inputs are distributed
according to the spike cumulant model(4.5). We can expand the likelihood ratio ` in series of
Hermite polynomials in the sense of De�nition A.2, and write

`(v � x) =
1X

j =0

c`
j

j !
hj (v � x):

Note that due to the symmetry of � , c`
2j +1 = 0 for any j 2 N. Moreover, due to the whitening matrix,

also c`
2 = 0 ; so, apart from c`

0 = 1 , the smallest non-zero coe�cient is c`
4, the one corresponding to

�rst non-trivial cumulant, i.e. the kurtosis. Using the orthogonality identity for Hermite polynomials
(Lemma A.5), we get

L (w) = EQ[G(w � x) `(v � x)]

=
1X

i;j � 0

cG
i c`

j

i !j !
EQ[hi (w � x)hj (v � x)]

= cG
0 c`

0 +
cG

4 c`
4

4!
� 4 + o(� 4)

where � = w � v is the only order parameter of the system. For this calculation, we have assumed
that cG

4 6= 0 , which holds for the contrast functions in Equation (4.3). This implies that the inference
problem of detecting the spikev has information exponent k� = 4 , in the sense of De�nition A.2 in
Appendix A
Note also that, for this speci�c data distribution, ` can be computed explicitly, that is

`(y) = E�

"
p

1 + � exp

 

�
1 + �

2

�
� �

�
1 + �

v
� 2

+
1
2

!#

: (4.12)

For more details regarding this computation, we refer to chapter 2.
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4.D FastICA

In �g. 4.6 we show numerically that the large �uctuations seen in �g. 4.2 (middle) hold for various
values of � . We run FastICA on the noisy ICA model with size batch d3+ � , for � = 0 :2; 0:5; 0:8. We
plot � v = v � w in the �rst four iterations, plus the overlap at initialisation.

We prove now Proposition 4.3, which guarantees that the second order term in the iteration of
FastICA does not only speed up the convergence of the algorithm, but helps in escaping the search
phase too: indeed, when it is not present, the recovered signal after the �rst giant step scales as the
random weight initialisation, i.e. � 2

1 = ( v � w1)2 = O(1=d). However, when the iteration of FastICA
is complete, the relevant direction is learned in one single step, if the size-batch is in�nite and the
dimension of the inputs diverge.

Proof of Proposition 4.3 (In�nite batch size). We start by recalling that, up to normalisation, the
�rst iteration of FastICA in the population limit, i.e. for a batch of in�nite size, reads

ew1 = E[x G0(w0 � x)] � E[G00(w0 � x)] w0;

where the weight vector at initialisation w0 is uniformly drawn in the unit sphere in Rd. Here, we
have considered the complete iteration, with both the �rst order and the second order terms. Since
we assume we are in a high dimensional regime, we have that the overlap between the initialisation
and the spike that we want to recover scales as� 0 := w0 � v = �(1 =

p
d). We want to prove that,

after the �rst step, the spike has been totally learned whend ! + 1 , namely

� 2
1 := ( w1 � v)2 = 1 � o(1):

To do so, we can expand in the series of Hermite polynomials the squared overlap

� 2
1 =

� 2
1

k ew1k2 ; with � 1 := ew1 � v (4.13)

at a su�ciently high order. First of all, we take into account the �rst and the second order terms
f := x G0(w0 � x) and g := G00(w0 � x)w0 and compute their expectations with respect to the data
distribution.
We compute E[f ] by noticing that f 2 Rd can be written as the sum of a spherical gradient and a
derivative along the direction of the initialisation, in the following sense: if L (w; x) := G(w � x); we
have that

f = ( 1d � w0w>
0 )r w L(w; x)

�
�
�
w= w0

+ w0w>
0 r w L(w; x)

�
�
�
w= w0

= r sph L(w; x)
�
�
�
w= w0| {z }

(?)1

+ w0w>
0 r w L(w; x)

�
�
�
w= w0| {z }

(?)2

:

This splitting has to be done since we need unit vectors to be allowed to apply the orthogonality
formulas in appendix A. By using the likelihood ratio trick, we get

E[(?)1] = E
�

@
@w

G(w � x)
�
�
�
w= w0

�
= Ex�N (0;1d )

�
@

@w
G(w � x)

�
�
�
w= w0

`(v � x)
�

=
@

@w
Ex�N (0;1d )

2

4

 1X

i =0

cG
i

i !
hi (w � x)

! 0

@
1X

j =0

c`
j

j !
hj (w � x)

1

A
�
�
�
w= w0

3

5

=
@

@w

1X

i;j =0

cG
i c`

j

i !j !
Ex�N (0;1d ) [hi (w � x)hj (w � v)]

�
�
�
w= w0

=
@

@w

1X

k=0

cG
k c`

k

k!
� k

0

�
�
�
w= w0

= v? w0

 1X

k=1

cG
k c`

k

(k � 1)!
� k� 1

0

!

= v? w0

 1X

k= k �

cG
k c`

k

(k � 1)!
� k� 1

0

!
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Figure 4.6: Performance of FastICA on the spiked cumulant model for various sample
complexity regimes. We run the standard FastICA updates (4.4) on data drawn from a noisy
ICA model (4.5). At each step of the algorithm, we draw a new batch of sizen = d3+ " with
" = 0 :2; 0:5; 0:8. We plot the overlap between the planted non-Gaussian directionv and the estimate
w produced by FastICA. Theorem 4.4 con�rms this picture for a general data model.

where v? w0 := v � � 0w0 is the projection of the spike in the space orthogonal tow0. Moreover,
recall that k� is the information exponent of the population loss(4.2), in the sense of De�nition A.3.
In the case of the spiked model de�ned in Section 4.2.2, we already know thatk� = 4 . We keep the
terms up to the sixth-order of expansion. Hence,

E [(?)1] = v? w0

 
cG

4 c`
4

3!
� 3

0 +
cG

6 c`
6

5!
� 5

0

!

+ o(� 6
0):

On the other hand, also have to take into account the component of the gradient in the direction of
the initialization. For this second part, we get

E[(?)2] = w0 E
�

d
d�

L (�w 0; x)
�
�
�
� =1

�
= w0 E

�
G0(w0 � x)(w0 � x)

�

= w0 E
�
G0(w0 � x)h1(w0 � x)`(v � x)

�

= w0

1X

i;j =0

cG0

i c`
j

i !j !
Ex�N (0;1d ) [hi (w0 � x)h1(w0 � x)hj (v � x)] :

By using Corollary A.7 we can expand up to six order, obtaining

E[(?)2] = w0

 

cG
2 c`

0 +
cG

4 c`
0

3!
� 4

0 +
cG

6 c`
4

4!
� 4

0 +
cG

6 c`
6

5!
� 6

0 +
cG

8 c`
6

6!
� 6

0

!

+ o(� 6
0):

In conclusion, summing up the two contributions we simply have

E[f ] = v? w0

 
cG

4 c`
4

3!
� 3

0 +
cG

6 c`
6

5!
� 5

0

!

+ w0

 

cG
2 c`

0 +
cG

4 c`
0

3!
� 4

0 +
cG

6 c`
4

4!
� 4

0 +
cG

6 c`
6

5!
� 6

0 +
cG

8 c`
6

6!
� 6

0

!

+ o(� 6
0):

Therefore, it remains to compute E[g]. To do so, it is su�cient to expand G00in series of Hermite
polynomials to obtain

E[g] = w0

1X

k=0

cG00

k c`
k

k!
� k

0 = w0

 

cG
2 c`

0 +
cG

6 c`
4

4!
� 4

0 + cG
2 c`

0 +
cG

8 c`
6

6!
� 6

0

!

+ o(� 6
0):
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Now that we have expanded bothE[f ] and E[g] up to sixth order, after a long but simple calculation,
we can conclude by writing

� 2
1 = k ew1k2 =

(cG
4 c`

4)2

3!2
� 6

0 + o(� 6
0) =) � 2

1 =
� 2

1

jj ~w1jj2 = 1 � o(1):

This computation has shown that if the �rst step could possibly be in�nitely large, then FastICA
would perfectly learn the spike up to contributions which vanish whend ! 1 .

We observe now that happens when the iteration of FastICA consists only in the gradient term.
The di�erent update would be given by ew1 = E[ x G0(w0 � x)]: In this case, it is not needed to expand
up to sixth-order, since we can easily see that� 2

1 scales as bad as the random initialisation. In
particular,

� 2
1 = ( cG

2 c`
0)2� 2

0 + o(� 2
0); k ew1k2 = ( cG

2 c`
0)2 + o(1) =) � 2

1 = � 2
0 + o(� 2

0) = O
� 1

d

�
:

We are now going to prove Theorem 4.4, which makes explicit the sample complexity required
to learn the spike in a single step with a large, although �nite, amount of data points. Recall that,
given n samples, the FastICA iteration reads

ewt =
1
n

nX

� =1

x � G0(wt � 1 � x � ) �
1
n

nX

� =1

G00(wt � 1 � x � )wt � 1:

Proof of Theorem 4.4 (Finite batch-size). De�ne f := 1
n

P n
� =1 x � G0(w0�x � ) and g := 1

n
P n

� =1 x � G00(w0�
x � )w0: The key ideas of this strategy are borrowed from the proof of Theorem 1 and 2 in Dandiet al.
[165], where they consider a teacher-student setup and Gaussian inputs. First of all, we compute
the expectations of � 1 = ew1 � v and k ew1k2. After that, we look at how much data we need to obtain
concentration for both the quantities, namely what is the scaling for n such that � 1 and k ew1k2 are
approximated, up to a su�ciently small error, by their expectations. Then, we get the scaling for
� 2

1 by simply computing the ratio between E[� 1]2 and E[k ew1k2].
From now on, we considern = �( dk � � � ), for � 2 [0; 2]. In order to compute the expectation of

� 1, we can use the calculation performed in the proof of Proposition 4.3 to obtain

E[� 1] = v � E[f � g] = v �
1
n

nX

� =1

�
E[x � G0(w0 � x � )] � E[G00(w0 � x � )w0]

�

=
cG

k � c`
k �

(k� � 1)!
� k � � 1

0 + o(� k � � 1
0 );

where the last inequality is obtained by following the steps of Proposition 4.3 without explicitly
using that k� = 4 . Indeed,

v � E[f ] = c`
0cG

2 � 0 +
cG

k � c`
k �

(k� � 1)!
� k � � 1

0 + o(� k � � 1
0 ) and v � E[g] = c`

0cG
2 � 0 + o(� k � � 1

0 ):

We now have to computeE[kw1k2] = E[kf k2] + E[kgk2] � 2E[f � g]: Since

E[kgk2] =
1
n2 E

� nX

�;� 0=1

(x � � x � 0
) G0(w0 � x � ) G0(w0 � x � 0

)
�

=
1
n2 E

� nX

� 6= � 0

(x � � x � 0
) G0(w0 � x � ) G0(w0 � x � 0

)
�

+
1
n2 E

� nX

� =1

kx � k2 G0(w0 � x � )2
�

=
n(n � 1)

n2 kE[g]k2 +
1
n

E
�
kxk2 G0(w0 � x)2

�
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and it is possible to do the same calculation forE[kf k2] and E[f � g], we get that

E[k ew1k2] =
n(n � 1)

n2

�
kE[g]k2 + kE[f ]k2 � 2E[g] � E[f ]

�

+
1
n

�
E[kxk2G0(w0 � x)2] + E[G00(w0 � x)] � 2E[(x � w0)G0(w0 � x)G00(w0 � x)]

�
:

(4.14)

We can compute the scaling for the last three terms by using Lemma A.6. On the other hand, the
scaling for each of the �rst three terms is obtained by expandingE[f ] and E[g] up to sixth-order
and repeating the same calculation of Proposition 4.3 while avoiding the evaluationk� = 4 . We get
that, for any n, we have

E[kw1k2] =
n(n � 1)

n2

�
(cG

k � c`
k � )2

(k� � 1)!2
� 2(k � � 1)

0

�

+
1
n

�
d

 
X

k2 2N+1

cG0

k c`
k

k!

!

+ O(d� k �

0 ) +

 
X

k2 2N

cG00

k c`
k

k!

!

+ O(� k �

0 ) � 2cG00

0 cG0

1 c`
0 + O(1)

�

=
(cG

k � c`
k � )2

(k� � 1)!2
� 2(k � � 1)

0 �
1
n2

�
(cG

k � c`
k � )2

(k� � 1)!2
� 2(k � � 1)

0

�
+

1
n

�
d

 
X

k2 2N+1

cG0

k c`
k

k!

!

+ O(d� k �

0 )

+

 
X

k2 2N

cG00

k c`
k

k!

!

+ O(� 4
0) � 2cG00

0 cG0

1 c`
0 + O(1)

�
:

Hence, we start to keep into account the di�erent choices of� 2 [0; 2]. Recall that n = �( dk � � � ).
We need to know that is the addendum which dominates in the previous formula, depending onk� .
By looking at the scaling of each addendum, one can see that there are two possible regimes, which
correspond to the two cases� 2(k � � 1)

0 7 d=n: In particular, when � = 0 , the signal coming from the
contribution of the �rst line in (4.14) dominates. More precisely, we get that

8
>>><

>>>:

� 2 (0; 2] ) E[kw1k2] = �
� d

n

�
;

� = 0 ) E[kw1k2] =
(cG

k � c`
k � )2

(k� � 1)!2
� 2(k � � 1)

0 + o(� 2(k � � 1)
0 ):

Hence, we have the scaling of the expectations of� 1 and kw1k2. It is left to see how much data
samples are required to approximate well these expectations with high probability, i.e. for which
sample complexity � 1 and kw1k2 concentrate. Thanks to Assumptions 4.1, 4.2 and 4.6, the proof is
analogous to the one in Section B.4 from [165], leading to:

j� 1 � E[� 1]j � j f � v � E[f � v]j + jg � v � E[g � v]j = O
� log(n)

p
n

�
:

and

jkw1k2 � E[kw1k2]j � jk f k2 � E[kf k2]j + jkgk2 � E[kgk2]j + 2 jf � g � E[f � g]j

= O

 
d log(n)6

n
p

n
+

log(d)6

n
p

d
+

log(n)2

n
+

log(n)k �

d(k � � 1)=2
p

n

!

:

Negative results: We start by analysing what happens when� 2 (0; 2]. We have with high
probability that

kw1k2 � j E[kw1k2]j � j E[kw1k2] � k w1k2j = �
� d

n

�
� O

 
d log(n)6

n
p

n
+

log(d)6

n
p

d
+

log(n)2

n
+

log(n)k �

d(k � � 1)=2
p

n

!
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which implies that

kw1k2 = 

�

d
n

�
:

Moreover, with high probability,

j� 1j � j E[� 1]j + jE[� 1] � � 1j = O
� 1

d(k � � 1)=2

�
+ O

�
log(n)

p
n

�
) � 1 = O

� 1
d(k � � 1)=2

�
+ O

�
log(n)

p
n

�
:

We have to split the reasoning in two cases.

Case 1 : If � 2 (0; 1], with high probability � 1 = O
� 1

d(k � � 1)=2

�
and then

� 2
1 =

� 2
1

kw1k2 =
O

�
1

dk � � 1

�



�

d
n

� =
O

�
1

dk � � 1

�




 
d�

dk � � 1

! = O
� 1

� �

�
:

It means that the overlap at step one is bounded by above by a quantity which vanishes when
the dimension of the inputs d goes to in�nity, which is de�nitely bad news for learning in high
dimensions with FastICA. Note however that this case bridges smoothly the cases� = 0 and the
case� = 1 , which correspond todk � � 1, i.e. the regime in which online SGD is able to learn. It is
possible that with more steps, this regime will lead to learning, as it happens for large batch GD
(see [15] that we discussed at �g. 1.2 in section 1.2).

Case 2: If � = [1 ; 2], the reason why FastICA does not learn is not due to balancing between two
random, although concentrated, quantities. In this case, the number of samples is not enough to
reach concentration for � 1, that is � 1 = O

�
log(n)p

n

�
: Therfore,

� 2
1 =

� 2
1

kw1k2 =
O

�
polylog(n)

n

�



�

d
n

� = O
�

polylog(d)
d

�
:

The latter negative result is qualitatively di�erent from the previous one, since it is due to the lack
of concentration of � 1. The spike is not recovered at all, meaning that the scaling of� 1 is as bad as
the one provided by the random weights initialisation.

Positive result: Let's consider � = 0 , which means that we employee an extensive number of
data points, namely n = �( dk �

). Then,

kw1k2 � j E[kw1k2]j + jE[kw1k2] � k w1k2j =
(cG

k � c`
k � )2

(k� � 1)!2
� 2(k � � 1)

0 + o(� 2(k�� 1)
0 ):

On the other hand, we also have the following lower bound:

j� 1j � j E[� 1]j � j E[� 1] � � 1j =

�
�
�
�
�

cG
k � c`

k �

(k� � 1)!
� k � � 1

0

�
�
�
�
�
� o(� k � � 1

0 ):
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In conclusion, we get

� 2
1 =

� 2
1

kw1k2 �

(cG
k � c`

k � )2

(k� � 1)!2
� 2(k � � 1)

0 � o(� 2(k � � 1)
0 )

(cG
k � c`

k � )2

(k� � 1)!2
� 2(k � � 1)

0 + o(� 2(k � � 1)
0 )

= 1 � o(1);

meaning that in this regime, when d ! + 1 , the relevant direction is perfectly recovered by the
�rst iteration of FastICA.

4.E Smoothing the landscape

For implementation purposes, we start by writing the formula for the spherical gradient of the
smoothed loss, that is

r sph L � (w; x) = r sph L � (G(w � x)) = x Ez1

�
G0

�
w � x + �z 1kP?

w xk
p

1 + � 2

� �
1

p
1 + � 2

�
�z 1(w � x)

kP?
w xk

p
1 + � 2

��
;

where z1 is one of the components, for example the �rst one, of a random vectorz � Unif (Sd� 2).
This formula can be obtained by following the proof of Lemma 9 in [18]. Note that we need to
compute the spherical gradient in order to write the iteration of smoothed online SGD.

We now brie�y comment on the bene�t of smoothing the loss landscape, which is given by taking
into account the expectation of the contrast function evaluated in the dot product between the
(normalized) vector w + �z and the vector of the inputs x, instead of evaluating the loss ins = w � x.
The smoothing operator is de�ned in de�nition 4.5. Recall that z is a vector of white noise and note
that in theorem 4.7 the parameter � is large, namely it scales with the dimensiond of the inputs.
The key intuition behind the smoothing operator is that, thanks to large � , it allows to evaluate the
loss function in regions that are far from the updated weightswt , collecting non-local signal that
alleviates the �atness of the saddle of the loss function at the beginning of learning, reducing the
length of the search phase. In �g. 4.3 we plot the smoothed loss function, in the cases of� = d1=4,
� = d1=8 and � = 0 . The �rst case corresponds to the optimal value of� , that is, the one for which
the optimal thresholds of theorem 4.7 are obtained. The latter case corresponds to the absence of
smoothing. It can be interesting to recall that for � � d1=4 we have the �noise' which dominates
the �signal', in the sense of eq. (4.17), where the admissible values of� are chosen. For the plots in
�g. 4.3 we have usedn = 104 number of samples,d = 10 and G(s) = � h4(s).

In the following section we will go through the rigorous argument that formalizes the heuristic
derivation presented in Section 4.3.5.1.

4.E.1 Proof

First we provide the lemma used in the main sketch of the proof.

Corollary 4.13. Assume that` is the likelihood ratio of a probability distribution and that G 2 C1(R)
is even. Then, if w1; w2; w3 2 Sd� 1 and w1 6= w2 6= w3, we obtain that

Ex�N (0;1d ) [G
0(w1 � x)G0(w2 � x)`(w3 � x)] = �(( w1 � w2)k �

2 � 1):

Proof. By considering the Hermite expansion ofG0 and `, it clearly follows that

Ex�N (0;1d ) [G
0(w1 � x)G0(w2 � x)`(w3 � x)] =

1X

i;j;k =0

cG0

i cG0

j c`
k

i !j !k!
Ex�N (0;1d ) [hi (w1 � x)hj (w2 � x)hk (w3�)]

| {z }
(?)

;

(4.15)
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where, in view of Lemma A.6, when� := w1 � w2, � := w1 � w3 and � := w2 � w3, it holds that

E[(?)] =
jX

t=0

i !j !k!

(j � t)!2
� i + j � k

2

�
!
� i + k � j

2

�
!
� k � j + 2 t � i

2

�
!
� t � k� j + t (� � � � ) j � t (4.16)

and then

E
x�N (0;1d )

[G0(w1 � x)G0(w2 � x)`(w3 � x)] =
1X

i;j;k =0

jX

t=0

coe� � t � k� j + t (� � � � ) j � t ;

where

coe� =
cG0

i cG0

j c`
k

(j � t)!2
� i + j � k

2

�
!
� i + k � j

2

�
!
� k � j + 2 t � i

2

�
!
:

We can compute the way this sum scales with the dimension by recalling that sincè is a probability
distribution, we have c`

0 = 1 . However, sinceG is even,cG0

0 = cG
1 = 0 . The smallest indices such that

the sum does not vanish are thenk = 0 and i = j = k�
2 � 1. Then, it turns out that the only term

which survives in the sum whenk = 0 is the one with t = k�
2 � 1. Therefore, up to checking that

the other terms in the sum are dominated by the addendum corresponding tok = 0 , i; j = k�
2 � 1

and t = k�
2 � 1, we have

E
x�N (0;1d )

[G0(w1 � x)G0(w2 � x)`(w3 � x)] = �( � k �
2 � 1):

We prove now Theorem 4.7, which provides the timescales for recovering the relevant direction
with smoothed online SGD. Since the Gaussian version of this theorem has already been proved
in [18], we will only emphasise the main di�erences between the Gaussian and non-Gaussian case,
which are mainly due to the presence of the (bounded) likelihood ratio and the fact that the analysis
cannot take into account only the information exponent k�

2 of the contrast function, but also the
information exponent of the population loss, and those in general are not equal. However, we will
conclude that smoothed online SGD obtains the optimal sample complexity only in the matched
case, which is fork�

1 = k�
2.

Proof of Theorem 4.7 (Escaping mediocrity). The proof is made of two parts. The �rst part is
dedicated to the computation of the scaling for the two main quantities that take part in the
iteration of smoothed online SGD, i.e. the signal and the noise. The �rst part ends when we have
collected all the ingredients to prove an analogue of the thesis of Lemma 15 in [18], which for us is
given by (4.19). This formula guarantees that the overlap between the spike and the updated weight
vector given by smoothed online SGD is precisely the sum of the previous overlap, the signal, the
noise and a suitable martingale term. The second part is dedicated to the application of standard
arguments in probability theory (for the case of vanilla and smoothed SGD see e.g. [16] and [18]
respectively, we already saw a version of this argument for the proof of proposition 3.5), from which
it is straight forward to conclude that at some point, i.e. for a certain number of used data points,
SGD reaches a regime in which the signal dominates the noise and the spike is recovered.

Signal : We start by studying the scaling of the population (spherical) gradient r sphL � (w).
This scaling will depend on the information exponentk�

1 of the population loss. To do so, consider
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the expansion as series of Hermite polynomials of the population loss

L (w) =
1X

k� k �
1

cG
k c`

k

k!
� k ;

wherek�
1 is its information exponent. In Lemma 8 of [18] it is shown that we can apply the smoothing

operator to each term and obtain that, for any k � 0,

L � (� k ) � sk (�; � ); with sk (�; � ) :=
1

(1 + � 2)k=2

8
>><

>>:

� k � 2 � � 2

d ;

( � 2

d )k=2 � 2 � � 2

d and k is even;

� ( � 2

d )(k� 1)=2 � 2 � � 2

d and k is odd:

By computation, we can obtain that the population (spherical) gradient is r sphL � (w) = ( v �
�w )c� (� ); with

c� (� ) :=
X

k� k �
1

cG
k c`

k

k!
d

d�
L � (� k ):

The scalar product of this population gradient term and the relevant direction, i.e. v � r sphL � (w) =
(1 � � 2)c� (� ); is called signal. It can be proved, like in Lemma 10 of [18], that

c� (� ) �
sk �

1 � 1(�; � )
p

1 + � 2
:

Noise : Now we take a look at the noise term. Fixu 2 Sd� 1, with u ? w. Recall that we are using
the notation g = r sphL � (w; x). Since we have assumed that the likelihood ratiò is bounded (e.g.
as the case of inputs drawn according to the noisy ICA model (4.5)), we get

E
h
(u � g)2

i
= Ex�N (0;1d )

h
(u � g)2`(v � x)

i
� k `k1 Ex�N (0;1d )

h
(u � g)2

i
(4.17)

.
min

�
1 + � 2;

p
d

� � (k �
2 � 1)

1 + � 2 . (1 + � 2) � k �
2 ; (4.18)

where we have used the fact that� 2 [1; d1=4] and Corollary 1 in [18]. In the last inequality, thanks
to the choice � 2 [1; d1=4], we are using the fact that

min
�
1 + � 2;

p
d

� � (k �
2 � 1)

=
�
1 + � 2

� � (k �
2 � 1)

Note that we have obtained an explicit dependence on the information exponentk�
2 of the contrast

function. We can estimate now the second moment of the smoothed spherical gradient, i.e.E[kgk2];
which we call noise. To do so, recall that g is a spherical gradient, henceg ? w. To get an upper
bound on the scaling of the noise, it is su�cient to �x an orthonormal basis in Rd such that e1 = w.
Then,

E[kgk2] =
dX

i =2

E
h
(ei � g)2

i
. d O((1 + � 2) � k �

2 ):

Now that we have the desired upper bound, it is possible to compute the scaling for the expectation
of somep- moments of kgk2, for p-su�ciently large. This corresponds to Corollary 2 in [18].
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By considering both the scaling of the signal and the noise, we can now state the non-Gaussian

version of Lemma 15 in [18], which tells us that if � t+1 := v � wt+1 and wt+1 :=
wt + �g t

kwt + �g t k
; we

obtain that with high probability

� t+1 = � t + � (1 � � 2
t )c� (� t ) + Z t + O(E[kgt k2]): (4.19)

where f Z t gt2 N is a martingale term with zero mean de�ned as

Z t := � (gt � v) � E [� (gt � v)] + r t � E [r t ]

and

r t := [ � t + � (gt � v)]

 
1

p
1 + � 2jjgt jj2

� 1

!

:

Hence, at each step of smoothed online SGD, the updated overlap between the new weight vector
and the spike is nothing but the previous overlap plus a martingale term, the signal - whose scaling
depends onk�

1 - and the noise - whose scaling depends onk�
2. We have reached the setting of Lemma

16 of [18]. From here on, the proof can be concluded by applying the argument that translates
the signal and noise estimated into sample complexities, introduced in the setting of vanilla online
SGD by [16]. The proofs of Lemma 16 and Lemma 17 from [18] can be repeated straight forwardly,
leading to the required sample complexities for recovering the spike.

4.F The subspace model turns out to be a spiked cumulant model
after preprocessing

Before running ICA, the inputs are usually preprocessed in a canonical way. This standard procedure
includes whitening to ensure that the covariance matrix is the identity, together with PCA, to
reduce the dimensionality of the original data. It means that, if the inputs are in RD , they are
usually projected in the space generated by the �rst �xed r < D principal components, and then
ICA is performed. We consider the inputs drawn according to the subspace model(4.10). Note
that we are assuming that the spikesf u1; : : : ; ur g are the �rst r - leading principal components,
and that the spike v is a linear combination of those. In the following theorem, we prove that the
pre-processed inputs follow a spiked cumulant distribution, where the spike which corresponds to the
non-Gaussian signal is simply the normalized projection on the suitable low dimensional subspace
of the rotated (w.r.t. the whitening matrix) original non-Gaussian spike.

Theorem 4.14 (Reduced ICA model). Consider the subspace model(4.10). If the common
preprocessing steps are performed, i.e. the data are whitened and projected onto the low dimensional
subspace spanned by the leading principal componentsf u1; : : : ; ur g, the transformed inputs are drawn
according to the following model:

y� =
p


 h � ev + ẑ� 2 Rr ;

where ev = proj(Sv)=kproj(Sv)k is the normalised projection on the low dimensional subspace of the
whitened original spikev. More precisely, 
 is a suitable signal to noise ratio,S 2 RD � D is the
whitening matrix for our original inputs and ẑ� is a zero-mean noise vector with covariance matrix
P r

� =1 (1 � (Sv)2
� ) e� e>

� ; with f e1; : : : ; er g vectors of the canonical basis forRr .
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Proof. The subspace model(4.10) is build in such a way that the �rst r leading components are
the spikes f u1; : : : ; ur g, being the covariance matrix of the inputs C =

P r
� =1 � �

2 u� (u� )> + 1d:
Importantly, the non-Gaussian spike to be recovered from(4.10) is a linear combination of the
already mentioned spikes, which implies that all the signal is contained in the subspace generated
by them.

We are going to show that when we whiten the data and project them onto the subspace
generated byf u1; : : : ; ur g, we still recover a spiked cumulant model in a �xed �nite dimension r .

Whitening To whiten the data, if is su�cient to multiply them by the whitening matrix
S :=

p
C � 1, which in the case of the subspace model (4.10) is simply

S = U

0

B
B
B
B
B
B
B
B
B
B
@

1=
q

1 + � 1
2

. . .
1=

p
1 + � r

2
1

. . .
1

1

C
C
C
C
C
C
C
C
C
C
A

U> ;

where U := [ u1; : : : ; ur ; er +1 ; : : : ; eD ] 2 RD � D is an orthogonal matrix, being f er +1 ; : : : ; eD g part of
the canonical basis forRD . Moreover, we can from now on setSii = 0 for i = r + 1 ; : : : ; D , since in
the next step we will only retain the �rst r principal components.

The new - whitened - inputs are now de�ned asex � := Sx� = Uy� , for any � = 1 ; : : : ; n. Note
that the entries of y� 2 RD are just the components of the original input x � with respect to the basis
f u1; : : : ; ur ; er +1 ; : : : ; eD g, after the rotation due to the whitening. More precisely, for � = 1 ; : : : ; r ,
the entries of y� read

y�
� :=

1
q

1 + � �
2

(x � � u� ) =
1

q
1 + � �

2

hq
� �

2g�
� + h� � � + ( u� � z� )

i
; (4.20)

where we have used the fact that the non-Gaussian spikev is a linear combination of the pairwise
orthogonal spikesf u1; : : : ; ur g and that � � are the corresponding coe�cients. Since the noise vector
z� has mean zero and covariance matrix1 � vv> , it holds that (u� � z� ) � N (0; 1 � � 2

� ). Hence,

ez�
� :=

1
q

1 + � �
2

hp
�

�
2g�

� + ( u� � z� )
i

� N
�
0; 1 �

� 2
�

1 + � �
2

�
:

We conclude that the non trivial entries of each y� are given by

y�
� =

� �q
1 + � �

2

h� + ez�
� : (4.21)

On the other hand, recall that we havey�
i = 0 for i = r + 1 ; : : : ; D .

Projection on the subspace spanned by the principal components We now project each
whitened input ex � onto the subspace generated by the �rstr principal components f u1; : : : ; ur g,
which simply means that we take track only of the r non trivial components given by (4.21), i.e.
the ones for� = 1 ; : : : ; r . More formally, but with a slight abuse of notation, we keep calling the
projected vectorsy� , so that each projected input is nowy� = [ u1; : : : ; ur ]> ex � 2 Rr :
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It is left to show that, after whitening and PCA, our data are still spiked and, more precisely,
we have recovered nothing but a spiked cumulant model inRr . Indeed,

y� =
rX

� =1

y�
� e� =

� rX

� =1

� �q
1 + � �

2

e�

� p
� 4h� +

rX

� =1

ez�
� e�

= h� proj(Sv) + ẑ� = kproj(Sv)kh� proj(Sv)=kproj(Sv)k
| {z }

new spike ev

+ ẑ�

= kproj(Sv)kh� ev + ẑ� ;

where proj(Sv) is the projection of Sv onto the subspace generated by the spikesf u1; : : : ; ur g,
ev := proj(Sv)=kproj(Sv)k, and ẑ� is a Gaussian random vector of zero mean and covariance matrix
P r

� =1 (1 � (Sv)2
� ) e� e>

� :
In conclusion, the new (projected and whitened) inputs are nothing but

y� = kproj( Sv)k h� ev + ẑ� 2 Rr ;

hence we found that the inputs are drawn according to a spiked cumulant model, whereproj(Sv)
is the spike corresponding to the original non-Gaussian signalh� . If we set 
 = kproj(Sv)k2, the
thesis follows.

Thanks to Theorem 4.14, in case of inputs drawn from the subspace model and subjected
to standard preprocessing steps, ICA is supposed to recover one single low dimensional spike
belonging to the subspace spanned by the leading principal componentsf u1; : : : ; ur g � Rr . If the
signal-to-noise ratiosf � 1

2; : : : ; � r
2g of the principal components are equal, up to normalisation and

rescaling, the said spike is nothing but the vector� := ( � 1; : : : ; � r )> , whose components are the
ones of the original spikev corresponding to the non-Gaussian latent variableh� in the subspace
model. In Section 4.F.1 we discuss what happens to the reduced model when we do not have access
to the exact value of the leading principal components, but we estimate it through PCA. Relying
on the fact that the population loss for ICA on the reduced model exhibits convenient monotonicity
properties, in Section 4.F.2 we prove the convergence, in a linear sample complexity, of gradient
descent (GD), therefore concluding that this kind of �nite optimisation is indeed e�ective the context
of the subspace model.

4.F.1 Errors in estimation of PCs at linear sample complexity in high
dimensions

Recall that we are interested in analysing the performance of ICA at a linear sample complexity,
namely when the number of samples scales as the dimension of the ambient spaceD, up to logarithmic
factors. So, we start by using an in�nite amount of samples to estimate the �rst principal components
of our D-dimensional inputs. Then, we project down in low dimensions. This means that, in practice,
the principal components have to be estimated through PCA, and this may have an impact on
the distribution of the reduced model. Indeed, PCA at linear sample complexity only yields an
estimate û� of the leading principal components, whose overlap withu� can be computed exactly:
in case of a �nite signal-to-noise ratio andn = �( D ) it is strictly smaller than 1, see for example
Eq. 3.37 of Bandeiraet al. [168] for the rank-1 case. However, a number of samplesn such that
n=D ! 1 , even if the divergence is arbitrary slow, is su�cient to perfectly recover with high
probability the eigenvectors of the covariance matrix of the inputs. Hence, in practice, one considers
the change of basis provided by the matrixU is made by bU := [ û1; : : : ; ûr ; er +1 ; : : : ; eD ] 2 RD � D ;
where f û1; : : : ; ûr g is the set of the estimators provided by PCA at a linear sample complexity of
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the �rst r -leading components. Fix' 2 [0; 1], which is the overlap between the estimator for each
principal component and the principal component itself, and de�ne " =

p
1 � ' 2. When n=D ! 1

arbitrarily slow, e.g. it is su�cient that n = �( D logD), we have that " = "(D ) ! 0, and then
clearly ' = ' (D ) ! 1. For the derivation of the (perturbed) reduced model, we assume that the
estimated PCs are

û� = ' u � + " eu� ; (4.22)

for � = 1 ; : : : ; r and eu� ? u� , keu� k = 1 . The following lemma shows that we can obtain the reduced
model even if the eigenvectors of the covariance matrix of the inputs are approximated by PCA. The
model is simply the one found in Theorem 4.14, up to some errors introduced with the perturbed
eigenvectors, which however vanish forD ! 1 .

Lemma 4.15. Consider the subspace model(4.10) and assume we perform the usual preprocessing
steps for ICA without having access to the exact value of the covariance spikes, but only toû�

de�ned in Eq. 4.22. Consider a number of samplesn such that n=D diverges arbitrary slow, e.g.
n = �( D logD). Then, with high probability, the transformed inputs are nothing but the reduced
model introduced in Theorem 4.14, up to vanishing errors.

Proof. We need to compute, for� = 1 ; : : : ; D , the whitened inputs ex � = Sx� = bUy� , where S is
the whitening matrix. After that, we will project the inputs onto the principal subspace. Note that
for any �; � 0 = 1 ; : : : ; r , we obtain

u� � û� 0
= ( 'u � + " eu� ) � u� 0

= ' � �� 0 + " (eu� � u� 0
):

Hence, with respect to the usual pairwise orthonormality of the spike generating the principal
subspace, there is an extra �error term� provided by the fact that we cannot precisely estimate the
principal components with a linear number of samples. Taking into account these perturbations, we
compute for � = 1 ; : : : ; n, � = 1 ; : : : ; r the components ofy� , i.e.

y�
� =

1
p

1 + � �
2

h rX

� 0=1

q
� � 0

2 g�
� 0(û� � u� 0

) +
p

� 4h�
rX

� 0

� � 0(û� � u� 0
) + z� � û�

i

=
1

p
1 + � �

2

hq
� �

2 g�
� ' +

rX

� 0=1

"
q

� � 0

2 g�
� 0(~u� � u� 0

) + h� � � ' +
rX

� 0

� � 0"h � (eu� � u� 0
)

| {z }
non-Gaussian signal

+ z� � û�
i

=

s
1

1 + � �
2

h�
�

� � ' +
rX

� 0=1

� � 0(eu� � u� 0
)"

�
+ ez�

� ;

where the Gaussian noise is

ez�
� =

1
q

1 + � �
2

hq
� �

2g�
� ' +

rX

� 0=1

q
� � 0

2 g�
� 0(eu� � u� 0

)" + ' (z� � u� ) + " (z� � eu� )
i
:

Clearly, for any � = 1 ; : : : ; r , ez�
� is a centred Gaussian random variable with variance

c =
1

1 + � �
2

�
' 2� �

2 + "2
rX

� 0=1

� � 0

2 (eu� � u� 0
)2 + 1 � � 2

�

�
2 R:

The other components y�
� for � = r + 1 ; : : : ; D vanish. In the previous formulas, it has been

emphasised the dependence of several terms on the overlap' between any exact spike and its
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estimation provided by PCA. Indeed, we can assume now that all the other terms, depending on" ,
vanish with high probability when D ! 1 , since e.g.n = �( D logD). Hence, we get

y�
� = '

 s
1

1 + � �
2

h� � � +

s
� �

2

1 + � �
2

g�
� + ( z� � u� )

!

+ oD (1); (4.23)

where ' ! 1 with high probability. We can see that the components of the inputs in (4.23) are the
ones previously obtained in Theorem 4.14 multiplied by the overlap' . Now, the last preprocessing
step consists in projectingy� 2 RD in the right low dimensional subspace. As in Theorem 4.14,
with a slight abuse of notation, we adopt the notation y� to refer simply to the vector in Rr

whose components arey�
� , for � = 1 ; : : : ; r . Hence, the reduced inputs turn out to bey� + Ry � ;

where R is an �error� matrix whose entries are r ij = ûi � ûj if i 6= j and zero otherwise. Since
ûi � ûj = '" (ui � euj ) + '" (eui � uj ) + "2(eui � euj ), these last error terms vanish with high probability
when D ! 1 .

4.F.2 Optimization on the subspace

In this section we prove that it is possible to e�ciently solve ICA on the subspace model (4.10)
with n = �( D log(D)) (or even slower, it is su�cient that n=D ! 1 to be sure that the errors
introduced with the estimation of the principal components by PCA vanish for D ! 1 ) samples
after the projection on the principal r -dimensional subspace, withr = O(1). The data model we
refer to in this section is the reduced model(4.11), which is a simple spikes cumulant model (see
e.g. [30]). In our case, the spike corresponding to the non-Gaussian latent variable, namely the
one to be recovered, isev in (4.11). We choose to directly state and prove theorem 4.16 for inputs
distributed according to the reduced model because, when the number of samples is su�ciently
large, the errors due to the estimation of the principal components have a limited impact on the
distribution of the inputs, in the sense of Lemma 4.15.

On the algorithmic side, we consider a projected gradient method that uses then samples in
K batches of B samples each, withKB = n and both diverging in the high dimensional limit,
K; B = ! (1) (for example K � B �

p
n). So we denote withBk = ( x � )k

� 2 [B ] the k-th batch of i.i.d.
samples fromP, the distribution of the already mentioned inputs in Rr . The algorithm is:

8
>><

>>:

w0 � Unif
�
Sr � 1�

;

ewk+1 = wk + � r sph
1
B

P
x2B k

G(w � x) k > 1;

wk+1 = ewk +1
jj ~wk +1 jj ;

(4.24)

where r sph := ( 1 � wkw>
k )r .

Theorem 4.16 (Convergence of gradient ascent). Assume that the population lossL (w) = EPG(w � x)
depends onw only through the the overlap� = w � ~v, and let G be such that:

ˆ L 2 C2[� 1; 1],

ˆ L (� )� > 0 for all � 6= 0 in [� 1; 1].

We updatewk for k 2 f 0; : : : ; K g following the dynamic dictated by eq.(4.24), where Bk = ( x � )k
� 2 [B ]

is the k-th batch of i.i.d. samples from P, the spiked cumulant distribution with spike~v 2 Rr of
(4.11). Then, wK converges to the spike~v with high probability in the limit n ! 1 . More precisely,
for any " there existsn" , such that if n > n " , it is large enough so that we can chooseB and K so
that BK � n and the eventj� K j = jwK � ~vj � 1 � " happens with probability larger than1 � " .
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Proof. The �rst part of the proof is devoted to estimate the error of replacing r sph
1
B

P
x2B k

G(w � x)
with r sphL(� ). First note that G and P (G 2 C1 and ` 2 L 2) are regular enough so that we can
di�erentiate under the integral sign and write: r E[G(w � x)] = E[r G(w � x)] = L 0(� )v, where the
last equality can be shown with the orthogonality property of Hermite polynomials (see property 1
in [18]). We can now use the law of large numbers; ifB is large enough, we can �nd an event with
probability larger than 1 � " such that for all k:

�
�
�
�
�
�
E[r G(w � x)] �

1
B

X

x2B k

r sphG(w � x)

�
�
�
�
�
�

� � 2:

So we can study the following dynamics
8
<

:

ewk+1 = wk + � r sphL (� k ) + O(� 2);

wk+1 = ewk +1

jj ewk +1 jj
;

where r sph := ( 1 � wkw>
k )r is the spherical gradient, that ensures that� r sphL (� k ) is orthogonal

to wk , hencejj ewk+1 jj =
q

1 + � 2jjr sphL (� k )jj2. Since the step size� ! 0, we can apply the Taylor

expansion 1p
1+ x2 = 1 � x2=2 + o(x2) . SincerL is bounded thanks to our assumptions onG, this

leads to
wk+1 = wk + � r sphL (� k ) + O(� 2);

where the O(� 2) is uniform in k. We take now the scalar product with the target vector ~v to get
the evolution of the overlap:

� k+1 = � k + � ~v � (1 � wkw>
k )L 0(� k )~v + O(� 2)

= � k + � L 0(� k )(1 � � 2
k ) + O(� 2): (4.25)

Now it is helpful to consider the continuous time gradient �ow � (t) that satis�es the equation:

(
_� (t) = L 0(� (t))(1 � � 2(t)) ;

� (0) = � 0 > 0:

Note that we assumed� 0 > 0 which happens exactly with probability 1/2, the case � 0 < 0 is exactly
analogous, we will only use thatL 0(� ) < 0 for all � < 0 to prove convergence to� 1 instead of +1
(if the initialization is negative the algorithm will converge to � ~v instead of ~v, identifying the same
one dimensional subspace). Let" > 0 and denote0 < C " := inf [� 0 ;1� " ] L 0(� 0). We have that for
all t > 0, such that � (t) � 1 � " , then � (t) > f (t) where f is the solution of the auxiliary Cauchy
problem (

_f (t) = C(1 � f 2(t)) ;

f (0) = � 0 > 0;

which is solved by

f (t) =
(� 0 + 1) e2Ct + � 0 � 1
(� 0 + 1) e2Ct � � 0 + 1

;

that converges monotonically to 1 as t ! 1 . This proves that lim t !1 � (t) = 1 . We can now
transfer this information to the discrete dynamics using convergence of Euler's method (Theorem
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10.2 in [178]). For any � 2 (0; � 0) and k 2 N:

j� k � � (�k )j � k�e � k� O(� ) +
kX

i =1

O(� 2)

� k�e � k� O(� ) + kO(� 2);

where the �rst term comes from the convergence error and the second from the error in(4.25). It
is possible to perform the second step since theO(� 2) depends only on global property ofL , so it
is uniform in k. Hence, the discrete dynamics approximate the gradient �ow for all k such that
k� = O(1). To conclude the proof, we just need to pick� small enough andK large enough so that
tK = K� is such that � (t) > 1 � "=2 and j� K � � (tK )j � "=2.

The hypotheses required onG are veri�ed for the most commonly used in practice contrast func-
tions. For example, we can trivially deal with the case of the 4th Hermite polynomial G(s) = s4 � 3
by using the Hermite orthogonality property (property 1 in [18]) and the likelihood ratio trick on
the loss for ICA [33] whereas to justify the use ofG(s) = � e� s2=2 we can explicitly compute the
population loss.

Lemma 4.17 (Monotonicity of the population loss) . Consider G(s) = � exp
�
� s2=2

	
and the

reduced model(4.11). Then, the population loss for ICA, i.e. L (w) = Ex [G(w � x)]; can be explicitly
computed and depends only on the overlap� := w � ~v in the following way:

L (� ) = �

s
2

4 � � 2 exp

(

�
� 4 + 2 � 2

(2 + � 2)(4 � � 2)

)

:

Proof. The proof consists in the direct computation of the expectation ofG(x � w) with respect
to the distribution of the inputs. Precisely, for any w 2 Rr , we integrate with respect to the non
Gaussian spikeh and the noise vectorz as follows:

L (w) =
1

2
p

(2� )r

�� Z
G(w � x) e� z2=2dz

�
� f h=1 g +

� Z
G(w � x) e� z2=2dz

�
� f h= � 1g

�
;

where each integrand, forh = � 1, is simply e� 1
2 [(w�x)2+ kzk2 ]: Therefore, we need to compute explicitly

(w � x)2, which turns out to be

(w � x)2 =
1

p
2

h� +
�

p
2

+ ( w? ~v � z);

where � := w � ~v and w? ~v is the portion of the weight vector orthogonal to the spike ~v. Now, we
can decompose the noise in the component parallel to the spike, i.e.z==~v , the component paraller to
w? ~v , i.e. z==w? ~v

, and everything elsez? , and integrate with respect these three contributions.

To summarize, we started from the high dimensional problem eq. (4.10) inRD with D large
and a number of samplesn = �( D log(D)) which would be too small to have recovery ofv through
a direct application of FastICA. However, the projection on the principal component subspace
hu1; : : : ; ur i , which is possible to perform with arbitrarily small error (Lemma 4.15) leads to a spiked
cumulant model in Rr (theorem 4.14). Thanks to suitable properties of the population loss, veri�ed
in Lemma 4.17, we are able to recover the spiked direction~v with a linear sample complexity, as
shown in Theorem 4.16.
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Figure 4.7: Performance of FastICA on noisy ICA model with Rademacher prior on the
latent without resampling the training data at each step . Parameters: input dimension
d = 25, signal-to-noise ratio � = 5 , online learning.

4.G Additional numerics

What is the role of non-Gaussian signal coming from non trivial third-order cumulant for FastICA?
In general, it is non-zero for real images, in contrast to the spiked cumulant with Rademacher latent
� . A natural idea would be to suggest that it impacts the performances by modifying the information
exponent. Indeed, note that an information exponentk� = 3 for the population loss would suggest
that n � dk � � 1 is the transitionary regime, where recovery is possible. However, since the contrast
functions used in FastICA are even, FastICA is blind to information carried by odd cumulants and
then k� 6= 3 . We demonstrate this explicitly by constructing a latent distribution which has mean
zero, unit variance, a non-trivial third-order cumulant, but zero fourth-order cumulant, and �nd
that FastICA does not pick up any signal when n � d3, see �g. 4.8. Moreover, since the latent
distribution has zero fourth-order cumulant and k� has to be even, we havek� = 6 and would need
n � d5 to learn the non-Gaussian contribution.

Another interesting setting is when the latent variables of images are super-gaussian, e.g.
following an approximate Laplace distribution [179], since we proved our results only for sub-
gaussian distributions. However, we veri�ed experimentally that when the latent variable � � in
the noisy ICA model has a Laplace distribution, theorem 4.4 still accurately describes the sample
complexity required for recovery, see �g. 4.9.
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Figure 4.8: Performance of online FastICA on noisy ICA model with the �3not4� prior
on the latent variable . Under this prior, the latent has mean zero, unit variance, a non-trivial
third-order cumulant, but zero fourth-order cumulant; see section 4.A.5 for details. Parameters:
input dimension d = 25, signal-to-noise ratio � = 5 , online learning.

Figure 4.9: Performance of online FastICA on noisy ICA model with Laplace prior on
the latent . Parameters: input dimension d = 25, signal-to-noise ratio � = 5 , online learning.



Chapter 5

Concluding perspectives

5.1 Overview of the recurring themes

In this thesis we started from the motivation of understanding what happensbeyond the Gaussian
approximation, due to the initial observation from experiment �g. 1.3, that relying only on Gaussian
statistics hurts performance considerably. In chapter 2 we discussed a synthetic model of data that
showed how algorithmically hard it can be to distinguish a non-Gaussian distribution from pure
Gaussian noise, requiring a quadratic number of samples to reach distinguishability in polynomial
time. Then, in chapter 3 we considered neural network learning dynamics, �nding a mechanism
that allows to exploit the low-order structure in the data to speed up the learning of high-order
directions. Finally, in chapter 4 we studied the related independent component analysisproblem,
extending our dynamical analysis to this unsupervised non-Gaussian setting, both in the large batch
case ofFastICA and the online regime of smoothed SGD. We then observed the application on
ImageNet and developed thesubspace modelto explain the e�ectiveness of PCA pre-processing.

From the technical point of view, a transversal theme in the whole manuscript was how in high
dimensions, higher-order correlations often correspond to �atter saddles for learning algorithms,
which lead to increased hardness. Methods to speed-up the learning can often be interpreted as a
way to handle �atness of the saddle point at initialization. In chapter 3 the correlation of latent
variables can introduce a signal that changes the steepness of the saddle, and the idea for the
smoothing trick in chapter 4 is to trad o� compute power, adding an additional integral, to reduce
the �atness of the saddle.

Another recurrent theme for the analysis of non-Gaussian distributions, was the use of the
likelihood ratio, as a way to rephrase all the information contained in the input distribution into a
function that acts as an implicit teacher, allowing to apply some of the theory from teacher-student
models (even though there is often a fundamental hardness barrier that separates the two models as
discussed in section 3.4.1.1).

From the modeling point of view, we can try here to formulate some general guidelines on
learning beyond the Gaussian approximationthat emerged in the manuscript.

On one hand, chapter 2 indicates that, in isolation (e.g. in thespiked cumulant model), higher-
order cumulants arehard to learn, requiring a whole order of magnitude more samples to be e�ciently
learned (quadratic sample complexity) with respect to low-order correlations (e.g. linear sample
complexity in spiked Wishart model). This corroborates the hypothesis of sequential learning: when
there are no speci�c interactions, networks �rst learn low-order, then higher-order cumulants. On the
other hand, chapters 3 and 4 indicate that in real data low and high order cumulants non-trivially
interact and the sample complexity necessary to learn HOC directions are characterized by such

112
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interdependence, that in our theoretical models took the form of correlations among auxiliary
variables (in chapter 3) and overlaps with principal component subspace in chapter 4.

It is important to stress that the picture just described relates to weak recovery: once the few
important directions have been found, the problem becomes e�ectively low-dimensional, and there
is not a marked di�erence between low and high-order cumulants anymore. At this point, the
dynamics are driven by the peculiar properties of the e�ective dynamical system in the weakly
recovered subspace: the precise values of signal-to-noise ratios a�ects the dynamics more than the
information exponent of the spiked directions (as discussed at the end of chapter 3).

We now overview future directions in the next section.

5.2 Perspectives

There are several questions that this thesis opens up, which can be grouped into three directions:

ˆ on the side of the distributions, the main goal would be to analyze distributions as far from
Gaussian as possible. In practice this would mean dropping all sub-Gaussianity requirements
on the latent variables. A major di�culty of this problem would be that the likelihood ratio
would become less and less useful, since it would not enjoy the regularity properties that
allowed our analyses in chapter 3 and chapter 4. A possibility would then be to expand with
respect to di�erent null distributions.

ˆ from the modeling point of view, the direction that naturally continues chapter 4 is to
progressively extend the theoretical model to incorporate more and more features of what we
observe happening on ImageNet. For instance, investigating what exactly in the data leads to
the formation of localised, oriented �lters.

ˆ on the side of the architectures, promising directions consist in generalizing the analysis
towards di�erent networks, such as self-attention, or as we will brie�y sketch in the next
section, di�usion models.

5.2.1 Applications to di�usion models

Introduced only ten years ago di�usion models [180, 181] quickly revolutionized generative AI,
reaching state-of-the-art performance for many tasks. More recently, a line of work is trying to
develop a theoretical understanding of di�usion models, a non-exhaustive list of references is [182�
189]. We will consider the setting of [182], modeling the di�usion process fort ! x(t) 2 Rd, with
x(0) = a � P0, the target distribution, that we want to learn how to sample from. The di�usion
process has the following form:

dx
dt

= � xdt + dWt ; (5.1)

where Wt 2 Rd is a d dimensional Wiener process. The solution at timet can be written in
distribution as:

x(t) = x(0)e� t +
p

1 � e� 2t z (5.2)

where z � N (0; 1d). So, de�ning � t = 1 � e� 2t The density at time t is given by:

Pt (x) =
Z

da P0(a)
1

(2� � t )
d=2

exp

 

�
1
2

(x � ae� t )2

� t

!

: (5.3)
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A key quantity that needs to be introduced is the score of Pt , that appears in the equation for
the backward process. Knowing the score, or being able to approximate it, allows to revert the
process and, starting from samples of a standard Gaussian it gives the recipe on how to transform
them into samples ofP0. The score is de�ned as:

F i (x; t ) =
@logPt (x)

@xi
= �

x i � E [ai jx(t) = x]e� t

� t
; (5.4)

where the last equality, calledTweedie formula, is at the core of the feasibility of di�usion models.
It gives a recipe on how to approximate the score via empirical averages of the noised process. The
objective then becomes learningF . To do this it, one can build MSE for a collection of �xed time
intervals, let us denote Sw

t (x) the approximated score that depends on weightw. The loss function
at time t will be

L t (w) = E x

2

4











Sw

t (x) +
x � E [ajx(t) = x]e� t

� t












2
3

5

(5.2)
= E a;z

2

4











Sw

t (x) +
ae� t +

p
� z � E [ajx(t) = x]e� t

� t












2
3

5

= E a;z

2

4







 Sw

t (x) +
z

p
� t










2

+












ae� t � E [ajx(t) = x]e� t

� t












2

+ 2
z

p
� t

�
ae� t � E [ajx(t) = x]e� t

� t

3

5 ;

where the double product with Sw
t does not appear becauseE x;a [f (x) (a � E [ajx(t) = x])] = 0 . Note

that the second and third addend are independent ofw, hence the troublesome termE [ajx(t) = x]
does not appear in the gradient and the e�ective loss function is:

L t (w) = E a;z

" 






 Sw

t (ae� t +
p

� t z) +
z

p
� t










2
#

+ C: (5.5)

This quantity can be well approximated having just samples fromP0, which allow to estimate the
integral over a.

One of the most intriguing properties of di�usion models, is that, once the exact average in
eq. (5.5) is substituted with the empirical average over the samples ofP0, that becomes the exact
expression of the score of a distribution that is a sum of deltas, each centered on one of the points
in the dataset. Hence ifSw perfectly learns the task, it will lead to a di�usion process that samples
from the initial dataset: only memorization and no generalization.

However, in practice di�usion models work, and in [186] the authors experimentally verify that in
before converging to the perfect solution that memorizes, networks tend to learn a regularized version
of the score, that generalizes well. The experimental predictions are veri�ed also on a theoretical
model involving a random feature student learning the score from a teacher, with Gaussian data.
However theoretical study of the learning dynamics of the score, for a feature learning architecture
is lacking. We propose to study the learning dynamics of a shallow student, on data models that
di�use between a standard Gaussian into aspiked and mixed cumulant models.

Let us �rst consider the case in which P0 is the spiked cumulant model. We can choose the case
x(0) = hv + z with h � Rademacher(1=2), v is the norm 1 spike andz is a d � 1-standard Gaussian,
in the space orthogonal tov, i.e. z � N (0; 1d � vv> ). Then from eq. (5.3), Pt has the following
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expression:

Pt (x) =
1

(2� )(d� 1)=2
exp

�
�

1
2

x>
? vx? v

�
1

2 (2� � t )
1=2

"

exp

 

�
1
2

(xv � e� t )2

� t

!

+ exp

 

�
1
2

(xv + e� t )2

� t

!#

=
1

(2� )(d� 1)=2
exp

�
�

1
2

x>
? vx? v

� exp
�
� 1

2
x2

v + e� 2t

� t

�

(2� � t )
1=2

cosh

 
xve� t

� t

!

;

were x = x � vv + ( x � x � vv) = xvv + x? v .
Hence the score is:

F (x; t ) = � x? v �
xv

� t
v +

e� t

� t
v tanh

 
xve� t

� t

!

= � x �
e� t

� t
v

 

e� t xv � tanh

 
xve� t

� t

!!

: (5.6)

Then one can pick a student network of the score, with matched form:

Sw(x; t ) = � x � w� (w � x) (5.7)

and perform the analysis of the information exponent of the network dynamics using the setup from
chapter 3. Notice that the �rst term in eq. (5.4) acts as a skip connection, which is relevant to be
able to express the fulld� dimensional score, and also "centers" the dynamics: noww = 0 leads to
the score of a standard Gaussian distribution.

We can unpack the average overa � P0 in eq. (5.5) inserting the likelihood ratio L(x � v) =
1 + cL

4 h4(x � v) + : : : , we get the following expressions.

L t (w) = E x;z

�
jj

z
p

� t
� x � w� (w � x)jj2

�
+ C

= E x�N (0;1d )

�
L(v � x)

�
� 2(w � x) + 2 x � w� (w � x) � E zjx

�
z

p
� t

� w� (w � x)
���

+ ~C

This formula is di�erent from the ones that we saw in chapter 3: � t depends on time and goes to0
for t ! 0, this means that each term's contributions will strongly depend on the di�usion time t.
Another di�erence is that each term depends quadratically on w and there is a potential pushing
towards w = 0 , which would be the optimal solution in the case ofL = 1 : a di�usion between two
standard Gaussians. For these reasons this model o�ers interesting questions to be investigated,
some of which are:

ˆ what are the baselines of algorithmic complexity for this model?

ˆ Does the use of Tweedie formula change the sample complexity compared to a direct supervised
learning of the score?

ˆ What is the sample complexity SGD needs to recoverv, how does this depend ont?

ˆ Are there phase transitions at some values oft, do they depend on the information exponent
of L?

ˆ Adding another spike in the covariance, does the phenomenology of learning themixed cumulant
model transfer to this case, with correlations of latent variables speeding up learning the score
of the spike in the HOCs?

We are con�dent that the tools developed in this thesis will help with answering these questions.
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5.3 Final remarks

In this thesis we had the occasion to examine the complex interplay between architectures, algorithms
and data structure. We developed tools to analyse non-Gaussian input distributions and discussed
the applications to real data. We contributed in clarifying the hardness of learning a single non-
Gaussian direction, then analysed neural network dynamics and ICA in high dimensions, showing
when algorithms struggle to learn HOCs and providing theoretical models that can explain how
learning happens in realistic settings.

We note that, as in most other areas of theoretical machine learning, there is still a long way
to go in order to bridge the gap with practice and we hope that our work will stimulate further
exploration of the world of non-Gaussian distributions.
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Appendix A

Notions on Hermite polynomials

We recall here the de�nitions and key properties of the Hermite polynomials.

De�nition A.1. The Hermite polynomial of degreem is de�ned as

hm (x) := ( � 1)m e
x 2

2
dm

dxm

�
e� x 2

2

�
(A.1)

Here is a list of the �rst 5 Hermite polynomials:

h0(x) = 1

h1(x) = x

h2(x) = x2 � 1

h3(x) = x3 � 3x

h4(x) = x4 � 6x2 + 3

(A.2)

The general formula is:

hm (x) = m!
bm=2cX

j =0

(� 1)j

2j j !(n � 2j )!
xm� 2j (A.3)

The Hermite polynomials enjoy the following properties (for details see section 5.4 in McCullagh
[124], Szeg® [190] and Abramowitz & Stegun [191]):

ˆ they are orthogonal with respect to the L 2 product weighted with the density of the Normal
distribution:

1
p

2�

Z 1

�1
hn (x)hm (x)e� x 2

2 dx = n!� m;n ; (A.4)

ˆ hm is a monic polynomial of degreem, hence(hm )m2f 1;:::;N g generates the space of polynomials
of degree� N ;

ˆ the previous two properties imply that the family of Hermite polynomials is an orthogonal
basis for the Hilbert spaceL 2(R; Q) where Q is the normal distribution;

ˆ from eq. (A.3) one can deduce
h0

m (x) = mhm� 1(x) (A.5)
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ˆ they enjoy the following recurring relationship

hm+1 (x) = xhm (x) � h0
m (x) = xhm (x) � mhm� 1(x); (A.6)

which can also be expressed as a relationship between coe�cients as follows. Ifhm (x) =
P m

k=0 am;k xk , then

am+1 ;k =

(
� am;1 k = 0 ;

am;k � 1 � (k + 1) am;k +1 k > 0:
(A.7)

ˆ From (A.6) it is possible to deduce identities of binomial type, like:

hm (x + y) =
mX

k=0

 
m
k

!

xm� khk (y) (A.8)

hm (
x ) =
bm=2cX

j =0


 m� 2j (
 2 � 1)j

 
m
2j

!

(2j � 1)!!hm� 2j (x) (A.9)

Multivariate case In the multivariate m-dimensional case we can consider Hermite tensors
(H � ) � 2 Nm de�ned as:

H � (x1; : : : ; xm ) =
mY

i =1

h� i (x i ) (A.10)

all the properties of the one-dimensional Hermite polynomials generalize to this case, in particular
they form an orthogonal basis ofL 2(Rm ; Q) where Q is a multivariate normal distribution. If h�; �i
is the inner product of that Hilbert space, we have that:

hH � ; H � i = � !� � ;� (A.11)

Of course all this is valid in the casem = nd, where we can also use multi-multi-indices to get the
following identity:

H � (x1
1; : : : ; xn

d ) =
nY

� =1

H � � (x � ) =
nY

� =1

dY

i =1

h� �
i
(x �

i ) (A.12)

De�nition A.2 (Hermite expansion). Consider a function f : R ! R that is square integrable with
respect to the standard normal distribution p(x) = (1 =

p
2� ) e� x2=2. Then there exists a unique

sequence of real numbersf ckgk2 N called Hermite coe�cients such that

f (x) =
1X

k=0

ck

k!
hk (x) and ck (x) := Ex�N (0;1) [f (x)hk (x)];

where hi is the i -th probabilist's Hermite polynomial.

De�nition A.3 (Information exponent) . Given any function f for which the Hermite expansion
exists, its information exponent k� = k� (f ) is the smallest indexk � 1 such that ck 6= 0 .

Lemma A.4 (Expectations of Triple and Quadruple products). For any i; j; k 2 N, we have

I �
3 (i; j; k ) := Ex�N (0;1) [hi (x)hj (x)hk (x)] =

i ! j ! k!
� i + j � k

2

�
!
� i + k � j

2

�
!
� j + k � i

2

�
!
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if the denominator exists, that is if i + j + k is even and the sum of any two ofi; j and k is strictly
less than the third, or zero otherwise. What's more, �x the indicesm1; m2; m3; m4 2 N and order
them such thatm1 � m2 � m3 � m4.
De�ne M := ( m1 + m2 + m3 + m4)=2.
Then, given m := min(m3; m4) and I �

4 (m1; m2; m3; m4) := Ex�N (0;1d ) [hm1 (x)hm2 (x)hm3 (x)hm4 (x)];
we have

I �
4 (m1; m2; m3; m4) =

mX

� =0

(m3 + m4 � 2� )!m1! m2! m3! m4

(M � m3 � m4 � � )!(M � m1 � � )!(M � m2 � � )!(m3 � � )!(m4 � � )!� !

if M 2 2N and the denominator exists. Otherwise,I �
4 (m1; m2; m3; m4) = 0 .

Lemma A.5. Consider w1; w2 2 Sd� 1 and set � = w1 � w2. Then, for any i; j 2 N

Ex�N (0;1d ) [hi (w1 � x)hj (w2 � x)] = i ! � i � ij :

To extend this orthogonality property to triple an quadruple products of Hermite polynomials,
we use the same technique as in [192]

Lemma A.6 (Orthogonality property) . Fix i; j; k 2 N. Set I 3 := Ex�N (0;1d ) [hi (w1 � x)hj (w2 �
x)hk (w3 � x)]: Consider three di�erent spikes w1; w2; w3 2 Sd� 1 and set � := w1 � w2; � := w1 � w3

and � := w2 � w3. Then, we have

I 3 =
jX

`=0

i !j !k!

(j � `)!2
� i + j � k

2

�
!
� i + k � j

2

�
!
� k � j + 2 ` � i

2

�
!
� ` � k� j + ` (� � � � ) j � `

if the denominator exists, andI 3 = 0 otherwise.

Proof. We start by writing w2 as sum of its projection along the �rst spike w1 and its part in the
orthogonal space, that isw2 = �w 1 +

p
1 � � 2u, where u 2 Sd� 1 and u � w1 = 0 . Then, clearly,

w2 � x = �y 1 +
p

1 � � 2yu , where y1 := w1 � x and yu := u � x.
We can do the same for the third spike, that is w3 = �w 1 +

p
1 � � 2u0, where u0 2 Sd� 1 and

u0� w1 = 0 . De�ne yu0 = u0� x. We can now exploit the fact that any Hermite polynomial of a sum
can be written as the sum of Hermite polynomials in the following way, that is for any m 2 N we
have that hm (�z 1 +

p
1 � � 2z2) =

P m
n=0

� m
n

�
� n (

p
1 � � 2)m� nh` (z1)hm� n (z2); for any � 2 [0; 1]. By

applying this formula to w2 and w3, we get

I 3 =
j;kX

`;` 0=0

 
j
`

! 
k
`0

!

� ` � `0
(
q

1 � � 2) j � ` (
p

1 � � 2)k� `0
E[hi (y1)h` (y1)h`0(y1)]
| {z }

(1)

E[hj � ` (yu)hk� `0(yu0)
| {z }

(2)

]

where we have used the fact thaty1 is independent fromyu and yu0 sincew1 � u = w2 � u0 = 0 . Then,
in view of Lemma A.4 and Lemma A.5, we have

(1) =
i !`!`0!

� i + ` � `0

2

�
!
� i + `0� `

2

�
!
� ` + `0� i

2

�
!

and (2) = ( j � `)!(u � u0) j � ` � j � `= k� ` :

Hence, imposing that `0 = k � j � `, we obtain

I 3 =
jX

`=0

i !j !k!

(j � `)!
� i + j � k

2

�
!
� i + k � j

2

�
!
� k � j + 2 ` � i

2

�
!
� ` � k� j + ` [

q
1 � � 2

p
1 � � 2 (u � u0)] j � `



APPENDIX A. NOTIONS ON HERMITE POLYNOMIALS 132

when the denominator exists and it vanishes otherwise. Therefore, the thesis follows from the fact
that we have u · u′ = η − τρ√

1− τ2
√

1− ρ2
.

Corollary A.7 (used formulas with same argument). Fix k = 1 and i, j ∈ N. Consider I3 given by
A.6 in the case of w3 = w2. Then,

I3 = Ex∼N (0,1)[hi(w1)hj(w2)h1(w1)] = i!j!( i+ j − 1
2

)
!
( i+ 1− j

2
)
!
(j + 1− i

2
)
!
ρj ,

when the denominator exists and I3 = 0 otherwise.
Moreover, for any i, j, k, t ∈ N, consider I4 := Ex∼N (0,1)[hi(w1 · x)hj(w1 · x)hk(w2 · x)ht(w3 · x)],
with w1, w2, w3 ∈ Sd−1. Then,

I4 =
k∑
`=0

(−1)k−`
(
k

`

)(
t

t− k + `

)
ρkτ t I∗4 (i, j, `, t− k + `),

where I∗4 is defined in Lemma A.4 and the indeces i, j, ` and t− k + ` are ordered.

Proof. The first part is obtained by repeating the proof of Lemma A.6 with w2 = ρw1 +
√

1− ρ2u,
for u ∈ Sd−1 and u · w1 = 0, and using the fact that Ex∼N (0,1d)[hj−`(u · x)] = δj−`.
For the second part, it is sufficient to repeat the usual procedure by decomposing both w2 and w3
such that w2 = ρw1 +

√
1− ρ2u and w3 = τw1 +

√
1− τ2u′ for u, u′ ∈ Sd−1 and w1 ·w2 = w1 ·w3 = 0.

Then, the thesis follows from the second part of Lemma A.6.

Lemma 2.13 translates the problem of computing the norm of the LDLR to the problem of
computing the projections 〈L,Hα〉. Note that this quantity is equal to EP[Hα(x)], which we will
call α-th Hermite coefficient of the distribution P.

The following lemma from [123] provides a version of the integration by parts technique that is
tailored for Hermite polynomials.

Lemma A.8. Let f : Rd → Rd be a function that is continuously differentiable k times. Assume
that f and all of its partial derivatives up to order k are bounded by O(exp

(
|y|λ

)
) for some λ ∈ (0, 2),

then for any α ∈ Nd such that |α| ≤ k

〈f,Hα〉 = E
y∼N (0,1)

[Hα(y)f(y)] = E
y∼N (0,1)

[∂αf(y)] (A.13)

Proof. A.13 can be proved by doing induction on k using A.6, see [123] for details.

A.1 Links with cumulant theory
The cumulants (κα)α∈Nd of a random variable x ∈ Rd, can be defined as the Taylor coefficients of
the expansion in ξ of the cumulant generating function:

Kx(ξ) := log
(
E
[
eξ·x

])
(A.14)

Order-one cumulant is the mean, order-two is the variance, and higher-order cumulants cumulants
encode more complex correlations among the variables. The Gaussian distribution is the only non
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constant distribution to have a polynomial cumulant generating function (as proved in theorem
7.3.5 in [193]), if z ∼ N (µ,Σ), then:

Kz(ξ) = µξ + 1
2ξ
>Σξ.

Hence cumulants with order higher than three can also be seen as a measure of how much a distri-
bution deviates from Gaussianity (i.e. how much it deviates from its best Gaussian approximation).

On this point the similarity with Hermite coefficients is evident. Indeed, up to order-five, on
whitened distributions, cumulants and Hermite coefficients coincide. But form sixth-order onward,
they start diverging. They are still linked by deterministic relationship, but its combinatorial
complexity increases swiftly and it is not easy to translate formulas involving Hermite coefficients
into cumulants and vice versa. For this reason, our low-degree analysis of the likelihood ratio leading
to 2.6 keeps the formalism that naturally arises from the computations, which is based on Hermite
coefficients. A detailed discussion of the relation between Hermite polynomials and cumulants in
the context of asymptotic expansions of distributions like the Gram–Charlier and Edgeworth series
can be found in chapter 5 of McCullagh [124].
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