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Abstract  
The visual system of humans and other primates has the remarkable ability to 

recognize objects despite tremendous variation in their appearance, due to changes in size, 

position, background, and viewpoint. While this ability is central to human visual perception, 

the underlying brain mechanisms are poorly understood, and transformation-tolerant 

recognition remains a major challenge in the development of artificial vision systems. 

Arguably, this is a consequence of the formidable complexity of the primate visual system and 

the relatively narrow range of experimental approaches that human and nonhuman primate 

studies allow.  

 

Although, traditionally, the invasive study of the neuronal basis of object vision has 

been restricted to non-human primate experiments, recently, rodents are merging as powerful 

models to study visual processing. However, successful use of rodents as models for studying 

visual object recognition crucially depends on the ability of their visual system to construct 

representations of visual objects that tolerate (i.e., remain relatively unchanged with respect to) 

the tremendous changes in object appearance produced, for instance, by size and viewpoint 

variation. As the first part of this Thesis, I addressed this question by training rats to categorize 

a continuum of morph objects resulting from blending two object prototypes. The resulting 

psychometric curve (reporting the proportion of responses to one prototype along the morph 

line) served as a reference when, in a second phase of the experiment, either prototype was 

briefly presented as a prime, immediately before a test morph object. The resulting shift of the 

psychometric curve showed that recognition became biased (primed) toward the identity of the 

prime. Critically, this bias was observed also when the primes were transformed along a 

variety of dimensions (i.e., size, position, viewpoint, and their combination) that the animals 

had never experienced before. These results indicate that rats spontaneously perceive different 

views/appearances of an object as similar (i.e., as instances of the same object) and argue for 

the existence of neuronal substrates underlying formation of transformation-tolerant object 

representations in rats.   

 

As the next step, I tried to characterize such neuronal substrates by performing multi-

electrode neuronal recordings (in anesthetized rats exposed to a battery of visual objects) from 

five different cortical areas of the rat brain: primary visual cortex (V1) and four extrastriate 

areas (named LM, AL, LI and LL) that are located laterally to V1 and have been proposed as 

candidate stages of a putative rat visual shape processing stream,homologous to the monkey 
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ventral visual stream (Apart from area AL that probably belongs to dorsal pathway in rat). An 

object set consisting of 10 different objects, each transformed across a variety of axes 

(position, size, in-depth azimuth rotation and in-plane rotation) was used.  I found that along 

the processing hierarchy V1 à LM à LI à LL, receptive fields become progressively bigger, 

as well as the latency of the response. Using information theory I found that, as the 

information travels through this hierarchy, the fractional information that each cell carries 

about the luminance gradually decreases, whereas the fractional information about shape 

gradually increases. Accordingly, I found that neurons along this pathway become increasingly 

tolerant to transformations. This indicates that neurons along this hierarchy become 

progressively tuned to more complex visual attributes and become more tolerant to 

transformations, thus suggesting that the pathway V1 à LM à LI à LL could be 

homologous to the primate ventral stream. Overall, the combination of this behavioral and 

neurophysiological studies will provide an unprecedented understanding of high-level visual 

processing in a rodent species.  
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1.1 Visual Object Recognition 
  “Invariant object recognition” is the ability to recognize objects despite substantial 

variation in their appearance. Visual object recognition is an essential ability for most animals. 

Not only it is important for survival-motivated behaviors, such as finding food, but also it is 

essential for our daily activities, such as social interactions, selecting tools, reading, etc. We do 

so within a fraction of a second, despite the tremendous variation in appearance that each 

object produces on our eyes. Still there is no artificial object recognition system/algorithm that 

reaches human’s performance.  Indeed, because of its complexity, it has become one of the 

most intriguing questions in modern neuroscience.  

Such a hard task is solved in the primate brain via a cascade of reflexive, largely 

feedforward computations that culminate in a powerful neuronal representation in the inferior 

temporal cortex (IT). (Dicarlo et al 2012). In order to understand how the brain solves 

invariant object recognition, one needs to understand how the retinal images produced by 

visual objects are reformatted in each these successive visual areas, with the goal of being 

identified or categorized.  

It is assumed that we can define object recognition as the ability to assign labels to 

objects, whether it is identification (e.g. John) or categorization (e.g. human). (Dicarlo et al 

2012) This recognition should be robust to identity preserving transformations, such as 

changes in position, size, clutter, and luminance.  

  Primates are able to accurately report the identity or category of an object in the central 

visual field remarkably quickly: behavioral reaction times for single-image presentations are 

as short as 250 ms in monkeys (Fabre-Thorpe et al., 1998) and 350 ms in humans (Rousselet et 

al., 2002; Thorpe et al., 1996). Images can be presented relatively fast sequentially at rates less 

than 100 ms per image. Considering the time needed to make a behavioral response, it is 

suggested that the central visual image is processed to support recognition in less than 200 ms, 

even without attentional pre-cuing (Fabre-Thorpe et al., 1996). This rapid processing is 

typically referred to as the core recognition (DiCarlo and Cox, 2007). 

Every single object image in everyday life impinge our retina in an almost unique way 

(due to identity-preserving image transformations).  The visual system therefore needs to 

establish the equivalence of different response patterns evoked by a particular object without 

confusing it with everything else. Invariance thus becomes a cornerstone of visual object 

recognition.  

In order to solve the invariant task a neural representation of the object should be 

formed in the brain, meaning that the information that is received as patterns of photons on the 
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retina needs to be conveyed and represented as patterns of population activity. 

It is hypnotized that the image is reformatted at every stage of the visual shape-

processing stream in order to build useful visual representations (Fig. 1).     

 
Figure 1: flow of information in ventral visual pathway  

 

The useful representations created by the different areas can be conceptualized as a 

high-dimensional extension of a Cartesian space, in which each axis of the space corresponds 

to the activity of one of its neurons to the image. All possible transformations of the image 

(pose, size, luminance) will form a continuous, low-dimensional, curved surface in the area's 

image space, called image manifold (Dicarlo and Cox 2007) (in Fig.2C it's possible to see how 

two images could be represented in the high-dimensional space of retinal ganglion cells - 

RGC, neurons in primary visual cortex - V1 and neurons in IT). In early visual stages, the 

image is represented in a form that is not easily linearly separable: objects manifolds are 

indeed tangled together in a way that makes impossible to recognize single manifolds (which 

correspond to single objects). Computationally speaking, the brain applies a decision function 

to divide neuronal representations of the objects from one another. In other words, it simply 

place an hyperplane (yellow plane in between of manifolds in RGS representation, Fig. 2C ) 

between a particular object manifold and all the others. The more the manifolds are untangled, 

the more it will be easy to discriminate between the neuronal representations of different 

objects. It is supposed that the untangling of the hyper planes is achieved by processing along 

the ventral visual pathway: the manifolds get progressively untangled and objects identities get 

linearly separable (Fig. 2C). In accordance with this theory, reliable object information is 

usually found in IT in the first 50 ms of neuronal response (i.e., 100–150 ms after image onset 

(Hung, 2005) and it has been shown that a simple linear classifier can accurately detect the 

identity of an object, despite variations in position and size, from the firing rate of an IT 

population of just about 200 neurons (Hung, 2005).  
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ar  

 
Figure 2. A: different stages of processing along the ventral visual stream of rhesus monkey A.  lateral schematic image of a rhesus monkey brain 

(adapted from Felleman and VanEssen, 1996) is shown. Ventral visual streams areas are shown in different colors. B: Each stage of the ventral stream is 

considered as a new population representation. The panels schematically illustrate these populations in early visual areas and at successively higher 

stages along the ventral visual stream – their relative size loosely reflects their relative output dimensionality (approximate number of feed-forward 

projection neurons). A given pattern of photons from the world (here, a face) is transduced into neuronal activity at the retina and is progressively and 

rapidly transformed and re-represented in each population, perhaps by a common transformation (T). Solid arrows indicate the direction of visual 

information flow based on neuronal latency (100 ms latency in IT), but this does not preclude fast feedback both within and between areas (dashed 

arrows). The gray arrows link the retina, V1 and  IT to their population representations in the high-dimensional space. C: untangling object manifolds 

along the ventral visual stream. As visual information progresses through the ventral visual pathway, it is progressively re-represented in each visual 

area and becomes better and better at directly supporting object recognition. Manifolds are shown for two objects (red for the shown image, blue for a 

second object, here a car) undergoing two-axis pose variation (azimuth and elevation). In retinal and primary visual cortex representations, object 

manifolds corresponding to the two objects are hopelessly tangled together. By contrast, a population of simulated IT neurons gives rise to object 

manifolds that are easily separated. Such a representation also allows one to recover information about object pose. The lines going through the two 

manifolds show that the manifolds are coordinated – they are lined up in such a way that multiple orthogonal attributes of the object can be extracted 

using the same representation. Adapted from DiCarlo and Cox, 2007. 
 

It should be emphasized that early retinal ganglion cell populations and V1 neurons 

contain all of the information about the object, but they cannot directly support recognition. 

What matters is whether an object representation is “good” or “bad” with respect to the goal of 

allow liner separability.   It should also be noted that the information about the transformation 

variables are not completely discarded along the pathway. Interestingly, IT neurons are not 
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completely size and position invariant ( Ito et al 1995). 

 

1.2 Monkey as the standard model to study invariant object 
recognition  

So far, monkey has been the standard model to study vision; therefore anatomical and 

physiological organization of the visual pathway of this species has been widely studied. The 

primary visual cortex is the best-studied visual area in the brain. The extrastriate cortex 

which is located next to the primary visual cortex encompasses multiple functional 

areas, including V3, V4, V5/MT, and IT.  In this part we review structure and function of 

monkey ventral stream. 

   

1.2.1 Hierarchical organization of monkey visual cortex 
Felleman and Van Essen in 1991 published a seminal study showing the hierarchical 

structure of the monkey visual cortex, They estimated that there are 305 connections among 32 

visual and visual-association areas (Felleman and Van Essen, 1991).   

This hierarchical organization has been investigated mainly by tracing ascending and 

descending axonal projections from/to each area. As explained by Maunsell and Van Essen 

(1983), “ascending projections can be distinguished from descending ones by the cortical 

layers in which they originate and terminate. Ascending projections, which transmit 

information away from primary sensory areas, arise primarily in the superficial layers of 

cortex and terminate primarily in layer 4 and in the lower part of layer 3. Descending 

projections, which carry signals back toward primary sensory areas, originate largely from 

neurons in the deep layers and end mainly in the superficial and deep layers. Most connections 

in the extrastriate cortical areas have one of these patterns and can be assigned as forward 

(ascending) or feedback (descending) by 

these anatomical criteria alone. 

These assignments can be used to 

construct a hierarchy of visual areas by 

placing each one on a level that puts it 

above all areas from which it receives a 

forward projection, and below all those 

from which it receives a feedback 

projection” (Fig. 4).   
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Figure 4. Hierarchy of visual areas. This hierarchy shows 32 visual cortical areas, shaded according to the same scheme as in Fig 2D (Felleman), two 

subcortical visual stages (the retinal ganglion cell layer and the LGN) plus several non visual areas ( area 7b of somatosensory cortex, perirhinal area 

36, the ER, and the hippocampal complex). These areas are connected by 187 linkages, most of which have been demonstrated to be reciprocal 

pathways. Adapted from Felleman & Van Essen, 1991. 

 

1.3.3 The visual cortex of monkeys can be divided into “Ventral” and 
“Dorsal” pathways  

The original evidence that the visual cortex is divided into separate processing streams 

was based on the contrasting effects of inferior temporal and posterior parietal cortex lesions 

in monkeys. For example, inferior temporal lesions cause severe deficits in visual 

discrimination tasks, but they do not affect animals’ performance on visuospatial tasks (e.g., 

visually guided reaching and judging which of two objects lies closer to a visual landmark). In 

contrast, parietal lesions do not affect visual discrimination ability but instead cause severe 

deficits on visuospatial performance. On the basis of behavioral results such as these, 

Ungerleider and Mishkin (1982) proposed the existence of two processing streams: an 

occipitotemporal or ventral processing stream for mediating the visual recognition of objects 

(“what” an object is) and an occipitoparietal or dorsal processing stream for mediating the 

appreciation of the spatial relationships among objects and the visual guidance toward them 

(“where” an object is).   

 

1.2.3 Ventral visual stream anatomy and physiology 
 V1, V2 and V4 areas have been shown to contain a complete retinotopic map of the 

visual field (at least 40° eccentricity from the fovea (Felleman and Van Essen, 1991) This 

areas are thus thought of as conveyers of a population-based representation of each visual 

image. Within IT, retinotopy has been demonstrated just in the more posterior portion (pIT) 

(pIT; Boussaoud et al., 1991; Yasuda et al., 2010), while the central (cIT) and anterior (aIT) 

portions don't seem to topographically represent the visual field (Felleman and Van Essen, 

1991).   

 As the information travels along the pathway, consistent with a hierarchical structure, 

the response lag increases 10ms from an area to the next one (Fig 5) (Nowak and Bullier 1997; 

Schmolesky et al., 1998). 

   



  
 

 8 

 

Figure 5. A:Ventral stream cortical area locations in the 

macaque monkey brain, and flow of visual information 

from the retina. B: Each area is plotted so that its size is 

proportional to its cortical surface area. Approximate total 

number of neuron (both hemispheres) is shown in the 

corner of each area (M = million). The approximate 

dimensionality of each representation (number of projection 

neurons) is shown above each area, based on neuronal 

densities, layer 2/3 neuronal fraction, and portion (color) 

dedicated to processing the central 10 degrees of the visual 

field. Approximate median response latency is listed on the 

right. Adapted from Di Carlo et al., 2012. 
 

 

 

 

 

1.2.4 Functional properties of the ventral visual stream 
  It is still unclear what exactly the function of each area across the ventral pathway is 

(hedge and van essen 2007).  The study of the response properties of V1 neurons was 

pioneered by David Hubel and Torsten Wiesel, who inserted microelectrodes into the primary 

visual cortex of an anesthetized cat and then recorded the response of V1 neurons to lines and 

gratings with different orientations. V1 neurons have very small receptive fields that are 

mainly modulated by the orientation of an edge. The output of V1 neurons is first conveyed to 

the visual area V2. Like the primary visual cortex, V2 is organized in a retinotopic way.  The 

exact response properties of V2 neurons are not known, but they are believed to be selective to 

moderately complex patterns, like combinations of lines . 

Kobatake and Tanaka (1994) used the so called “reduction method” to identify critical 

features to activate the cells in V2, V4, posterior IT (pIT, or TEO) and anterior IT (aIT, or TE). 

They started from images of three-dimensional complex objects and simplified the image of 

effective stimuli step by step by eliminating a part of the features present in the image. The 

simplest feature that maximally activated the cell was determined as the critical feature. The 

response to the critical feature was then compared with responses of the same cell to a routine 

set of 32 simple stimuli, which included white and black bars of four different orientations and 

squares or spots of four different colors. 

To objectively examine the distribution of cells with varying selectivity for complex 

features they quantified the distinctiveness of the selectivity by the ratio of the maximum 

response to simple stimuli to the maximum response to all the stimuli combined in the run 

(Smax/MAX). The ratio was 1 for a cell that maximally responded to a simple stimulus and it 
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was close to 0 for a cell that exclusively responded to a particular complex feature.  

They found a decreasing Smax/MAX ratio (increasing selectivity for complex objects) 

along the pathway. While simple features maximally activated most V2 cells, cells in V4 and 

TEO showed a high variety of Smax/MAX ratio values. Some cells responded only to stimuli 

which included some particular complex features, others were excited maximally by complex 

features but also responded to some simple stimuli, and the remaining cells were maximally 

activated by some simple features. The majority of neurons in anterior IT (about 3/4) showed 

distinctive selectivity to particular complex features, showing no or very weak responses to 

any simple stimuli (Fig. 6). 

The change in the balance between cells selective for complex or simple features along 

the stream was accompanied by a change in the size of the receptive fields (as previously 

reported by Desimone and Gross, 1979; Tanaka et al., 1991). RFs in V2 were the smallest, and 

they increased towards aIT (Fig. 7). 

 

 

Figure 6. Left: distribution of cells with varying selectivity to complex features. The distinctiveness of the selectivity to complex features, was 

quantified calculating the ratio of the maximum of the responses to simple stimuli to the maximum of the responses to all the stimuli (Smax/MAX). A 

smaller ratio represents more distinctive selectivity. Cells are indicated by 4 different symbols according to the ratio as shown at the top right corner. 

Among the cells with a ratio >0.75, those that responded to some simple textures but not to bars or spots are indicated by open squares. Broken lines: 

the border between anterior part of inferotemporal cortex (anterior IT) and posterior part of inferotemporal cortex (posterior IT) and that between 

posterior IT and V4. Cells recorded from a single penetration are grouped together. Right: distribution histograms of Smax/MAX ratio in the four 

regions. Adapted from Kobatake and Tanaka, 1994. 
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Figure 7. Left: the receptive fields of cells recorded in single penetrations are superimposed. The  receptive fields in the anterior inferotemporal cortex 

were large and included the fovea, but the receptive fields in the posterior inferotemporal cortex were much smaller and they did not necessarily include 

the fovea. Broken lines: border between aIT/pIT and between V4/pIT. Right: distribution histograms of receptive fields size in the four regions. The 

size of the RF is given by the square root of the area of the RF. Filled areas: cells having RFs with eccentricity <8°. Open areas: cells having RFs with 

larger eccentricity. Adapted from Kobatake and Tanaka, 1994. 

 

1.2.5 Selectivity and tolerance increase as the information travels in 
the ventral visual pathway 
  The key computational problem of object recognition is attaining both selectivity 

among different visual objects and tolerance to variation in each object’s appearance (zoccolan 

2007). We do not fully understand how the brain accomplishes this task, but the solution is 

thought to be implemented through gradual increases in both selectivity and tolerance as 

signals propagate through the ventral visual stream [which includes the retina, lateral 

geniculate nucleus, visual cortical areas V1, V2, and V4, and inferior temporal cortex (IT)]. 

(Rust and Dicarlo 2010)  

Thus question is: how do selectivity and invariance change across the ventral visual 

stream?  Remarkably, few studies have directly compared different ventral stream areas using 

the same stimuli under the same conditions.  Hedge and Van Essen (Hedge and van Essen 

2007) compared shape representation in extrastriate visual areas V1, V2 and V4. They 

recorded responses in awake fixating monkeys to matched sets of contour and grating stimuli 

of low or intermediate complexity (Fig 8), all scaled to receptive field size. Interestingly, they 
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found a substantial response overlap between areas in response to each shape characteristics 

they tested.  Grating stimuli were on average more effective than contour stimuli in V2 and 

V4, but the difference was more pronounced in V4. As a population, V4 showed greater 

response modulation by some shape characteristics (including simple shape characteristics, 

such as …) and V2 showed greater response modulation by many others (including complex 

shape characteristics, such as …). Surprisingly, their recordings from V1 demonstrated 

complex shape selectivity in some cells and relatively modest population differences in 

comparison with V2.  They concluded that the representation of shape characteristics varies 

among the 3 areas but they do not parallel the stepwise organization of the anatomical 

hierarchy. (Figure 9) 

 
Figure 8. The stimulus set used by Hedge and Van Essen, consisted of 128 stimuli, 48 of which were gratings (panel A), and the remaining 80 

were contour stimuli (panel B). Adapted from Hedge and Van Essen 2007 

 
Figure 9. A scatterplot of the relationship between the population responses of V2 and V4 to each of the 128 stimuli. he solid line represents the best 

fitting linear regression line; the dashed lines denote ±95% confidence intervals. 
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  In another study Rust and Dicarlo used a population-based, comparative approach 

toward determining how selectivity and tolerance change along the ventral visual pathway. 

They considered how well population activity patterns at two stages of the ventral stream (V4 

and IT) discriminate between, and generalize across, different images. Unlike Hedge and Van 

Essen, they didn’t scale the stimulus to the receptive field of the neuron arguing “rescaling the 

objects to fit entirely within these small receptive fields does not make sense if one’s goal is to 

study the re-representation of real-world images along the ventral stream.” In their 

experiments stimuli were always presented in a fixed retinal location and at a fixed retinal size 

despite the receptive field location of the neuron they were recording (Fig 10). 

 
Figure 10. Receptive field locations and sizes for neurons in V4 and IT (adapted from Rust and Dicarlo 2010) 

 

They used “conjunction sensitivity” to measure the complexity of the image features. 

Specifically, they systematically compared visual areas under matched conditions that 

included the same stimuli presented in the same conditions, measuring the sensitivity of 

populations of neurons to image scrambling. They used a natural image scrambling procedure 

that produces a scrambled image containing the same number and type of local, oriented 

elements but presented at a random position within the image. The resulting image is as rich as 

the original in local structure, but due to the randomized local features it contains no definable 

objects (Fig. 11). 

 
Figure 11. Example of one natural image and its scrambled 

counterpart. Adapted from Rust and DiCarlo, 2010. 

 

They found that both V4 and IT encode natural images with similar fidelity, whereas 
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the IT population is much more sensitive to controlled, statistical scrambling of those images.   

Measures of scrambling sensitivity at single-neuron level were in qualitative agreement with 

discriminability measures using population-based analysis, suggesting that the observed 

population-based effects could be directly explained by single-neuron discriminability. The 

result confirmed the previously proposed hypothesis that neurons at lower levels of visual 

processing encode for more local structure whereas in higher visual stages they become more 

sensitive to specific conjunctions of those local features. Furthermore, it suggested that 

neurons in IT do not merely encode any arbitrary configuration of local structure; rather the IT 

population is tuned for the particular configurations found in natural images.  

To compare the tolerance in V4 and IT, ten objects were presented under six identity-

preserving transformations (changes in position, sizes, and context). The first step consisted of 

training theV4 and IT  populations to discriminate between objects at the reference position 

and size. After proving the fact that both the populations could discriminate among all the 10 

objects under each transformed condition separately, they checked how well the information in 

each population was suited for invariant object recognition task. In order to do that, they 

assessed generalization capacity in V4 and IT using linear classifier methods.  

 The result showed a marked decrease in V4 population performance for changes in 

position and background compared to IT populations, and a smaller generalization capacity for 

large changes in scale (Fig. 12B). Thereby, the format of IT population representation resulted 

superior to V4 with regard to invariant object recognition tasks. 

 

 

 
Figure 12. A:Performance of image discrimination task of the V4 and IT populations for n140 neurons. B: generalization capacity for different 

transformations, calculated as the fractional performance on the generalization task relative to the reference.  Large changes in position correspond to 

the average generalization across 3° transformations (right to left and left to right): small changes in scale correspond to the average generalization 

from the reference to the 0.5 and 1.5images; large changes in scale correspond to the average generalization from 0.5to 1.5 and vice versa; and changes 

in context correspond to average generalization from objects on a gray to natural background and vice versa. C: Single neuron RF size measured as the 

insensitivity of the responses to the objects across changes in position. Neurons were ranked by position insensitivity, and population performance for 

natural and scrambled image discrimination wasassessed for subpopulations of 48 neurons with neighboring position insensitivity values. The x-axis 

shows the geometric mean position insensitivity of each subpopulation. The y-axis shows performance on the discrimination task for the natural (gray) 

and scrambled (red) image sets. Adapted from Rust and DiCarlo, 2010. 
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1.3 The rat as a model to study invariant object recognition 
Traditionally, invasive studies of object vision has been limited to non-human primates, 

allowing a relatively narrow range of experimental approaches. This has led some 

investigators to inquire whether the simpler and more experimentally accessible visual systems 

of rodents may serve as complementary models to nonhuman primates in the study of object 

vision (Minini and Jeffery, 2006; Zoccolan et al., 2009) and, more generally, of cortical 

processing of visual information (Niell and Stryker, 2008; Sawinski et al., 2009; Smith and 

Hausser, 2010; Gao et al., 2010; Niell and Stryker, 2010; Meier et al., 2011, Anderman et al., 

2011, Marshell, Garret et al. 2011). 

However, while contributing to our understanding of neuronal plasticity in low-level 

visual areas and the anatomical substrates of learning and memory, this literature has paid less 

attention to mid- to high- level processing of visual objects.   

 Although one recent study has shown that pigmented rats are capable of invariant visual 

object recognition, it is still unclear whether rats, and rodents more in general, can represent 

attractive model systems for the study of object recognition.   

 

1.3.1 The Rats’ visual system 
  Rat’s eyes are located on the sides of the head, rather than on the front as happens in 

primates. Therefore, they have a wider field of view, but less binocular overlap (76°) than 

humans (105°) (Burn, 2008). Rats have 40 folds poorer visual acuity of that of humans. While 

human visual acuity is around 60 cycles/degree, pigmented rats acuity is around 1-1.5 cycles/ 

degree (see Fig.14, Prusky et al., 2002).  
 

 

Figure 13. The presumed fields of view of the rat's eyes in the       Figure 14. Visual perception of rats in visual-based behavioral tasks. The  

horizontal plane. Mediolateral (ML) lies in the sagittal plane         original image (left) has been blurred to model the perception of rats with  

of the rat. Blind axis (BA) is vertically below the blind axis          acuities of 1.0 c/d (as Long-Evans strain),when the image subtends 10 degrees.  

of each eye. Adapted from Adams & Forrester, 1968.                    This approximates the size of the image if it were used as a visual cue in a typical 
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                                                                                                         visuo-behavioral task. Adapted from Prusky et al., 2002. 

 

  

Rats have two cone cell types, sensitive to blue-green light( around 510 nm) for 93% and to 

ultraviolet (360 nm) for the remaining 7% (Jakobs et al., 2001; Akula et al., 2003).  

 

1.3.2 Visual cortex in rat 
Most of the studies in rat and mice visual cortex has been focused on primary visual 

cortex (for example Girman 1991) (Niell et Stryker. 2008, Bonin et al. 2011). Nevertheless, 

there has been some studies reporting the existence of supplementary visual areas ( Espinoza 

et Thomas 1983). None of these areas in the rat has been extensively studied. There has been 

few reports measuring basic neuronal properties like receptive field size (Espinoza and 

Thomas 1983). Recently, two studies used novel imaging techniques to characterize seven 

functionally and anatomically subdivided visual areas in mice which they proposed that they 

might comprise a dorsal and ventral stream in mice (Marshell, Garret et al. 2011, Andermann 

et al. 2011) . No such study has been performed yet on rats, 

  

 1.3.3 Primary visual cortex 
Primary visual area V1 is the largest and most studied visual area in rats. V1 in rats 

occupies about 10% of the total neocortex. Its neurons can be clustered into two different 

populations according they received information from both eyes or just one eye. These two 

populations of cells are organized into two topographic distinct cortical areas: one more 

medial (monocular V1, V1M) and one more lateral (binocular V1, V1B). The percentage of 

binocular cells in the rat primary visual cortex is high: about 80% (Sefton et al, 2004).  

If the animal’s pupil points at 65°, the binocular part of the ipsilateral eye occupies 40° 

referencing from the vertical meridian (green angle in figure 15)  (Adams et Forresterr,1968). 

From the figure, it is noticeable the major part of the surface of the V1 is devoted to binocular 

part the hemifield. 
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Figure 15. Left: right lateral view of rat's head in natural position. Center: fields of view of the rat eyes in the horizontal plane. ML is the vertical 

meridian which lies in the sagittal plane of the rat. The red angle represents the angle between the sagittal plane of the animal and the fixation point of 

the pupil of the right eye, P. The green angle represent the binocular region of the visual field of the right eye. Right: The projection of the visual field 

on the left cerebral hemisphere of a rat. Abbreviations: HOR: the horizon; U20: a parallel 20° above the horizon; D20: a parallel 200°below the 

horizon; white circle: position of the optic disc (which is not represented). The binocular area, to which the left eye projects as well as the right, is 

colored in green. Adapted from Adams and Forrester, 1968. 

 

The dimension of receptive field seems decreasing near the vertical meridian where 

they have a diameter lower than 3°. In the periphery their size can reach 20° . The mean size 

of RF is about 13°(Espinoza et Thomas, 1983; Girman et al., 1999). As in other species of 

mammals, rat V1 neurons are tuned by a set of properties of visual stimuli like spatial 

frequency, temporal frequency, velocity, contrast, orientation, direction etc (Girman et al., 

1999).  In a seminal study by Girman they found that neurons in rat V1 have complex and 

diverse visual properties. Most of the V1 neurons were sharply tuned (!30° bandwith of half 

height) for orientation. They found both types of simple and complex cells in the cortex. The 

V1 neurons were modulated by spatial frequencies ranging from zero (no grating) to 1.2 

cycle/degree (c/°), peaking at 0.1 c/°, and with a modal cutoff of 0.6 c/°. Half of the neurons 

responded optimally to drifting gratings rather than flashing uniform field stimuli. 

  These results show that neurons in rat V1 have complex and diverse visual properties, 

necessary for precise visual form perception with low spatial resolution. (Girman et al., 1999; 

Sefton & Dreher, 2004).  

 

1.3.4 Higher order visual areas 
Many other visual areas whose functions are almost virtually surround rat’s V1. 

Electrophysiological studies (Espinoza et Thomas, 1983) individuated six areas around V1. 

Two of them are medial to V1: anteromedial (AM) and posteromedial (PM) and the others are 

lateral: lateromedial (LM), anterolateral (AL), laterointermediate (LI), laterolateral (LL),  

 

  

 
Figure 16. Visual cortical areas in the rat. Areal boundaries are based on maps 

from Montero et al. (1973), Thomas and Espinoza (1987), and Sereno and 

Olavarria. They were drawn using the flat-mounted cortex (with striate cortex 

efferents and callosal connections labelled) from Olavarria and Montero (1985, 

Fig 3) as a template. Abbreviations are specified in the text. Adapted from 

Sereno, MI and Allmann, JM (1991) Cortical visual areas in mammals. In: 

Leventhal, AG, (ed.) The Neural Basis of Visual Function. (160 - 172). 

Macmillan: London.  
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1.3.5 Visuotopic organization of rat visual cortex 
  All the above-mentioned areas are retinotopicaly organized and the retinotopic map is 

mirrored in neighboring areas. Each of these areas encoded a complete representation of the 

visual field.  In LM, being a mirror image of V1, the upper visual field (VF) is represented 

caudally and the nasal VF medially.  In AL the upper visual field is represented rostrally and 

the nasal VF medially, thus being a mirror image of LM. In LI, the upper VF is medial and the 

nasal VF is lateral, thus being a mirror image of LM, or a reduced copy of V1. In radial extra- 

striate cortex (area 18) there are two representations of the temporal VF, labeled anteromedial 

(AM) and posteromedial (PM). In AM, the upper temporal VF is medial and the lower 

temporal VF is lateral, the extreme temporal field being rostral (Espinoza and Thomas 1983). 

 
Figure 17. Top: dorsal view of the left posterior cortex of the pigmented 

rat, illustrating the recording sites (numbered from right to left and from 

top to bottom) and the locations of the areas containing representations 

of the right eye visual field; primary visual area (V1), lateromedial 

visual area (LM), anterolateral visual area (AL), laterointermediate (LI) 

and laterolateral (LL) visual areas, anteromedial (AM) and 

posteromedial (PM) visual areas. Bregma taken as zero for the reference 

axes. Receptive fields identically numbered and corresponding to the 

recording sites in V1, LM, LI and LL are plotted in the perimeter charts. 

VM and HM in upper left chart indicate vertical and horizontal (equator) 

meridians, respectively; asterisk represents projection of the optic disk; 

each scale subdivision represents 20 °.  

Left: Schematic retinotopic map of striate and extrastriate cortex of the 

left cerebral hemisphere as derived from the data of figures on the left, 

emphasizing features relevant to the determination of the subdivisions of 

extrastriate cortex. Abbreviations: R.E.V.F., right eye visual field; VM 

and HM, vertical and horizontal meridians, respectively; u.n., upper 

nasal; l.t. lower temporal, etc. The relationship between the retinotopic 

map and the cytoarchitectonic subdivisions (areas 17, 18a and 18) is also 

shown. For clarity areas LI and LL are somewhat enlarged. The point 
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corresponding to the position of the optic disc (*) is indicated but does not imply representation. Adapted from Espinoza & Thomas, 1983. 
  

 

1.3.6 Hierarchical organization of rat visual cortex 
Coogan and Burkhalter (Coogan and Burkhalter 1993) have studied the hierarchical 

organizations of areas in rat visual cortex in 1993. They used Phaseolus vulgaris 

leucoagglutinin as an anterograde axonal tracer to visualize the laminar patterns of 

connections between different cortical areas. In order to identify the areas they used a 

combination of markers highlighting callosal connections, the patterns of input and output to 

ipsilateral cortical and subcortical regions, and geographical location.  Interestingly they found 

projections from V1 to every identified extrastriate area extended throughout all layers of the 

cortical thickness and including layer 4.  

  Their results showed that “Although the areal organization of extrastriate cortex is 

not yet fully resolved, using the patterns of intracortical connections we are able to construct a 

provisional hierarchy of cortical areas.” (Coogan and Burkhalter 1993) 

In their scheme V1 is at the first level, LM ranks higher and probably the second level, 

AL ranks above LM Sites in FLX receive columnar projections from LM, AL, and so this 

complex spans the hierarchical levels that these areas occupy. They mentioned that Area FLX 

is comprised of multiples areas and these areas should be corresponding to the areas LI and LL 

reported earlier (Fig 18).  

  

 

 

 
Figure 18. Left: Topographic organization of rat extrastriate cortex, revealed by anterograde tracing with PHAL (Phaseolus vulgaris leucoagglutinin) 

and RD (tetramethyl rhodamine dextran-lysine), of projections from different points in the visuotopic map of area 17. The image represents the 

reconstruction of horizontal sections of one single case. White asterisks, PHAL injection sites; black areas, PHAL projection sites; black asterisks, RD 
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injection sites; stippled areas, RD projection sites; hatched ureas, HRP-labeled callosal projections. Broken lines represent myeloarchitectonic borders 

of primary sensory areas. Colored regions represent the approximate (indicated by shredded outlines) territory of distinct areas or subdivisions of 

extrastriate cortex. Legend: AX, anterior complex; MX, medial complex; FLX, far lateral complex; PX , posterior complex; RL rostrolateral area; AL, 

anterolateral area; LM, lateromedial area; 17, primary visual cortex; S1, primary somatosensory cortex; A1, primary auditory cortex; PR, perirhinal 

cortex. Adapted from Coogan & Burkhalter (1993). 

Right: Hierarchy of visual areas. Solid boxes indicate identified visual areas. Broken boxes indicate cortical regions that are likely to be composed of 

multiple areas. Because of this, broken boxes may extend over several hierarchical levels. Solid lines indicate identified asymmetrical connections. 

Broken lines indicate symmetrical connections or that information is incomplete for classifying connections. Adapted from Coogan & Burkhalter 

(1993). 

 

 

1.3.7 Putative visual areas supporting object recognition in rat 
Another study that is very relevant for our experiments was conducted by Tees (1999). It 

investigated the functional consequences of 

posterior temporal (Te2/3) cortical lesions 

on rat (see Fig. 21) using behavioral 

paradigms.  The Te2/3-lesioned animals did 

not recognize changes in the visual 

characteristics of the objects, proving this 

posterior temporal region to be a major 

player in visual object  recognition 

process(Fig 19). 

      

  
 

Figure 19. Left: Diagrammatic representations of the serial 

reconstructions of a typical bilateral lesion of the  posterior temporal 

(Te2-3) cortex across five anterior–posterior levels post bregma (3.6, 

4.52, 5.6, 7.04 and 8.72 mm).Adapted from Tees, 1999. 

Right: corresponding slices adapted from Paxinos & Wastson rat 

brain atlas (2007). For every different bregma the best fitting slice 

from the atlas was chosen. Area TeA is spotlighted, in order to 

facilitate the comparison between the location of the lesions and the 

actual position of  Te area. Adapted from Paxinos and Watson, 2007.
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1.4 Goal of the thesis 
In spite of many decades of studies, the mechanisms of invariant visual object 

recognition are still poorly understood. This is a consequence of tremendous complexity of the 

primate brain and relatively narrow experimental approaches that studies in human and non-

human primates allow.  

Over the past 5 years, rodents are emerging as complementary models to monkeys in 

the study of visual processing. However, as pointed out in the previous sections, the visual 

systems of rodents have not been extensively studied and there is still scarce knowledge about 

the visual abilities of rodent species. Among rodents, the rat appears as the more promising 

model species, when it comes to study high-level vision, because of the possibility to study the 

neuronal correlates of object vision in animals engaged in complex visual tasks (Zoccolan et al 

2009). However, more studies are necessary to: 1) probe the ability of their visual system to 

construct transformation tolerant representations of visual objects; and 2) investigate the 

properties and functions of such neuronal representations by recording neuronal responses to 

visual objects across rat striate and extrastriate areas.  These experiments are necessary to 

establish a link with what has been found about representation and recognition of visual 

objects in human and non-human primates. 

At the behavioral level, although a recent study (zoccolan et al 2009) has shown the 

ability of rats to recognize objects despite size, viewpoint and lighting variation, it is unknown 

to what extent such a tolerant recognition has a spontaneous, purely perceptual basis, or, 

alternatively, mainly reflects learning of arbitrary associative relations among trained object 

appearances. As a first part of this thesis, I answered this question by developing a paradigm 

based on visual priming and asked if rats spontaneously perceive different instances of an 

object as similar. In the second part of this thesis, I tried to characterize the neural substrates of 

invariant object recognition in rats by performing multi-electrode recordings from primary 

visual cortex (V1) and four extrastriate areas LM, AL, LI, LL. In particular I applied 

information theory to understand if neurons along the succession of areas V1àLMàLIàLL 

become more tuned for shape attributes for visual objects and more tolerant to variations of 

such attributes along various transformation axes (position, size, etc.)   
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Chapter 2 

 

Transformation-tolerant object recognition in rats revealed 

by visual priming 
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2.1 Introduction  
The visual system of humans and other primates has the remarkable ability to 

recognize objects in spite of tremendous variation in their appearance, due to changes in size, 

position, background and viewpoint (Logothetis and Sheinberg, 1996; Ashbridge and Perrett, 

1998; Tarr and Bülthoff, 1998; Edelman, 1999; Lawson, 1999; Wang et al., 2005; Kravitz et 

al., 2008). While this ability is central to human visual perception, the underlying brain 

mechanisms are poorly understood, and transformation-tolerant recognition remains a major 

challenge in the development of artificial vision systems (Riesenhuber and Poggio, 2000; 

Ullman, 2000; DiCarlo and Cox, 2007; Pinto et al., 2008). Arguably, this is a consequence of 

the formidable complexity of the primate visual system (Felleman and Van Essen, 1991; 

Tanaka, 1996; Rolls, 2000; Orban, 2008) and the relatively narrow range of experimental 

approaches that human and non-human primate studies allow. This has led some investigators 

to inquire whether the simpler and more experimentally accessible visual systems of rodents 

may serve as complementary models to nonhuman primates in the study of object vision 

(Minini and Jeffery, 2006; Zoccolan et al., 2009) and, more in general, of cortical processing 

of visual information (Niell and Stryker, 2008; Sawinski et al., 2009; Smith and Hausser, 

2010; Niell and Stryker, 2010; Gao et al., 2010; Meier et al., 2011). 

Evidence in favor of rodent-based approaches to the investigation of object vision has 

come from a recent study (Zoccolan et al., 2009), showing that pigmented rats can recognize 

objects in spite of size, viewpoint and lighting variation. However, it remains unclear to what 

extent different views of an object appear perceptually similar to rats (as expected, if their 

visual system provided a truly transformation-tolerant representation of visual features) or, 

rather, are arbitrarily stored into the same category because of task demands. In the former 

case, the rat visual system would represent a general-purpose dictionary of visual features that 

is rich enough, and tolerant enough to variation, to support transformation-tolerant object 

recognition along several transformation axes (Riesenhuber and Poggio, 1999) (e.g., size and 

position), without the need of previously experiencing each object along each axis of variation. 

In the latter case, a set of perceptually unrelated (for the rats) object appearances would need 

to be artificially associated, in memory, to the same category (Miyashita, 1993), with some 

generalization of recognition obtained by extrapolating/interpolating around/between the 

trained views. 

In this study, similarly to what has been done in human aftereffect and priming studies 

(Biederman and Cooper, 1992; Suzuki and Cavanagh, 1998; Bar and Biederman, 1998; 

Leopold et al., 2001; Afraz and Cavanagh, 2008; Kravitz et al., 2010), we used a priming 
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paradigm to probe whether previously unseen appearances (or views) of two objects are 

perceived by rats as similar to the default object views previously learned by the animals. This 

paradigm revealed that rat recognition of visual objects is remarkably stable across a variety of 

transformation axes and variation ranges. This suggests that the rat visual system may serve as 

an excellent model to uncover the key computations underlying transformation-tolerant 

representation of visual objects.  

2.2 Materials and Methods 

2.2.1 Subjects 

Twelve adult male Long Evans rats (Charles River Laboratories) were used for 

behavioral testing. Animals weighted approximately 250 g at the onset of training and grew to 

over 600 g. Rats were water-restricted throughout the experiments, with each animal receiving 

4-8 mL of pear juice as a reward during each training/testing session (ad libitum water was 

additionally available for 1 h after each session). All animal procedures were conducted in 

accordance with the National Institutes of Health, International, and Institutional Standards for 

the Care and Use of Animals in Research and after consulting with a veterinarian.  

2.2.2 Behavioral Rig and Task 

The training/testing apparatus consisted of an operant box that was equipped with: i) a 

21.5” LCD monitor (Samsung 2243SN) for presentation of visual stimuli; ii) an array of three 

stainless steel feeding needles (Cadence Science) connected to three capacitive touch sensors 

(Phidgets 1110) for initiation of behavioral trials and collection of responses; and iii) two 

computer-controlled syringe pumps (New Era Pump Systems NE-500), connected to the left 

and right feeding needles, for automatic liquid reward delivery. A 3-cm diameter hole in one 

wall of the box allowed the animal to extend its head outside the box and frontally face the 

monitor, approximately 30 cm in front of the rat’s eyes.  

Rats were trained in a visual object recognition task, whose structure slightly varied 

according to the experimental phases (see a detailed description in the next sections). In its 

most basic form (phase I), the task required the animals to discriminate between 2 target 

objects. Rats were divided in two groups of 6 and each group was trained to discriminate a 

specific object pair (both object pairs are shown in Fig. 1a). As shown in Fig. 1c, rats learned 

to interact with the sensors’ array to trigger stimulus presentation (by licking the central 

sensor), then wait for the stimulus being displayed on the monitor, and finally report the 

identity of the presented object (by licking either the left or right sensor). In the case of correct 
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response, reward was delivered and a reinforcement tone was played. An incorrect choice 

yielded no reward and a 1-3 s time out (during which a failure tone sounded and the monitor 

flickered from black to middle gray at a rate of 15 Hz) 

In later phases of the experiment (see below), the regular trials described above were 

interleaved with prime trials, in which, after triggering stimulus presentation, rats were 

presented with a briefly flashed prime object (for ~50 ms), followed by a blank inter-stimulus 

interval (ISI) and then by a test object (see Fig. 1d). Rats had to correctly identify the test 

object, and received reward and feedback only for responses given after presentation of the 

test. Responses given after presentation of the prime object (i.e., before the test was presented) 

aborted the trial, with no feedback ever provided to the animal about the identity of the prime 

itself. 

 

Figure 1. Visual stimuli and behavioral tasks. a, The default views of the two pairs of visual object prototypes that rats in our two experimental groups 

(A and B) were trained to discriminate during phase I of the experiment. b, The two sets of morph objects (resulting from linearly interpolating each 

pair of object prototypes) that the two groups of rats were required to categorize during experimental phases II and III. c, Schematic of the object 

discrimination task in which rats were trained during phase I of the experiment. By licking the central touch sensor, rats prompted presentation of one 
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of the object prototypes (see a) and learned to lick either the left or the right feeding needle to obtain reward, depending on the identity of the prototype. 

When, in phase II of the experiment, rats were trained to categorize the morph objects (see b), the task was the same, but the test objects were randomly 

sampled along the morph-line. Rats also performed this task in regular trials of experimental phase III. d, Schematic of the object discrimination task 

that rats performed in prime trials of experimental phase III. By licking the central touch sensor, rats prompted presentation of the prime object, which 

was followed by a blank screen and then by a test morph object. Rats had to categorize the test object and never received any feedback about the 

identity of the prime. e, The five trial types rats were presented with, during phase III of the experiment. In each trial the animal had to report the 

identity of the test morph object.  

 

2.2.3 Visual Stimuli 

Each rat was trained to discriminate a pair of 4-lobed or 5-lobed visual objects (named 

object prototypes in the following). These objects were renderings of three-dimensional 

models that were built using the ray tracer POV-Ray (http://www.povray.org/). Two pairs of 

object prototypes were built (shown in Fig. 1a). Rats were divided in two groups of 6 (named 

groups A and B in the following) and, during phase I of our experiment, each group was 

trained to discriminate one of the object pairs. Object prototypes within each pair were built so 

that, when rendered at the same in-depth rotation (Fig. 1a shows their default, frontal views), 

their images were approximately equal in height, width and area. All objects were rendered 

against a black background. 

In order to test rats’ discrimination abilities along a continuum of smoothly varying 

shapes (phase II of our experiment), the object prototypes within each pair were blended in 

different proportions to obtain two morph-lines, i.e., continua of morph objects (shown in Fig. 

1b). Each morph-line was built by linearly interpolating the parameters defining the lobes of 

the first prototype with the parameters defining the corresponding lobes of the second 

prototype.  

Each object’s default (initial) size (during phases I and II of the experiment) was 35 

degree of visual angle, and its default position was the center of the monitor (which was 

horizontally aligned to the position of the rat’s head). Stimuli were presented on a 21.5” 

Samsung 2243SN monitor (1920 × 1080 pixels resolution; 60 Hz refresh rate; 5 ms response 

time; 300 cd/m2 maximal brightness; 1000:1 contrast ratio). 

2.2.4 Experimental Design  

Phase I. Initially, the two groups of 6 rats were trained to discriminate the default 

views of the 2 object prototypes that were assigned to each group (shown in Fig. 1a). Rats 

who, within 4 weeks from the start of the training, achieved >70% correct discrimination were 

admitted to the next phase.  
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Phase II.  Rats in the two groups were trained to categorize the objects along the morph-

line that was assigned to each group (shown in Fig. 1b), based on whether a morph object was 

closer to one morph-line extreme or to the other (i.e., to one prototype or to the other). The 

totally ambiguous object resulting from blending the two prototypes in equal proportions (i.e., 

the 50% morph object in the middle of the morph-line) was randomly assigned, in each trial, 

to either prototype. The animals were gradually exposed to morph objects that were 

increasingly dissimilar from the prototypes they had learned in phase I (i.e., further away from 

the extremes of the morph-line) by using an adaptive staircase procedure. If the rat 

performance in the last 10 trials was >70% correct, the range of morph levels presented to the 

animal was extended towards the center of the morph-line (in steps of 5%), making the task 

harder. Vice-versa, if the performance was <60%, such a range was reduced, making the task 

easier.  At the end of the staircase training, the animals’ performance was assessed over the 

course of 2-4 additional sessions by uniformly sampling objects along the morph-line (see Fig. 

2). Rats that achieved >70% correct discrimination on both morph-line extremes were 

admitted to the next phase. 

Phase III. This was the main experimental phase, in which rats were tested with both 

regular trials (see Fig. 1c) and prime trials (see Fig. 1d). Different kind of prime trials were 

built and randomly interleaved with the regular trials. Namely, after triggering the stimulus 

presentation rats could be presented with the following conditions (see Fig. 1e): 

1. Regular trials (no prime). A test morph object was presented for 800 ms after a blank 

interval of 115.5 ms (see Fig. 1e, first subpanel). These trial types represented 6% of 

the trials shown in each daily session during the whole duration of phase III.  

 

2. Prime trials: An image (acting as a prime) was shown for 49.5 ms, followed by a blank 

inter-stimulus interval (for 66 ms), and then by a test morph object (for 800ms; see Fig. 

1e, second to last subpanels). Four different kinds of prime trials were built, depending 

on the identity of the prime.  

 

a. Default Primes. The default view of one of the object prototypes (i.e., either the 

0% or the 100% morph object) was used as a prime. These trial types 

represented 14% of the trials shown in each daily session during the whole 

duration of phase III.  
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b. Transformed primes. A novel appearance of the object prototypes (e.g., a 

rotated version of the 0% prototype) was used as a prime. Sixteen different 

appearances of the prototypes were tested sequentially over the course of four 

months. Each appearance was tested for one week (5-6 days), before switching 

to the next one. During each week, 70% of the trials shown in each daily 

session were used to test a given novel appearance of the two prototypes. 

 

c. 50% morph prime. The totally ambiguous 50% morph object (at the center of 

the morph-line) was used as a prime. These trial types represented 5% of the 

trials shown in each daily session during the whole duration of phase III. 

 

d. Noise mask prime. A noise mask used as a prime. The mask was either a 

scrambled version of the 50% morph object or a white noise patch. These trial 

types represented 5% of the trials shown in each daily session during the whole 

duration of phase III. 

 

The regular trials, as well as the 50% morph and noise mask prime trials, served as 

control trials. That is, they were used to obtain reference psychometric curves, against which 

the effect of using the default or transformed prototypes as primes could be measured. Given 

that each of such control trials represented only 5-6% of the total number of trials recorded in 

each daily session, trials from three consecutive weeks were pooled to build reference 

psychometric curves (e.g., black dots in Fig. 4a). Such curves were compared to the 

psychometric curves obtained from the transformed prime trials (see above) collected in the 

middle week (e.g., colored dots in Figs. 4a). All the default prime trials and all the control 

trials collected during the whole duration of phase III were used to assess the effect of priming 

produced by the default views of the object prototypes (i.e., to obtain the data shown in Figs. 3 

and 6a). 

Phase IV. In this phase, rats were trained/tested at invariantly recognizing the 16 

transformed views of object prototypes that had been used as primes during phase III. Each 

prototype appearance was presented in regular trials and the animals were rewarded for 

correctly reporting the identity of the prototype (same as shown in Figs. 1c and 1e, first 

subpanel, but with the transformed views of the prototypes used as test objects). Trials with 
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different prototype appearances were randomly interleaved.  

 All experimental protocols (from visual stimuli presentation to collection of behavioral 

responses) were implemented using the freeware software package MWorks (http://mworks-

project.org/).  

2.2.5 Data Analysis 

To quantify rat recognition behavior, we built psychometric curves reporting the 

fraction of times a subject classified any tested morph object as being more similar to the 

prototype corresponding to the 100% morph level. To help visualizing the shape of such 

curves, they were fitted (using the least square method) by the following modified error 

function: 

 

where erf is the error function, θ is a vertical bias parameter, λ is a squeeze factor, µ is a 

threshold and σ is a slope parameter. Such a fitting function was used only to help visually 

comparing the psychometric curves obtained in the regular and prime conditions (e.g., 

compare the black to the red/blue lines in Figs. 3, 4 and 6). However, every quantitative 

analysis and statistical test presented in this study was performed over the measured fractions 

of 100% morph responses of the psychometric curves (e.g., the black and colored dots in Figs. 

3, 4 and 6) and not on the fitting error functions. 

To test whether the psychometric curves obtained in regular and prime trials were 

significantly different, we performed two kinds of analysis. At the level of individual rats (i.e., 

data shown in Fig. 3 and 5a, b), to achieve maximal sensitivity, responses obtained for 

different morph levels were pooled and the overall fraction of 100% morph responses was 

computed for both regular and prime trials. Then, a binomial test was run to assess whether the 

overall fraction of 100% morph responses in prime trials was significantly higher (100% 

morph used as a prime) or lower (0% morph used as a prime) than what expected given the 

overall probability of responding “100% morph” in regular trials. Significance of the 

difference between the group average psychometric curves (i.e., data shown in Figs. 4b and 6a, 

b) obtained for regular and prime trials was assessed by running a two-way ANOVA having as 

factors the morph level and the trial type, and testing for a main effect of the latter. Analyses 

were run separately for the 0% and 100% morph primes, i.e., in the ANOVA, the factor 

corresponding to the trial type had two levels: regular vs. either the 0% or the 100% prime. 

! 

F = " + # * (erf ( x $ µ
%

) +1) /2 (S.F1)
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Finally, the significance of the group average variation in the fraction of 100% morph 

responses (i.e., data shown in Figs. 5c and 6c, d) was assessed by a one-tailed unpaired t test. 

Significance levels throughout the article are marked by asterisks (* p < .05; ** p < .01; *** p 

< .001). 

2.2.6 Stimulus Analysis 

To investigate whether rat invariant recognition could be explained by some low-level 

visual properties of the tested objects, we quantified the similarity between the different 

appearances of each object prototype in three different ways. 

 

1. To rule out that the different appearances of a given object prototype could be 

perceived as similar (and distinguished from the appearances of the other prototype) 

simply based on their overall brightness (Minini and Jeffery, 2006), we computed the 

normalized luminosity of the images produced by each appearance of both object 

prototypes (see Fig. 9a, b). This was achieved by computing the ratio between the sum 

of all the pixel intensities of a given object appearance and the sum of all the pixels 

intensities of an isoluminant monitor at full brightness. This metric is a measure of 

what fraction of the maximal luminosity obtainable from the monitor is produced by a 

given object appearance.  

 

2. Similarly to what done in a previous study (Zoccolan et al., 2009), we assessed how 

much image variation was obtained, at the pixel level, by either changing the 

appearance of a given object prototype (e.g., changing its size, position, rotation, etc) 

or, instead, by comparing matching views of the two prototypes (e.g., same size, 

position, azimuth, etc.). This was achieved by computing the following metrics. Given 

a prototype in a particular appearance (e.g., a size-azimuth conjunction), we computed: 

1) the within-prototype image distance, i.e., the average of the pixel-wise Euclidean 

distances between this prototype appearance (image) and all other appearances of the 

same prototype that were used in our priming experiment; and 2) the between-

prototype image distance, i.e., the pixel-wise Euclidean distance between this 

prototype appearance and the matching appearance of the other prototype (i.e., the 

other prototype at the same size and azimuth). Both metrics were computed for every 

object appearances, so to obtain two sets of values that could be compared pair-wise 

using a paired t test (see Fig. 9c, e). 
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3. Similarly to what done in a previous study (Zoccolan et al., 2009), we measured the 

within-prototype and between-prototype image distance (see above) in the 

representational space of a population of simulated V1 simple cells. The V1 simple 

cells were simulated using a bank of Gabor filters with orientations, spatial frequencies 

and receptive field (RF) sizes matching those reported for rat primary visual cortex 

(Girman et al., 1999), and RF centers tiling the visual field. More precisely, we built an 

array of Gabor filters resulting from all possible combinations of: 3 RF sizes (10º, 20º 

and 30º); 12 orientations (evenly spaced around the clock); 2 phases (0 and π); 10 

spatial frequencies, ranging from 1 to 10 cycles per RF size and resulting in a 0.03 – 1 

cycles per degree range. This array of Gabor filters was replicated every 5º in both the 

vertical and horizontal direction over the 60º x 40º span of visual field occupied by our 

image stimuli. The response of a Gabor filter to a given image was computed as the dot 

product of the filter and the image patch with the same visual field location and size. 

To simulate the non-linear response properties of V1 simple cells (i.e., saturation, 

luminance and contrast normalization, and non negative firing rates), both the filter and 

the image patch were normalized to 1 before computing their dot product and negative 

responses were clipped to 0. For each prototype appearance, we computed its 

representation in the space of the simulated V1 population and we obtained the within-

object and the between-object image differences in this space, using the same rationale 

described in point 2 above. This gave two sets of values that could be compared pair-

wise using a paired t test (see Fig. 9d, f). 
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2.3 Results 

The goal of this study was to investigate to what extent different appearances (or 

views) of a visual object are spontaneously perceived by rats as similar, i.e., as instances of the 

same object. This required devising a behavioral paradigm in which rats would report the 

degree of similarity between different views of an object only indirectly (i.e., without being 

explicitly required to do so, and without receiving any feedback about the correctness of their 

judgment). To this aim, we trained two groups of rats in a visual object recognition task that 

consisted of four phases. During the initial phase, each group was trained to discriminate 

between the default views of two object prototypes (shown in Fig. 1a). During the second 

phase, each group was required to categorize a continuum of morph objects resulting from 

blending the two object prototypes (shown in Fig. 1b). During the third (and main) phase, an 

object prototype (either the default or a novel view) was briefly presented as a prime (for 49.5 

ms), immediately before a test morph object (see Fig. 1d). This allowed estimating the 

perceived similarity between the prototype and the morph objects, by measuring whether (and 

how much) the recognition of the morph objects was affected (e.g., biased) by the presentation 

of the prototype/prime. Finally, in the last phase of the experiment, the rats were explicitly 

required to recognize the transformed views of the prototypes that had been used as primes 

during the previous phase. 

2.3.1 Object categorization along continuous shape dimensions 

During the initial experimental phase, 12 Long-Evans rats were divided into two 

groups of 6 (groups A and B in the following) and each group was trained to discriminate a 

pair of visual object prototypes (shown in Fig. 1a). Details about the training/testing apparatus 

and the behavioral task are provided in Material and Methods and Fig. 1c. Rats were trained 

for 4-8 weeks until most of them (4/6 in group A and 3/6 in group 2) achieved >70% correct 

discrimination. These animals entered experimental phase II (see below). Rats who did not 

meet this performance, but nevertheless achieved >50% correct discrimination (1/6 in group A 

and 2/6 in group B), were also admitted to the next experimental phase, in the hope that further 

training could improve their performance. 

The animals admitted to the second experimental phase were trained to categorize a 

continuous shape dimension (or morph-line) that was specific for each group (see Fig. 1b) and 

was obtained by blending in different proportions the two object prototypes that each animal 

had learned to discriminate during phase I (see Material and Methods). Specifically, the 
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animals had to indicate what prototype (i.e., morph-line extreme) was closer (i.e., more 

similar) to the morph object that was presented in any given trial. The rats were gradually 

exposed to morph objects that were increasingly dissimilar from the prototypes using an 

adaptive staircase procedure (see Material and Methods). 

 

Figure 2. Object categorization along continuous shape dimensions. a, The black dots show the psychometric curves (i.e., the fraction of times a morph 

object was classified as being more similar to the 100% morph prototype) that were obtained for two example rats (one for each experimental group) at 

the end of experimental phase II (see main text). The solid lines show the corresponding psychometric functions (i.e., the best fits to the measured 

fractions of 100% morph responses using modified error functions; see Material and Methods). b, Psychometric functions obtained for all the rats of 

both experimental groups that were tested at the end of experimental phase II. Black and gray lines indicate, respectively, rats who did and did not 

achieve >70% correct discrimination on both morph-line extremes. 

 

After about 20 days of training, most rats succeeded at reaching the center of the 

morph-line (i.e., the totally ambiguous 50% morph level resulting from blending the two 

prototypes in equal proportions). Consequently, the staircase training was stopped and the 

animals’ performance was assessed over the course of 2-4 additional sessions by uniformly 

sampling the objects along each morph-line. This yielded the psychometric curves shown in 

Figure 2a (black dots), which report, for two example rats, the fraction of times a morph object 

was classified as being more similar to the prototype corresponding to the 100% morph level. 

These curves were fitted by sigmoid functions (see Materials and Methods) to help visualizing 

their shape along the morph axis (solid lines in Fig. 2a). Most of the rats (4/6 in group A and 
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3/6 in group 2) achieved >70% correct discrimination on both morph-line extremes, with a 

smooth, sigmoid-shaped psychometric function along the morph axis (see black lines in Fig. 

2b). These animals were admitted to the next experimental phase. The remaining rats, who did 

not achieve >70% correct discrimination on both morph-line extremes and had a flat, or 

extremely asymmetric, psychometric function (see gray lines in Fig. 2b) were excluded. 

2.3.2 Priming produced by the default appearances of the object 
prototypes 

Rats admitted to the third (and main) experimental phase were tested in a visual task in 

which, after triggering the stimulus presentation, an animal could be presented with either: i) a 

regular trial, i.e., a blank screen followed by a test morph object (i.e., an object that was 

randomly sampled along the morph-line; see Fig. 1e, first subpanel); or ii) a prime trial, i.e., a 

briefly flashed image acting as a prime, followed by a blank, and then by a test morph object 

(see Fig. 1e, second to last subpanels). In prime trials, rats had to correctly identify the test 

object, and received reward and feedback only for responses given after presentation of the 

test (see Fig. 1d). Responses given to the prime (i.e., before the test was presented) aborted the 

trial, with no feedback ever provided to the animal about the identity of the prime. 

Four different kinds of prime trials were built and randomly interleaved with the 

regular trials (see Fig. 1e and Materials and Methods for details). In this section, we are 

concerned with default prime trials, in which the default appearances of the object prototypes 

(i.e., the morph-line extremes; see Fig. 1a, b) were used as primes (see Fig. 1e, second 

subpanel). As done in the previous section (see Fig. 2), rat responses were quantified by 

building psychometric curves for the fraction of 100% morph responses, i.e., by measuring the 

fraction of times a rat classified any tested morph object as being more similar to the prototype 

corresponding to the 100% morph level. Comparing the psychometric curves obtained for 

regular and default prime trials allowed us to assess whether rats’ classification of the morph 

objects was primed by previous exposure to the default views of the object prototypes.  

Typically, the default views of both object prototypes, when shown as primes, biased 

the animals’ response towards the identity of the prototypes themselves. That is, as shown for 

two example rats in Figure 3a, the psychometric curve shifted/compressed upward when the 

prototype corresponding to the 100% morph level was used as a prime (compare the blue and 

black curves), while it shifted/compressed downward when the prime was the 0% morph 

prototype (compare the red and black curves). Such a bias to classify the morph objects 

according to the identity of the prime was widespread across the morph-line, with a distinctive 
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trend that was preserved across most rats and is likely consistent with a form of response 

priming (see Discussion). Namely, the more dissimilar a morph object was from the prime, the 

larger was the observed priming. For instance, when the prototype corresponding to the 0% 

morph level was used as a prime, the magnitude of the priming was maximal for objects near 

the 100% morph level, and minimal (but typically still larger than zero) for objects near the 

0% morph level (compare the red and black curves in Fig. 3a). Given that the priming was 

observed along the whole morph-line, to quantify in a compact way its magnitude, we 

computed the difference between the psychometric curves obtained in prime and regular trials 

(see the red and blue shaded areas in the right subpanel of Fig. 3a), and then we averaged 

across all morph conditions. The resulting morph-line average variation in the fraction of 

100% morph responses (see red and blue bars in the inset of Fig. 3a) provided a measure of 

how effective a prototype default view was at biasing a rat’s response towards the identity of 

the prototype itself. 

 
 

Figure 3. Priming produced by the default views of the object prototypes. a, Psychometric curves (i.e., fraction of 100% morph responses) obtained for 

two example rats, when no primes were used (black), and when the default views of the 0% (red) and 100% (blue) morph prototypes (shown in the 

red/blue framed insets), were used as primes. Data points (dots) are fitted by modified error functions (lines with corresponding colors). To quantify in 

a compact way the magnitude of priming, the difference between the psychometric curves obtained in regular and prime trials was computed (e.g., see 

red and blue shaded areas in the right panel). Such a difference was divided by the number of morph levels to yield the morph-line average variation in 

the fraction of 100% morph responses shown in the inset (red and blue bars). b, Magnitude of priming (computed as shown in a) produced, for each 

individual rat, by the default views of the 0% (red bars) and 100% (blue bars) morph prototypes. Asterisks indicate whether the overall fraction of 
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100% morph responses was different in prime and regular trials, according to a binomial test (* p < .05; ** p < .01; *** p < .001; see Material and 

Methods for details). The numbers above the bars indicate the identity of the rats that were tested in phase III. Thick-framed bars indicate rats for which 

a significant priming was produced by both object prototypes and, therefore, were included in our group analysis.  

 

As shown in Figure 3b (thick-framed bars), for most rats (2/4 in group A and 3/3 in 

group B, for a total of 5/7 animals), the default views of both object prototypes, when shown 

as primes, strongly and significantly altered the proportion of 100% morph responses in a 

direction that was consistent with the identity of the primes (p < 0.001, binomial test; see 

Materials and Methods). That is, when the prototype corresponding to the 100% morph level 

was used as a prime, the fraction of 100% morph responses increased (thick-framed blue bars), 

while it decreased when the prime was the 0% morph prototype (thick-framed red bars). All 

the group analyses shown in the following sections (e.g., see Fig. 4b and 5) are based on these 

five rats.  

For the two remaining rats in group A (thin-framed bars in Fig. 3b), the priming was 

observed only for the prototype corresponding to the 0% morph level (red bars), while the 

100% morph prototype was either not effective at altering the fraction of 100% morph 

responses (rat 18) or changed it in the same direction as the 0% morph prototype did (rat 15). 

These animals were excluded from further analysis, since the goal of measuring the priming 

produced by the default views of the prototypes was to establish a baseline, against which to 

compare the priming produced by novel prototypes’ appearances (see next Section).  

2.3.3 Priming produced by novel appearances of the object 
prototypes 

Trials in which the default views of the prototypes were used as primes (see Fig. 3) 

served to establish the baseline amount of priming produced by object appearances that the 

rats had been explicitly trained to recognize. Our main goal, however, was to assess whether 

any priming would be produced (and how large) by transformed versions of the prototypes 

(e.g., scaled, translated, in-depth rotated, etc.) that rats had never experienced before and were 

never required to recognize. To this aim, in a large fraction of prime trials, novel 

appearances/views of the prototypes were used as primes (see the transformed prime trials in 

the third subpanel of Fig. 1e). A total of 16 different views were tested over the course of four 

months, roughly one new view per week (see Materials and Methods for details). For instance, 

when 40º elevation-rotated versions of the two prototypes were used as primes (see red/blue 

framed insets in Fig. 4), a strong and significant priming was still observed both at the level of 

single rats (p < 0.001, binomial test; see examples in Fig. 4a) and group averaged 
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psychometric curves (p < 0.001, main effect of prime vs. regular trials in a two-way ANOVA; 

see Fig. 4b). 

 

 
Figure 4. Priming produced by novel views of the object prototypes. a, Psychometric curves (dots) and best fits through the data (lines) for the same 

two example rats shown in Fig. 3a, obtained from control trials (black) and prime trials (blue/red), in which 40º elevation-rotated views of the 

prototypes were used as primes (shown in the insets; same color code as in Fig. 3). b, Group average psychometric curves (dots) of the five rats 

included in the group analysis (error bars are SEM) and best fits through the data (lines) obtained when 40º elevation-rotated views of the prototypes 

were used as primes. Same color code as in a. The insets show the regular (black frame) and prime (red/blue frames) trials from which the 

psychometric curves were obtained. The blue/red prime curves significantly differed from the black control curve according to a two-way ANOVA 

(main effect of prime vs. regular trials; p < .001). 

 

To provide a complete overview of the priming produced by the transformed object 

prototypes, we have reported in Figure 5a and b the morph-line average variation in the 

fraction of 100% morph responses (i.e., same as the red and blue bars in Fig. 3b) for each 

tested prototype appearance and each rat included in the group analysis (i.e., two rats in group 

A and three rats in group B; see previous section and Fig. 3b). Remarkably, for each rat, a 

significant priming was observed for most prototype appearances (p < 0.05, binomial test). 

Moreover, for most transformations, both the 0% and the 100% object prototypes typically 
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succeeded at producing an observable (often significant) priming (i.e., a positive blue and a 

negative red bar were obtained), although, in some cases, with a quite different magnitude. 

Such a different priming magnitude produced by equally transformed prototypes, or by the 

same prototype appearance in different animals (e.g., compare the blue bars obtained for the 

position changes in rat 21 and 22), is not surprising. In fact, the amount of priming is a 

measure of the perceived similarity between the transformed and the default prototype 

appearances (see Discussion), and such a similarity will strongly depend on both the 

shape/structure of the prototypes and the object recognition strategy of each rat (e.g., what 

object features each rat will rely upon to correctly recognize the default prototype views). This 

makes all more remarkable the fact that, in the large majority of cases (112 out of 154 bars in 

Fig. 5a, b), the transformed object prototypes produced a significant priming. This means that, 

in spite of the shape differences among the four tested prototypes and the potentially different 

recognition strategies used by the animals, the transformed and default prototype appearances 

were, in general, robustly and consistently perceived as similar. 

To obtain a group average measure of the priming pattern across the tested 

transformations, and better highlight potential trends in the data, the variation in the fraction of 

100% morph responses obtained for each transformation was averaged across all five rats and 

across both prototype identities (i.e., all the red and blue bars corresponding to a given 

position in the plots of Fig. 5a and b were averaged). Consistently with the priming pattern 

observed at the level the individual rats/prototypes (Fig. 5a, b), a significant priming (p < 0.05,  

one-tailed unpaired t test) was found for almost all tested transformations (see Fig. 5c), often 

with a magnitude comparable to that produced by the prototypes’ default views (compare the 

first bar to the other bars in Fig. 5c). In particular, although the priming magnitude was a 

decreasing function of the transformation amplitude (e.g., the larger was the azimuth rotation, 

the smaller, but still significant, was the observed priming), the prototypes resulted effective at 

biasing rats’ response when undergoing relative extreme in-depth rotations (e.g., +60º and 

+90º azimuth rotations), large size changes (i.e., from 35º to 15º of visual angle) and 

combinations of both transformations (e.g., prototypes scaled down to 25º of visual angle and 

azimuth-rotated of +40º or +60º). This indicates that rats spontaneously perceived such 

transformed versions of the object prototypes as similar to the prototypes’ default views 

(although to a different extent, depending on the transformation amplitude), without the need 

of any explicit training (see Discussion). And this happened in spite of the large variation in 

the prototypes’ appearance that some of such transformations produced, at the level of overall 

luminosity, pixel-wise similarity and Gabor-wise (i.e., simulated V1-wise) similarity (see Fig. 
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9). On the other hand, transformations that involved combinations of position changes (or in-

plane rotation) and size changes produced a smaller priming, in some cases not significant (see 

last three bars in Fig. 5c), indicating that some of these appearances were not consistently 

perceived by the rats as instances of the prototypes.  

 

Figure 5. Magnitude of priming produced by all tested appearances of the object prototypes. a, The bars show the morph-line average variation in the 

fraction of 100% morph responses (i.e., same as in Fig. 3b) for each tested transformation of both object prototypes used for group A (red and blue bars 

refer, respectively, to the 0% and 100% morph prototypes). Data for the two rats of group A included in the group analysis are shown. b, Same as in a, 

but with data referring to the three rats of group B included in the group analysis. In both a and b, the picture above/below each bar shows the 

prototype appearance that produced the priming indicated by the bar. Asterisks indicate whether the overall fraction of 100% morph responses was 

different in prime and regular trials, according to a binomial test (* p < .05; ** p < .01; *** p < .001; see Material and Methods for details). Note that 

for one of the rats in group A (rat 23; see last plot in b) three transformations could not be tested (these are marked by a cross).  c, Group average 

variation in the fraction of 100% morph responses. For each transformation, data were averaged across all five rats and across both prototype identities 

(i.e., each gray bar in c resulted from averaging all the red and blue bars in the corresponding position of the plots shown in a and b). Therefore, each 

bar shows the average of n = 5 x 2 = 10  data points, with the exception of the bars marked with the diamond symbol, in which n = 8 (since no data 

from rat 23 were available for those conditions; see last plot in b). Error bars are SEM. The stars indicate whether the average variation in the fraction 

of 100% morph responses was significantly higher than zero, according to a one-tailed unpaired t test (* p < .05, ** p < .01; *** p < .001). 

 

These findings were confirmed when the priming produced by the default and 

transformed views of the prototypes was measured against control curves obtained from 50% 

prime and mask prime trials (i.e., trials in which either the totally ambiguous object in the 

middle of the morph-line or a noise mask were used as primes; see the forth and fifth 

subpanels of Fig. 1e and Materials and Methods). Again, a robust priming was observed both 

at the level of group average psychometric curves (see Fig. 6a, b) and group average variation 

in the fraction of 100% morph responses (see Fig. 6c, d). More crucially, the priming 

measured against control curves obtained from regular trials and 50% prime or mask prime 
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trials was very similar across the tested prototype appearances (compare bars in Figs. 5c and 

6c, d). 

 

Figure 6. Magnitude of priming measured using different control conditions. The group average psychometric curves obtained when either the default 

views (a) or the 40º elevation-rotated versions (b) of the prototypes were used as primes (in red and blue) are compared to the control curves (in black) 

obtained when the noise mask was used as a prime. The insets show the prime trials from which each curve was obtained. c and d, The bars show the 

group average magnitude of priming produced by all tested prototype appearances (same as done in in Fig. 5c), when the psychometric curves obtained 

from noise mask (c) or 50% morph (d) prime trials were used as control curves. Symbols, asterisks and error bars have the same meaning as in Fig. 5c.  

 

2.3.4 Effect of priming on the reaction time 

It is well known that priming can affect reaction times of behavioral responses beside 

altering recognition performance (Biederman and Cooper, 1991; Biederman and Cooper, 1992; 

Schmidt, 2002; Vorberg et al., 2003). In particular, in the case of response priming, subjects 

are typically slower to respond to a test stimulus when the prime and test stimuli are 

incongruent (i.e., require competing motor actions), compared to the case in which they are 

congruent  (i.e., require the same motor action) (Schmidt, 2002; Vorberg et al., 2003). Such a 

trend was found in our data, when reaction times in congruent prime trials (i.e., trials in which 

the prime and the test belonged to the same half of the morph-line) were compared to reaction 

times in incongruent prime trials (i.e., trials in which the prime and the test belonged to 

opposite halves of the morph-line). As shown in Figure 7a for the case of the default prime 

trials, in spite of a relative large inter-subject variability in the reaction time magnitude, 

reaction times in incongruent trails were systematically higher than in congruent trials, and 

such a difference was highly significant at the group level (p < 0.001, main effect of congruent 
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vs. incongruent trials in a two-way ANOVA). Moreover, the group average reaction time 

computed for control trials in which the noise mask was used as a prime (light gray bar in Fig. 

7b) sat halfway between the average reaction times of congruent and incongruent prime trials 

(white and dark gray bars in Fig. 7b), thus showing a trend that is suggestive of a form of 

response priming (Schmidt, 2002). 

 

Figure 7. Effect of priming on the reaction time. a, Reaction times (RTs) for the rats included in the group analysis. RTs were computed for correct 

trials only, when the default views of the object prototypes were used as primes. Trials were divided into congruent (squares) and incongruent (circles), 

depending on whether the prime and the test belonged to the same or to opposite halves of the morph-line (only morph objects located at the extreme at 

the morph-line, i.e., corresponding to morph levels 0%, 10%, 90% and 100%, were taken into account). Symbols report the trial average RT for each rat 

(error bars are SEM). RTs in incongruent trials were significantly higher than RTs in congruent trials (p < 0.001, main effect of congruent vs. 

incongruent trials in a two-way ANOVA). b, The group average RT computed for congruent, incongruent and control trials in which the noise mask 

was used as a prime. c, The magnitude of priming (i.e., the group average variation in the fraction of 100% morph responses shown in in Fig. 5c), was 

significantly correlated (r = 0.8;  p < 0.001, two-tailed t test) with the RT difference between congruent and incongruent trials. The scatter plot shows 

data referring to all 16 tested appearances of the object prototypes (empty circles highlight data for the default and 40º elevation-rotated prototype 

appearances). 

 

This difference between the reaction times in congruent and incongruent trials was also 

observed for every prototype appearance that was used as a prime in the transformed prime 

trials. Crucially, such a difference was positively and significantly correlated (r = 0.8; p < 

0.001, 2-tailed t test; see Fig. 7c) with the magnitude of priming observed in the recognition 

behavior (i.e., with the group average variation in the fraction of 100% morph responses 

shown in Fig. 5c). This consistency between the patterns of priming observed at the level of 

reaction time and recognition behavior adds robustness to our assessment of the perceived 

similarity between the default and transformed views of the object prototypes. 

2.3.5 Relationship between priming magnitude and recognition 
performance 

In the fourth and last phase of the study, rats’ capability to recognize the transformed 

appearances of the prototypes was explicitly tested. Each prototype appearance that had been 

used as a prime in the priming experiment (see previous Sections) was presented in regular 
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trials and the animals were rewarded for correctly reporting the identity of the prototype (same 

as shown in Figs. 1c and 1e, first subpanel, but with the transformed views of the prototypes 

used as test objects). Only three rats, out the five that had been included in the group analyses 

of the priming effect (see previous Sections), could be tested in this last experimental phase 

(the remaining two had to be euthanized). 

The goal of this experiment was twofold. On the one hand, we wanted to measure the 

relationship between the magnitude of priming produced by the tested prototype appearances 

and the performance of the rats at recognizing them. On the other hand, we wanted to assess 

whether such a relationship was preserved over the course of testing the animals in the 

invariant recognition task, in order to understand whether learning could significantly enhance 

rats’ performance. To this aim, rats’ group average performance at recognizing every 

transformed prototype appearance was measured in consecutive blocks of 10 trials. 

As shown in Figure 8a, when the first 10 trials were considered (early trials in the 

following), rats’ performance varied considerably across the tested prototype appearances, 

ranging from being barely above chance for some transformed prototype views (e.g., see the 

light green and blue curves) to, being 90% correct for some others (e.g., see the red curve). 

More remarkably, a trend could be observed, with the performance increasing as a function of 

the number of trials performed by the animals, especially for those prototype appearances that 

were the hardest to be correctly recognized in early trials (e.g., see the light green and blue 

curves). Visually, the spread of the performance values became much narrower over the course 

of the training (compare the initial and final values of the curves shown in Fig. 8a). As a result, 

rats’ performance in the last block of 10 trials available for each prototype appearance (i.e., 

either the eight or ninth block; late trials in the following) was similarly high across most of 

the tested appearances.  
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Figure 8. Relationship between priming magnitude and recognition performance. a, Group average performance of three rats (out of the five animals 

originally included in the group analysis) at recognizing the prototype appearances that had been used as primes in the priming experiment. The plot 

shows the trend of the performances as a function of the number of trials performed by the animals (performances were computed in consecutive blocks 

of 10 trials). Colors highlight the performances obtained for five example prototype appearances. b, Bars show rats’ group average recognition 

performance obtained in early trials (i.e., the first block of 10 trials; in gray) and late trials (i.e., either the eight or ninth block of 10 trials, depending on 

the tested prototype appearance; in black). The stars indicate whether the performances were significantly above chance according to a one-tailed 

unpaired t test (* p < .05, ** p < .01; *** p < .001). c, Relationship between rats’ recognition performance and priming magnitude (i.e., the group 

average variation in the fraction of 100% morph responses shown in Fig. 5c, but including only the three rats that entered in the calculation of the 

group average performances) in early (gray circles) and late (black circles) trials (data refer to all 16 tested appearances of the object prototypes). In 

cases in which a black and gray circle overlapped, they were slightly displaced to make both of them visible. Performance and priming magnitude were 

significantly correlated in early trials (r = 0.58; p = 0.02, 2-tailed t test) but not in late trials (r = -0.05; p = 0.86, 2-tailed t test). 

 

A more quantitative comparison between performances observed in early and late trials 

is provided in Fig. 8b. In early trials, most group average performances (see gray bars) were 

around 70% correct, although many did not reach significance according to a one-tailed t test 

with significance level set to .05. However, it should be considered that only three rats 

contributed to the group averages, thus reducing the statistical power to detect significance 

(e.g., p values corresponding to the first four gray bars in Fig. 8b were borderline with the 

significance level, ranging between .059 and .091). Other prototype appearances (typically 

those that were among the least effective at inducing priming; compare with Fig. 5c) were 

recognized with lower performances (close to 60% or lower), while still other appearances 

(typically those that were among the most effective at inducing priming; compare with Fig. 5c) 
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were recognized with a performance that was around 80-90% correct and was typically 

significantly higher than chance. In late trials, such a variability of the performance values 

across the tested prototype appearances was not observed, since almost all performances (see 

black bars in Fig. 8b) were close to 90% correct and significantly above chance, with no 

obvious relationship with the effectiveness of the prototype appearances at inducing priming. 

Overall, performances in late and early trials were significantly different according to a two-

way ANOVA having as factors the transformation type and the trial type (p < 0.001, main 

effect of early vs. late trials).  

Finally, recognition performance and priming magnitude were directly compared by 

measuring their correlation, when performance was computed in early vs. late trials. Rats’ 

group average performance in early trials was positively and significantly correlated (r = 0.58; 

p = 0.02, two-tailed t test; see gray circles in Fig. 8c) with the magnitude of priming observed 

in the previous experimental phase (i.e., with the group average variation in the fraction of 

100% morph responses shown in Fig. 5c, but taking into account only the three rats that 

contributed to the group average performances), while no correlation was found when 

performance in late trials was considered (r = -0.05; p = 0.86, two-tailed t test; see black 

circles in Fig. 8c). 

Overall, these results indicates that rats, when faced with the challenge of recognizing 

previously unseen appearances of the prototypes, initially relied on the spontaneously 

perceived similarity between such appearances and the default ones they had originally 

learned (hence, the correlation between recognition performance and priming magnitude in 

early trials). This enabled the animals to recognize most of the novel appearances, although 

with a performance that was significantly lower of what they achieved in late trials (after a 

considerable amount of training in the invariant recognition task), thus showing a significant 

impact of learning at enhancing rats’ transformation-tolerant recognition (see Discussion for a 

deeper analysis of the implications of this finding). 

 

2.3.6 Quantification of the similarity among the prototype 
appearances in terms of low-level visual properties 

The priming produced by the transformed views of an object prototype (see Figs. 4-7) 

indicates that rats spontaneously perceived such views as similar to each other and to the 

previously learned prototype default view. To investigate whether this finding could be 
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accounted by some low-level visual properties of our stimulus set, we quantified the similarity 

between the tested views/appearances of each object prototype using different metrics. 

First, to rule out that the different appearances of a given prototype could be perceived 

as similar (and distinguished from the appearances of the other prototype) simply based on 

their overall brightness (Minini and Jeffery, 2006), we computed the normalized luminosity of 

the images produced by each view of both object prototypes (see Materials and Methods). As 

shown in Figure 9a, b, although the luminosity of the default views in a prototypes’ pair is 

different (especially for group A; see first two bars in Fig. 9a), such a difference, in general, 

cannot explain the priming produced by the transformed views of the prototypes. In fact, in 

most cases, a given transformation of the prototypes (e.g., a given rotation or size change) 

generates appearances that, for both prototypes, are less bright than the least bright of their 

default views (i.e., cases in which both the dark and light gray bars in a pair are below the 

dotted line in Fig. 9a, b). Therefore, if rats judged object similarity simply based on their 

brightness, such appearances would both be perceived as similar to the same default prototype 

view (the least bright) and would alter rats’ reaction time and recognition behavior in the same 

direction (e.g., red and blue bars in Fig. 5a, b would consistently go in the same direction, 

which is, obviously, not the case). In addition, in the case of group B, the difference between 

the brightness of the prototypes is very small, and the identity of the brightest prototype in a 

pair is not preserved across the tested transformations. Overall, this rules out that rats could 

simply perceive the transformed views of the prototypes as similar to the default views, based 

on such a low-level visual property as overall image luminance. 

 

 
Figure 9. Quantification of the image-level similarity between the prototype appearances in our stimulus sets. a and b, Normalized luminosity of the 

images (see Materials and Methods for details) produced by all tested appearances/views of the two object prototypes in both stimulus sets (dark and 
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light gray bars refer, respectively, to the prototypes with corresponding colored frame shown in the insets). The horizontal dashed lines indicate the 

luminosity of the least bright of the default views in each prototype pair. c and e, Average within- and between-prototype pixel-level differences for the 

prototype appearances of each stimulus set (see Materials and Methods for details). d and f, Average within- and between-prototype image differences 

computed over the responses of a population of simulated V1 simple cells (i.e., Gabor filters) to our sets of prototype appearances (see Materials and 

Methods for details). Error bars are SEM. The p values report the significance of the difference between each pair of distances according to a two-tailed 

paired t test. The left and right halves of the figure (separated by the vertical dotted line) refer to the stimulus sets used, respectively, for rat’s 

experimental groups A and B. 
 

Next, we checked if the observed priming could be explained by the similarity among 

the tested prototype appearances at the level of pixel or Gabor filter representations 

(simulating, respectively, neuronal representations in rat retina and primary visual cortex – 

V1). To this aim, we measured the average pixel-wise distance between different appearances 

of each prototype (i.e., the within-prototype distance shown in Fig. 9c, e) and we compared it 

to the average pixel-wise distance between matching appearances (e.g., same size, position, 

azimuth, etc.) of the two prototypes (i.e., the between-prototype distance shown in Fig. 9c, e). 

Similarly, we computed the within- and between-prototype image distances over the outputs of 

a bank of Gabor filters (spanning the typical spatial frequency and orientation sensitivity 

ranges found in rat V1) that were applied to the prototype appearances (see Fig. 9d, f). Details 

about the computations of these metrics are provided in Materials and Methods. As shown in 

Figure 9c-f, for both stimulus sets, in both the pixel and V1-like representations, the average 

image variation produced by changing the appearance of a given object prototype (within-

prototype distance) was significantly larger (two-tailed paired t test) than the average image 

distance between matching views the two prototypes (between-prototype distance). This 

shows that the similarity among the different appearances of a given prototype (as observed at 

the level of priming produced by such appearances) cannot easily be accounted by their 

similarity in a simulated retina-like or V1-like neuronal representation. Rather, it is consistent 

with the existence of more transformation-tolerant object representations that are typical of 

higher-level cortical visual areas. 

 

2.4 Discussion 

This study investigated whether rat recognition of visual objects is tolerant with respect 

to the changes in object appearance produced by variation in object size, position, viewpoint, 

in-plane rotation and their combination. By exploiting a priming paradigm, we measured to 

what extent novel appearances of two object prototypes (produced by the above-mentioned 

transformations) were spontaneously perceived by rats as similar to the prototypes’ default 

views that the animals had previously learned. Our results show that most of the tested 
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prototype appearances, when shown as primes, significantly altered rat recognition at the level 

of both performance (see Figs. 4-6) and reaction time  (see Fig. 7). This means that, in most 

cases, rats perceived the transformed and default prototype appearances as similar. This 

finding cannot simply be explained by some low-level visual properties of our stimulus sets. In 

fact, the tested prototype appearances were quite dissimilar in terms of their low-level visual 

features (see Fig. 9). Therefore, rats did not trivially perceive the various views of a prototype 

as similar (or even identical) because of the lack of variation in the retinal images they 

produced. Rather, it is reasonable to assume that the different views of a prototype appeared to 

rats quite different in terms of their lower-level visual properties, but, critically, quite similar 

(as revealed by the observed priming) in terms of their higher-order, object-defining features 

(upon which rats spontaneously relied in the object discrimination task they performed). 

Overall, this strongly suggests that, along the hierarchy of rat visual areas (Espinoza and 

Thomas, 1983; Coogan and Burkhalter, 1993), a processing stage exists, in which different 

appearances of a visual object are represented by largely overlapping neuronal populations 

(see below), thus providing a robust substrate for transformation-tolerant object recognition.  

 

2.4.1 Validity and implications of our findings 

Psychophysics protocols relying on priming or adaptation aftereffects are powerful 

approaches that have been extensively used to investigate the nature of visual processing in the 

human brain (Wiggs and Martin, 1998; Clifford and Rhodes, 2005), including the neuronal 

substrates of invariant object recognition (Biederman and Cooper, 1991; Biederman and 

Cooper, 1992; Suzuki and Cavanagh, 1998; Bar and Biederman, 1998, 1999; Leopold et al., 

2001; Afraz and Cavanagh, 2008; Kravitz et al., 2008; Afraz and Cavanagh, 2009; Kravitz et 

al., 2010). This is because, by measuring the effectiveness of a prime (or adapter) at altering 

the recognition of a test stimulus, it is possible to infer if (and to what extent) the 

prime/adapter and the test are spontaneously perceived as similar. This, in turn, provides a 

measure of the overlapping between the neuronal representations of the prime/adapter and the 

test. Therefore, priming and adaptation aftereffect studies can disentangle the component of 

transformation-tolerant recognition that relies on spontaneously perceiving as similar different 

appearances of an object from the contribution of explicitly learning the associative relations 

among such object appearances. Mechanistically, this provides useful insight into the 

capability of visual object representations to support generalization of recognition to fully 
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novel, never-experienced-before object appearances, which is the major computational feat 

that any biological or artificial recognition system has to face (Ullman and Soloviev, 1999; 

Riesenhuber and Poggio, 2000; Ullman, 2000). As an example, two recent studies (Afraz and 

Cavanagh, 2008; Kravitz et al., 2010) have exploited adaptation and aftereffect paradigms to 

show that translation tolerance of face and object representations in human visual cortex is 

way more limited than commonly assumed. 

In spite of their widespread use in human vision studies (see above) and in both 

behavioral and electrophysiological studies of monkey vision (Li et al., 1993; Kohn and 

Movshon, 2004; Sawamura et al., 2006; Leopold et al., 2006; McMahon and Olson, 2007; 

Verhoef et al., 2008; Liu et al., 2009; Müller et al., 2009; Kaliukhovich and Vogels, 2011), 

priming and adaptation aftereffect paradigms have rarely been used to study visual behavior of 

other species. This is unfortunate, because it is especially challenging, in animals, to dissociate 

the spontaneous generalization of recognition to previously unseen object appearances from 

the effect of learning such appearances over the course of probing recognition performance. To 

our knowledge, the present study is the first to overcome this issue by testing in a visual 

priming paradigm a rodent species. As such, our manuscript provides the most complete and 

robust evidence, to date, of spontaneous generalization of recognition to novel object 

appearances in a non-primate species. The implication of this finding is that the rat visual 

system must contain general-purpose banks of feature detectors that are tolerant to a wide 

range of image-level variations and automatically support transformation-tolerant object 

recognition along several transformation axes, without the need of explicitly learning the 

associative relations among all object appearances. However, this does not imply that, in 

general, visual associative learning mechanisms do not contribute to rat transformation-

tolerant recognition.  

As a matter of fact, our results, while showing that a significant priming (i.e., a bias in 

rat recognition) was produced by most of the transformed prototype views we tested, also 

show a strong modulation of the priming magnitude as a function of the magnitude of the 

tested transformations (see Fig. 5c). Namely, the largest is the variation in object appearance 

along a given transformation axis, the smaller is the observed priming (e.g., compare the 

priming produced by increasing azimuth or size changes in Fig. 5c). Moreover, while 

relatively large viewpoint and size variations appear to be well tolerated by the rat visual 

system, tolerance to position changes is more limited, in agreement with some recent human 

studies (Afraz and Cavanagh, 2008; Kravitz et al., 2008; Afraz and Cavanagh, 2009; Kravitz et 

al., 2010).  
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In summary, the rat visual system, while spontaneously achieving an impressive 

amount of tolerance along a variety of transformation axes, is far from attaining complete 

invariance. On the other hand, when rats were explicitly required to recognize the transformed 

appearances of the prototypes, their performance increased significantly as a function of the 

number of performed trials (see Fig. 8a, b). Moreover, in early trials, rats’ performance over 

the tested prototype appearances was positively and significantly correlated with the 

magnitude of priming that such appearances produced during the priming experiment (see Fig. 

8c). This indicates that, in early trials, rat performance was mainly accounted by the degree of 

spontaneously perceived similarity between the novel and the default prototype appearances, 

while, during the course of training, a fuller tolerance was gradually achieved by explicitly 

learning the associative relations among the different appearances of each prototype 

(Miyashita, 1993). This suggests that also for rats, as proposed for primates (Logothetis et al., 

1994; Bülthoff et al., 1995; Tarr and Bülthoff, 1998; Lawson, 1999; Afraz and Cavanagh, 

2008; Kravitz et al., 2008, 2010) and successfully implemented in many leading artificial 

vision systems (Poggio and Edelman, 1990; Riesenhuber and Poggio, 1999; Ullman and 

Soloviev, 1999; Ullman, 2007), transformation-tolerant recognition is achieved by combining 

the limited (but automatic) tolerance granted by banks of partially-tolerant feature detectors 

with the fuller tolerance obtained by interpolating between stored representations of multiple, 

independently learned, object views.  

Finally, it is worth emphasizing that the strength of our conclusions does not depend on 

knowing what neuronal/cognitive processes underlie the observed priming. The variation in 

the fraction of 100% morph responses produced by the prime objects in our experiments (see 

Figs. 4-6) could alternatively be a form of perceptual priming (Wiggs and Martin, 1998) [in 

which the neuronal representation of a test morph object is affected by previous exposure to 

the prime through neuronal firing adaptation or repetition suppression mechanisms (Sawamura 

et al., 2006; McMahon and Olson, 2007; Kaliukhovich and Vogels, 2011)] or, more likely, a 

form of response priming (Schmidt, 2002; Vorberg et al., 2003) (in which the behavioral/motor 

response implicitly associated to the prime competes with the response associated to the test 

morph object in executive brain areas). In either case, no priming could have taken place if the 

transformed views of the object prototypes were not perceived as similar to the default views 

learned by the animals, i.e., if the neuronal representations of the transformed views would not 

automatically (i.e., without the need of training/learning) and largely overlap with the 

representations of the default views. 

Overall, our study provides robust evidence of transformation-tolerant object 
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recognition in rats, while, at the same time, probing its limitations and assessing its 

enhancement through learning. The agreement between our findings and those of several 

primate studies is striking: rats and primates appear similarly good at spontaneously tolerating 

viewpoint variations [at least when required to discriminate objects that are not too similar 

(Logothetis et al., 1994; Yamashita et al., 2010)] and similarly limited in their spontaneous 

tolerance to position changes (Afraz and Cavanagh, 2008; Kravitz et al., 2008, 2010), with 

both species showing a similar enhancement of recognition when explicitly trained with 

multiples views of the target objects (Logothetis et al., 1994). Given the powerful array of 

experimental approaches available in rats [e.g., two-photon imaging (Sawinski et al., 2009) 

and patch-clamp recordings (Lee et al., 2006) in freely moving animals], our findings suggest 

that the rat can become a valuable model system (possibly complementary to the non-human 

primate) in the invasive investigation of the neuronal mechanisms underlying transformation-

tolerant recognition. 
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Neuronal Substrait of Invariant Obejct Recognition in Rats 
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3.1 Introduction   
The behavioral study reported in chapter 2 shows the ability of the rat visual system to 

support invariant object recognition and argue for the existence of neuronal substrates 

underlying formation of transformation-tolerant object representations in rats.  

The great majority of what we know about visual object recognition comes from 

studies performed on humans and monkeys. Many studies in these species have shown that the 

main neural circuitry supporting invariant object recognition resides in the ventral pathway, 

starting from V1 and culminating to Inferior temporal cortex (IT), the last purely visual area of 

the primate brain.  Although it is not fully clear yet how the primate brain solves invariant 

object recognition, empirical and computational evidence suggests that such a solution is 

implemented through a gradual increase in both selectivity and tolerance along consecutive 

processing stages (i.e., visual areas) of the ventral pathway.  

Despite the impressive accumulation of knowledge about the neural basis of high-level 

vision from studies in primates, these studies have not been able to benefit much from the 

methodological advantages that rodent research allows in terms of understanding the structure 

and function of neuronal circuits at the level of cell types and genes. If rodents showed at least 

a rudimentary version of primate high-level vision, the understanding of the functional, 

cellular and molecular underpinnings of higher visual functions could advance significantly.   

At the neural level, it has been shown that rodents have the potential neural substrates 

to support high-level vision, since many different extrastriate visual areas beyond V1 have 

been mapped and studied (especially in the mouse) and it has been shown that they differ 

fromV1 in terms of many functional properties (Anderman et al 2012, Marshal et al 2012).  

Up to now, studies characterizing response properties in extrastriate areas has been 

limited to testing simple moving grating stimuli and describing the neuronal response 

properties in terms of tuning for spatial and temporal frequency, orientation, motion direction, 

etc (Anderman et al 2012, Neill Stryker 2008). Authors investigating high level-vision in 

primates rarely use such a kind of stimuli to understand how neurons represent and code shape 

information, since these stimuli would not reveal, for instance, if a neuronal representation can 

support invariant object recognition. Motivated by the research in high-level visual areas of 

the monkey brain, we aimed at understanding the neuronal mechanisms that support invariant 

object recognition in rats. Since in rats and mice, there has been evidence that areas V1, 

lateromedial (LM), latero-intermediate (LI), and laterolateral (LL) are candidates stages of a 

putative rodent ventral pathway (Anderman et al 2012, Marshal et al 2012, Espinoza and 

Thomas, 1983; Montero, 1993; Olavarria and Montero, 1984; Thomas and Espinoza, 1987), 
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we targeted these areas. Moreover, we recorded from area anteriolateral (AL), which has been 

suggested as a possible gateway to the rodent dorsal pathway (Wang et al 2011). Motivated by 

studies in monkeys, we aimed to directly examine whether and how object selectivity and 

tolerance to image variation change along these areas. Our results show that, similar to the 

ventral pathway of the monkey, the visual representation is reformatted in each stage of the 

rat’s visual system. In particular, we document an increase in selectivity for the shapes, 

decrease in selectivity for luminance and an increase in tolerance to identity preserving 

transformation across the succession of areas V1àLMàLIàLL. From these results we 

conclude that this areas form a functional homologue of the primate ventral pathway and we 

speculate that studying this pathway may reveal key core computation underlying the 

formation of neuronal representations that subserve objet recognition and higher-level vision



 

      

 
3.2 Materials and methods 
3.2.1 Animal preparation and surgical procedures 

All animal procedures were conducted in accordance with the National Institutes of 

Health, international and institutional standards for the care and use of animals in research, 

and after consulting with a veterinarian. 

Naïve Long-Evans male rats (from Charles River Laboratories or in-house born rats) 

were used for extracellular recordings in different visual cortical areas, namely V1, LM 

(lateroMedial), LI (LateroIntermediate) and LL(LateroLateral). All the recordings were 

performed after the complete development of rat's visual system, starting from age P60 

(Berardi et al., 2000). Animals’ weight ranged from 300 to 700 grams. 

Rats were anesthetized with an intraperitoneal injection of a 0,3 g/kg of Fentanil 

(Fentanest®, Pfizer, 0,1 mg/2 ml) and 0,3 g/kg Medetomidin (Domitor®, Orion Pharma, 1 

mg/ml) solution. The level of anesthesia was monitored by checking the absence of tail, ear 

and paw reflex. As soon as the paw reflex started to show up again, the maintenance 

anesthesia was turned on (0,1 g/kg/h Fentalil and 0,1 g/kg/h Medetomidin solution).  

Body temperature was maintained at 37°C with a thermostatically controlled heating 

pad to avoid anesthesia-induced hypothermia. Heart rate and oxygen level were monitored 

through a pulse oximeter, and a constant flow of oxygen was delivered to the rat in order to 

avoid hypoxia and the consequent brain damage (respiratory depression is one of Fentanil's 

main side effects). 

After the first shot of anesthesia injection, rats were positioned on the stereotax 

apparatus to measure the exact location of the craniotomy and the penetration site. During 

surgical procedures, the rat's eyes were protected from direct light and kept in wet conditions 

using ophthalmic solution Epigel (Ceva Vetem). 

Recordings were always conducted on the left hemisphere, and the coordinates of 

craniotomy and penetration changed session by session considering the configuration and size 

of the electrode and the subdivision of visual areas found in Paxinos and Watson (2007, 7th 

edition), and were planned using an open source SVG graphics editor (Inkscape). 

Recordings were performed with different configurations of 32 channels silicon probes 

(NeuroNexus Technologies, Ann Arbor, MI, USA): we could choose among various 

configurations, depending on the number of shanks, shanks spacing, shanks length and 

channels spacing (Fig.1).  
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Figure 1. Scheme illustrating the variables based on which we chose  the electrode we preferred to use session by session. The number of shanks could 

be 1or 8 corresponding respectively to 32 or 4 channels per shank. Furthermore, we could choose among different shank and channels spacing. 

 

The probe we used depended on the aim of the specific recording session: in order to span 
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different zones of the same area (V1 for example) we used an 8 shanked electrode (4 

channels/shank), whereas we opted for a single shank electrode when we needed to record 

from different areas at the same time and to ease the detection of receptive fields reversal 

(useful to distinguish between adjacent areas). 

Given the numerous of different surgeries we performed, two different surgeries and 

their specifications are shown as an example. (Fig. 2). 

 

 

 

Figure 2. Two examples of how a surgical session was planned. Bregma corresponds to the target coronal section. Red line represents the electrode, 

yellow and green small squares represent the channel distances in scale. ML: medio-lateral position of electrode penetration. AP: antero-posterior 

position of electrode penetration (corresponding to bregma). Adapted from Paxinos and Watson, 2007. 

 

Once the necessary measurements were took through the stereotax, the craniotomy was 

performed and the dura mater was removed from the exposed brain. If a multi-shank electrode 
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was used, we put a minimal quantity of glue in the periphery of the craniotomy in order to 

stick together skull and brain, avoiding the dimpling due to the electrode penetration. After 

this point, the brain was always kept humid by adding when necessary a small amount of 

saline solution (NaCl 0,9%) on the craniotomy. 

In order to place the horizontal plane of the rat right eye at the center of the medial 

horizontal axis of the monitor distanced at 30 cm, the rat was placed on a 21 cm-high base. 

The left eye was covered with black tape and the right eye (contralateral to the hemisphere 

from which we recorded) was immobilized using an eye-ring anchored to the stereotaxic 

apparatus. The elevation of the pupil was then adjusted around 0° on the vertical meridian and 

rotated to 60° azimuth. The stereotax apparatus was at this point rotated 45° toward the left, 

causing the pupil to point 0° on the vertical meridian and 15° azimuth, leading the center of 

the right eye binocular visual field to be aligned with the center of the monitor (Fig. 3).  

 

 
Figure 3. Left: picture of rat and setup ready for the recording session. The stereotaxic apparatus is located on the 21 cm-high basement, and positioned 

so that the right eye is 30 cm far from the monitor on which the stimuli are presented. Here, the rat still needs to be rotated to 15° azimuth. Right: the 

left eye is blinded with insulating tape to prevent it from seeing. The right eye is fixed by means of an eyering to the stereotaxic apparatus. The green 

electrode is inserted in the brain, linked to the ground (red cable). 

 

Before penetration, electrodes were coated with Vybrant® DiI cell-labeling solution 

(Invitrogen, Oregon, USA), a lipophilic membrane stain that diffuses laterally to stain the 

cells, weakly fluorescent until incorporated into membranes. This orange-red fluorescent dye 

is often used as a long-term tracer for neurons and other cells, and allowed reconstruction of 

the recording site using histological techniques after the recording session was over.  

After connecting the ground to the skin, the electrode was manually moved into the 

cortical tissue according to the preset coordinates and then slowly moved (using a 

micromanipulator) until we reached the depth necessary to record the first block of data. After 

each recording block we wetted and cleaned the eye, and the electrode was penetrated further 

inside the brain to record from a different set of neurons or a different area in the next block. 
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At the end of the experiment, animals were transcardially perfused with phosphate-

buffered saline (PBS) 0,1 M followed by 4% paraformaldehyde. The brain was then removed 

from the skull and kept in 4% paraformaldehyde for 24 h at 4°C, followed by immersion in 

cryoprotective solution (15% w/v sucrose in PBS 0,1 M, then 30%  w/v sucrose in PBS 0,1 M) 

for at least 48 h each at 4 °C. 

Finally, the brain was sectioned in 20 or 25 µm thick coronal slices in a microtome 

(Leica SM2000R, Nussloch, Germany). The slices were photographed visualizing both the DiI 

fluorescence left from the electrode and the bright field image, with a digital camera adapted 

to a Leica microscope (Leica DM6000B-CTR6000 DiI filter, Nussloch, Germany). 

The sections which presented the electrode fluorescent track were Nissl stained and the the 

electrode position during the experiment was then reconstructed histologically. 

 

3.2.2 Histology 
The aim of the histology was to get the precise position of the electrode array in the 

brain throughout the experimental session. Given to brain dimpling during the penetration and 

to experimental errors, the exact coordinates are indeed not precise until they're obtained from 

histological measures. Two example histologies are shown: one for a session performed in V1 

with an 8 shanks electrode (Fig. 4, top), and another one exemplifying the recordings carried 

out across different areas, using electrodes with one shank (Fig. 4, bottom). 
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Figure 4. Histological 

tracking of the 

electrode in visual 

cortex tissue, coming 

from two different 

experimental sessions. 

On the left, the image 

of the red fluorescent 

track left by the dye DiI 

along the electrode 

passage (dark box) is 

superimposed on the 

picture of the Nissl-

stained slice. On the 

right, the corresponding 

coronal section from 

Rat Brain Atlas 

(Paxinos and Watson, 

2007.) and the 

reconstruction of the 

penetration depths in 

the different blocks of 

the session deducted 

from the histology 

images on the left. On 

the extreme right: on 

the top is depicted the 

scheme of the electrode 

used, on the bottom the 

depth of the 

penetrations in each 

block with the 

corresponding 

measures. 

 

 

 

The track left by the fluorescent dye in the cerebral tissue made it possible to have a 

precise measure of the maximum depth reached by the electrode during the whole session 

(corresponding to the last recorded block). The depths at which previous blocks were recorded 

were then reconstructed on the basis of the penetration steps performed during the 

experimental session. 
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3.2.3 Visual stimuli and recordings 
Each recording session lasted on average for 8 hours, and was divided in multiple 

blocks of 2 hours and 15 minutes.  

Stimuli were displayed on a 47 inch LCD monitor (SHARP PN-E471R, 1920X1080 

pixel resolution; 60 Hz refresh rate; 9 ms response time; 700 cd/m2 maximal brightness; 

1.200:1 contrast ratio), positioned at a distance of 30 cm from the right eye, spanning a visual 

field of 120° azimuth and 90° elevation. 

Data were acquired using a Tucker-Davies Technologies (TDT) recording system, 

which allowed real-time monitoring of brain activity in each of the 32 channels of the probe. 

Rats were exposed to passive viewing of a battery of objects against a black background, 

subdivided in the following three categories: 1) visual objects (to test the object processing 

properties of each neuron); 2) moving bars (to map each neuron receptive field); and 3) 

gratings (to map basic neuronal tuning properties). These stimulus conditions are described in 

details below 

 

Visual objects 

10 3D artificial object models were used: 6 synthetic 3D models of real-world objects 

(downloaded from TurboSquid and 3DArchive, converted to the POV Ray format - 

http://www.povray.org/; see Fig. 5A) and 4 3D models of artificial objects (built using 

POVray; same as those used in the behavioral study presented in the previous chapter ; see 

Fig. 5B).  

 

A) 

B) 
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Figure 5 Default views of the 10 3D objects used in our experimental paradigm. A) The first 6 images represent common objects (two animals, two 

human body parts, 2 artificial objects) . B) The last 4 images are prototypes generating uning the software POV-Ray, representing lobed figures. 

 

All the objects were presented at a specific view, defined as the default view (i.e., size 

35º, position +-15 from the monitor center and the combination of contrast, in-plane rotation 

and in-depth azimuth rotation shown in Fig. 6 ), plus transformed views (rendered using 

POVray and Matlab). The transformations applied to the objects were changes in position, 

size, orientation in the plane of the screen (in-plane), in-depth orientation along their vertical 

axes (azimuth) and contrast (Fig. 6). The complete list of object transformation is shown in 

table 1. 
 

Figure 6. Example of the possible transformations for one of the 10 objects (position, size, in-plane rotation, azimuth rotation, contrast) . The numbers 

correspond to Table 1.   

 

The size, contrast, in-plane rotations ad in-depth azimuth rotations were shown in two 

main positions (-15° and 15°; see the centers of the circles in Fig. 7). The position 

transformation axis spanned 55° of the monitor, with each object shifted from -22.5° to 30° 

along the horizontal axis in steps of 7.5º, for a total of 8 positions (see white crosses in Fig. 7). 

Figure 7 summarizes of the set of tested positions and sizes used for each object. 

 



  
 

 60 

Figure 7, positions and sizes which objects were presented. Each x shows a position that the center of the mass of objects was presented. Circles show 

the size of the objects in minimum (15°), default(35°) and maximum(55°) . other sizes (25° and 45°) are not shown in this figure. Face is an example 

stimulus shown in one of the default positions (15°). X and Y axis labels are distances in degrees from the center of the monitor. 

 

Moving bars 

Moving bars, generated using MWorks (http://mworks-project.org/), were displayed at 66 

different positions on the monitor in 4 different orientations (6 rows spanning vertically from -

20° to +30°, by 11 columns spanning orizontally from -50° to +50°). The bars subtended 

10°*8° of visual angle and were used to map the receptive fields. 

 

Gratings  

To test the basic tuning properties of the neurons, we presented static gratings in 6 different 

orientations, 3 spatial frequencies (0.02 cpd, 0.08 cpd, 0.6cpd), and three different phases. 

 

Table 1 

OBJECTS POSITION SIZE INPLANE AZIMUTH LUMIN 

1-10 -22.5, -15, -

7.5 -0, 7.5, 15, 

22.5, 30, 

35    

1-10 -15 15, 25, 35, 

45, 55 

   

1-10 -15 35 -40, -20, 20, 

40 

  

1-10 -15 35  -60, -40, 0,  

40, 60 

 

1-10 15 15, 25, 35, 

45, 55 

   

1-10 15 35 -40, -20, 20, 

40 

  

1-10 15 35  -60, -40, 0, 

40, 60 

 

-1, -2 0 35    

1-10 -15, 15 35   0.125, 0.25, 

0.5, 1 
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Since the visual stimulation produced by a flat monitor is not realistic (in terms of size and not 

perceived distortions), the stimuli were presented with a tangent screen approximation (i.e., 

they were shown as if they were painted on flat, planar surfaces tangent to a sphere with radius 

equal to the distance of the eye from the position on the monitor in front of the eye itself – 30 

cm) 

During each recording block, rats were presented with randomly interleaved trials from 

the three stimulus categories describes above. Each stimulus was displayed for 250 ms and 

followed by a 250 ms long blank intertimulus interval (Fig. 8). 

 
Figure 8. Visual stimuli were presented 

in rapid sequence (250 ms ON and 250 

ms OFF) with all object conditions 

randomly interleaved. 
 

In a complete block, all the object conditions reached 30 presentations, while about 10 trials 

were collected for the bars and gratings conditions. 

 

3.3 Data Analysis 
3.3.1 Spike Sorting 

During our experimental sessions we recorded the electrophysiological activity of the 

brain through extracellular recordings, capturing action potentials of neurons nearby each of 

the 32 recording sites of the Neuronexus probe. The raw data consists in the extracellular 

potential measured in the surrounding of the recording sites. Extracellular voltage is 

influenced by many neurons, therefore one single channel could be recording the activity of 

more than one cell at the same time. Understanding which action potential belongs to which 

neuron is fundamental to define the physiology (e.g. tuning properties) of an area, which could 

be composed by different subpopulations of cells. The process of assigning every recorded 

action potential to a specific neuron is called spike sorting and it is based on the shape of the 

spikes, which in turn depends on the firing cell's dendritic tree morphology, on the distance 

and orientation relative to the recording site and other factors. In other words, spike sorting 

groups the detected spikes into different sets, based upon their similarity. The resulting clusters 

of spikes are then assigned to the activity of different putative neurons. 

Extracellura signals were sampled at 25 kHz and, for single-unit recordings, were 

filtered from 0.3 to 5 kHz. We used the Wave clus (Quiroga et al., 2004) toolbox to sort the 

spikes. This software takes a selection of wavelet coefficients to define the clusters of different 

spikes and a superparamagnetic clustering to group the activity of the recorded neurons in the 
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feature space. Post-hoc manual clustering was applied in order to find new clusters and check 

the quality of the automatic spike-sorting algorithm. 

 

3.3.2 Receptive fields size and position 
Receptive field size for each neuron was calculated from its firing rate in response to 

drifting bars, in four different orientations at 66 different positions on the screen (see above). 

The response to each orientation was measured at each each position on the screen and binned 

at 25 ms. It was then used to build firing rate tuning curves as a function of bar position. The 

responses across different orientations were averaged and the 2 dimensional response profile 

was fitted with a two-dimensional Gaussian (with independent x and y axis). The RF size was 

calculated as the full width at the half maximum of the fitted Gaussian function. The position 

of the RF was defined as the center of the fitting.  

 

3.3.3 Latency (onset) of the responses 
For each neuron, responses to each stimulus condition were computed over the same spike 

count time window. That window was chosen for each neuron using the following algorithm. 

Given a neuron, we first computed the average firing rate for all of the presented stimuli. Then we 

computed its average firing rate profiles FRobj(t) across multiple presentations of the first 10 

objects that  elicited the maximal response of  the neuron in overlapping time bins of 25 ms shifted 

in time steps of 1 ms. By averaging across these object conditions, we also computed the 

background rate FRbk of the neuron (spikes were counted between -50 and 0 ms after stimulus 

onset). Then, by subtracting this stimulus-averaged background from the stimulus-averaged firing 

rate profile, we obtained a stimulus-averaged driven rate profile FRdriven(t) = 〈FRobj(t)〉obj - FRbk. 

Finally, we identified the samples for which FRdriven(t) was at least 20% of its peak value. The 

largest continuous interval of samples fulfilling this requirement was always centered on the peak 

of the neuronal response.  The extremes of the interval were chosen as the extremes of the optimal 

spike count window for that neuron. The starting time of the window was used as the latency of 

the neuron (see example in Fig. 9). 
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Figure 9.  A: Example of the raster plot for a neuron in response to a visual stimulus . Y-axis represent the stimulus presentation, while on the x-axis 

are shown the detected action potentials during a time window ranging from 200ms before to 500 ms after the stimulus onset (blue line). The red line 

indicate the offset of the stimulus. B: post stimulus time histogram (PSTH) in response to the stimulus of the neuron depicted in A. Blue line: stimulus 

onset; red line: stimulus offset. Dashed line represents 20%  of  PSTH peak value. Yellow box: spike count window; yellow lines: extremes of spike 

count window.  

 

3.3.4 Effective Receptive Field (RF) Luminance 
In our experiments, the stimuli were presented at fixed retinal locations, orientations, 

sizes, etc, within the animal visual field (e.g., the stimulus display), with no attempt to 

optimize these properties for each recorded neuron (e.g., align the RF center of a neuron to the 

stimulus center). In fact, not only such an optimization would be impossible (given that many 

tens of neurons are simultaneously recorded with an electrode array), but it would also be 

unnatural, since images are processed by a large number of neurons, whose RF centers tile the 

whole visual field. Therefore, in our experiments, each recorded neuron covered a different 

part of the objects presented. To measure how much of the luminance (i.e., energy) of a given 

object could effectively have been processed by the neuron, we defined a metric called 

“effective RF luminance”, defined as the object luminance weighted by the RF profile of the 

neurons. That is, the RF luminance was computed as the dot product of the measured 

luminance of each pixel of the object (cd/m2) and the normalized 2D Gaussian fitted value of 

the receptive field profile of the neuron. Figure 10 shows effective luminance for an example 

V1 neuron. Obtained effective RF luminance is 4878.  

      a) 

 

 

 

 

 

 

 

 

b) 
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Figure 10 . An example of how effective RF luminance is computed. a) Example 2D Gaussian fitted receptive field of a V1 neuron shown as red circle 

superimposed on face stimulus. b) Image resulted from dot product of the fitted RF profile and real luminance (cd/m2) values of the face stimulus. Note 

that Gaussian function has its maximum on its center and decreased gradually going away from the center. 

 

3.3.5 Correlation to luminance 
  Correlation of a neuronal response to luminance was calculated using the average 

response of the neuron to 10 different objects in 4 different contrast conditions (see Fig. 6). In 

order to capture the non-linear properties of this correlation, we calculated Spearman’s rank 

correlation coefficient which assesses how well the relationship between two variables can be 

described using a monotonic function. 

 

3.3.6 Orientation Selectivity Index 
  Orientation tuning Index (OSI) was calculated as the depth of modulation from the 

preferred orientation to its orthogonal orientation using only the preferred spatial frequency, 

but taking the average across the phases.  

!"# =
!!"#$ − !!"#!!

!!"#$
 

  

3.3.7 Information theory as a tool to compare processing across 
visual areas 
             Information theory as a principled non-linear measure of dependence between 

stochastic variables quantifies how much information a neural response carries about the 

stimulus.  It is widely used to study the selectivity of neural responses to external stimuli. 

Unlike signal detection theory, where the response variability is described by the variance and 

response probabilities, information theory allows to consider not only response variance, but 

exact conditional probability distributions (Borst and Theunessen 1999). Moreover, 

Information theory allows one to replace the traditional stimulus–response curve (mean ± s.d.) 

with an information curve that indicates how well different values of the stimulus are encoded 

in the response. The information calculation is based not only on the mean value of the 

response, but also on its complete distribution at each stimulus condition. Mathematically, 

information between stimulus and the response is defined as follows: 
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! !; ! = !(!) ! ! ! !"#!
!(!|!)
!(!)!!                               (1) 

 

where P(s) is the probability of presentation of stimulus s, P(r|s) is the probability of 

observing response r when stimulus s is presented, and P(r) is the probability of observing a 

response r across all stimulus presentations (Ince et al 2012).  

 

3.3.8 Information theory and the problem of multiple potentially 
correlated stimulus features 

 Suppose that a set of stimuli are defined by multiple features !!. Then, the mutual 

information between the neural response and each individual feature is defined as: 

 

! !;!! = !(!!) ! ! !! !"#!
!(!|!!)
!(!)!!!                  (2) 

 

where !! represents values of the feature !!. Here for simplicity we consider the case in which 

the stimulus is defined by two different correlated features, !! and !!. If the two features are 

not independent meaning I(!!,!!) > 0, a positive value of information I(R,!!) does not 

necessarily mean that neural response specifically encodes !! .  One way to address this 

question is to look at the information that response conveys about for example !! while !! is 

kept fixed. If the value I(R; F! )>0, it implies that the neural response carries genuine 

complementary information about !!, beyond the information that it carries about !!. This 

quantity is called Conditional Mutual information and can be written as (Ince et al 2012): 

 

!(!;   !!|  !!) = !(!;   !!&!!)− !(!;   !!)               (3) 

 

where I(R; !!&  !!) is the information that the neural response is carrying about joint presence 

of  !! and  !!.  Therefore the condition in which I(R; !!|  !!)>0 implies that the response 

carries genuine information about !! beyond that of it carries about !! (Ince et al, 2012). 
 

3.3.9 Statistical significance of mutual information values  
  We used the bootstrap method to evaluate the statistical significance of the information 

(Optican and Richmaond 1987). In this method, the stimulus and response data are shuffled to 

remove any dependence between the variables. The distribution of information values of the 

shuffled data set determines the distribution of the information values under the null 

hypothesis that the variables are statistically independent, since any dependence has been 
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removed by the shuffling procedure. After selecting a determined p-value, the mutual 

information value obtained from un-shuffled data is compared to the null distribution to 

determine the statistical significance (Ince et al 2012) . 

 

3.3.10 Information about shape and luminance 
One of our goals was to understand how much information neurons in different areas 

carry about different visual features, focusing especially on how much information visual 

neurons carry beyond the lowest-level visual property – i.e., the amount of luminance falling 

in each neuron receptive field (note that, in our stimulus set, luminance is equivalent to Weber 

contrast, since all stimulus images are presented against a black background). The underlying 

assumption is that the fraction of information that is not about luminance refers to higher-order 

visual properties (e.g., shape features) and, therefore, can be taken as a measure of how 

advanced is the processing performed by neurons in a given visual area. 

To obtain a single-cell measure of how much information a neuron carries about luminance 

(and, conversely, about higher-order features/shape), we asked what is the fraction of the total 

information across all of the presented stimulus conditions that can be explained in terms of 

luminance. This computation was based on the following equation (derived from eq. 3):  

 

! !!&!;! = ! !!;! ! +   !(!;!)                 (4) 

 

where the variable !! indicates a specific object condition/view (i.e., a specific combination of 

object identity, position, size, in-plane and azimuth rotation), L is the effective receptive field 

luminance of all such conditions (see definition above), and R is the binned neural response 

(for all neurons, 3 bins were used). Note that, for size-transformed, in-plane-rotated and 

azimuth-rotated views, the visual field position (among the two available; see Fig. xx) that is 

the closest to the center of the receptive field of the neuron was used. 

We defined “Luminance Index” as the fraction of total information that can be explained by 

receptive field luminance, i.e.: 

    

!! = !(!;!)/!(!!&!;!)         (5) 

 

Since, for each neuron, the RF luminance of an object condition is uniquely defined by the 

object condition itself (i.e., by the object identity and transformation), its inclusion in the 

denominator of equation 5 is redundant. Therefore equation 5 can be rewritten as 
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!! = !(!;!)/!(!!;!)         (6) 

 

The implication of this equality is that the “Luminance Index” runs between 0 (no fraction of 

total information carried by the neuronal response is about effective RF luminance) to 1 (all 

information is about effective RF luminance). An advantage of this quantity is that it is 

independent of the firing rate and total information carried by the neurons. 

Likewise, we defined a “Shape Index” as the fraction of total information that can not be 

explained by effective RF luminance, i.e.: 

 

!! = !(!!;!|!)/!(!!;!)         (7) 

 

From eqs. (4) and (7), it can easily be seen that !! = 1− !! . 

To compensate for the effect of bias in the in calculation of the information, we binned the 

response in 3 bins. All information measures were computed using the Information 

Breakdown Toolbox (Magri et al., 2009). 

 

3.3.11 Information about object identity, invariant to transformations 
To measure of how much information a neuron conveys about object identity, in spite 

of the changes in object appearance produced by transformations along the position, size, and 

rotation axes, we defined the “invariant tuning index” !!" as following: 

 

!!" = ! !;! ! /!(!&!;!|!)                  (8) 

 

Here, the combination of variables O&T refer to a specific combination of object identity O 

and transformation/view T (i.e., position, size, in-plane and azimuth rotation), that is, O&T is 

equivalent to O’ used in eqs. 5-7. On the other hand, the variable O indicates the identity of an 

object, without distinguishing among the possible views of the object (operationally, this 

amounts to pool together all the responses of a neuron to a given object O across all tested 

views, e.g., positions, of that object). These quantities are computed after fixing the effective 

RF luminance L of the object conditions (i.e., as done in eq. 7), so as to remove the possible 

contribution of the response to luminance to the “invariant” representation of the objects. In 

summary, IIT quantifies the fraction of total information that the firing of a neuron conveys 

about object identity (regardless of the specific object views or transformations), which is not 

accountable by the dependence of the firing on the effective RF luminance of the object 

conditions. Note that here the denominator in eq. 8 quantifies the total/maximal information 
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that a neuron can convey about the stimulus set (i.e., when any object conditions is considered 

separately from the others).  

 

Using conditional information theory in (3) equation (8) can be written as	  

 

!!" =
! !&!;! !!(!;!)

! !&!&!;! !!(!;!)
                  (9) 

 

and since, for each neuron, the effective RF luminance L of an object condition is uniquely 

defined by the object condition itself (i.e., by the object identity and transformation), equation 

(9) can be rewritten as  

 

!!" =
! !&!;! !!(!;!)
! !&!;! !!(!;!)

                  (10) 

 

One issue in computing eq. 10 is that, since I(L;R) is computed over a one dimensional 

stimulus space, while I(O&L;R) is computed over a two dimensional stimulus space, these 

quantities have different biases. To address this issue we computed I(L;R) as ! !&!!!;! , 

where ! !&!!!;!  is computed over a two dimensional space, in which the labels of O are 

shuffled randomly at fixed values of L. This destroys all of the information that the response 

carries about O in addition to that it carries about L.  

 Given a neuron, the invariance tuning index !!" was computed between different pairs of 

the 10 objects included in our stimulus set (see Fig. 5A). All possible pairs were considered, 

but only some met the criteria to be included in the computation of the final !!" (see below). 

The resulting indexes were then averaged across all included pairs to obtain the final 

invariance tuning index of the neuron. Such an index was computed independently for each 

transformation axis (i.e., a position invariance tuning index, a size invariance tuning index, etc. 

were obtained). In addition, an overall invariance tuning index was computed by taking into 

account all the transformation axes at once. To factor out the contribution of the luminance 

tuning, the effective luminance values of the pairs of objects (including their transformations) 

were binned with various resolutions, starting from 2 bins, up to N/2 bins (where N is the 

number of transformations per object), and the value of !!" was computed for each binning. To 

assess the ability of the neuron to invariantly code the identity of the objects, we imposed the 

following two constraints:  

 

1-  For each object in the pair, there had to be at least 2 views/transformations (e.g., 2 
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positions) in each bin of the effective RF luminance axis. This enforces that the 

discriminatory power of the neuronal firing is assessed in a truly invariant task (i.e., at 

least 2 different views of an object must be discriminated from at least 2 different 

views of the other object). 

2-  The neuronal response had to convey a significant (p<0.001) total amount of 

information I(O&T;R) (i.e., the information computed when all the views of the objects 

in the pairs were considered separately, and without factoring out the contribution of 

luminance). This guarantees that only the neurons, whose firing does carry some 

amount of information about the views of the pairs of objects, are included in the 

analysis. 

 

The final  !!" for each neuron was then obtained by averaging across all of pairs of objects that 

met the two criteria mentioned above.  

 
3.3.12 Identification of visual areas by mapping the reversal of 
retinotopic maps   

As mentioned above, the receptive field of each recorded neuron was obtained by 

presenting drifting bars (10°x 6°, 33°/s, four directions) at 66 different positions on the screen 

(6 rows spanning vertically from -20° to +30°, by 11 columns spanning horizontally from -50° 

to +50°). Fig. 11A shows the receptive fields obtained for 8 example V1 neurons that were 

recorded during the same session, using an 8-shank Neuronexus array (see Fig. 1). The firing 

rate of these example neurons across the tested visual field span (i.e., the stimulus display) in 

response to the bar stimuli is color-coded, with red and blue corresponding, respectively, to 

maximal and minimal firing for each neuron. The resulting color maps allow appreciating both 

the position and extent of the receptive fields. The retinotopy of the V1 representation can also 

be appreciated by comparing the position of the RF centers to the recording locations in cortex 

(i.e., compare Fig. 11A to Fig. 11C-D). A more complete retinotopic map is shown in Fig. 11B,  

where the RF position of each neuron recorded in the session is shown (colors and numbers 

refer, respectively, to specific shanks and recording sites of the electrode array shown in Fig. 

11C-D). By the joint observation of the anatomical position of the neurons (gathered from the 

histology; see Fig. 11C-D) and their RF position, the retinotopical structure of primary visual 

cortex can be inferred (Fig. 11E). As previously described by Thomas and Espinoza (1983), in 

V1 the mediolateral displacement of the recording sites corresponds to lateral to nasal 

progression of receptive fields (see Fig. 11E). Therefore, primary visual area is organized as a 
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mirror image of the visual field.  

Fig. 12 shows a similar analysis for a recording session targeting extrastriate visual 

areas LM, LI and LL, using a single shank Neuronexus probe that penetrated cortex obliquely 

(with a 35° angle) and was positioned at two different depths (see Fig. 12C). As previously 

reported by Thomas and Espinoza (1983), each of these extrastirate areas contains a 

retinotopic map, with  the cortical topography that is mirrored moving from area to the next 

(see Fig. 12D). For instance, in LM and LL the retinotopy is the mirror of the one found in V1, 

with the medial border of each area representing the nasal portion of the visual field, and the 

lateral border representing its temporal portion. On the other hand, the topography in LI is the 

same as in V1: nasal to temporal RF positions correspond to lateral to medial recording sites. 

Crucially, this precise pattern of transitions from one retinotopic map to the next, while 

crossing multiple visual cortical areas, can be used to identify the area from which each 

neuron was recorded. This can be appreciated by looking at the example neurons shown in 

Fig. 12A-B: the RF positions recorded along the probe penetration (i.e., along an axis ranging 

from more superficial to deeper recording locations) will initially span a nasal to temporal 

range (in LM), then will make a turn, spanning a temporal to nasal range (in LI), and finally 

will turn again, spanning, again, a nasal to temporal range (in LL). As shown in the figure, 

each turning point can used to identify the boundary between the consecutive visual areas 

crossed by the probe. 
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Figure 11 A: The plots depict the number of response spikes fired by some of the neurons in plot B, for every position of the bars on the monitor. The 

positions correspond to plot B. The number above the plots refers to the neurons plotted in B. The color of the frameworks represents the shank from 

which the activity was recorded. The underlying arrow highlights the direction of RF position movement of medial to lateral recording sites. 
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B: The plot represents the monitor subdivided in squares, each of which represents a position of the screen where the bars were displayed. X axis: 

azimuth. Y axis: elevation. The points depict  the center of the receptive fields of neurons recorded during the session. The numbers refer to the channel 

from which the signal was recorded (Fig. C). If more than one neuron was detected by the same channel, one of them is named just with the number of 

the channel, while to the others letter “b” or “c” is added. The point color represent the shank from which the neuronal activity was obtained.  

C: Map of the recording sites of the eight shanks electrode used during the experiment. Each shank of the probe contained four channels, identified by 

the numbers. The color coding highlights the different shanks and is mantained in the whole figure. The distance between the channels and between the 

shanks was 200 um. 

D: Histological reconstruction of the electrode position in the brain. It spanned monocular V1 latero-medially from channels 1-4 to channels 29-32, at 

bregma -6.96 mm. Scale in mm.  

E: Bottom: The position of the electrode in this session is superimposed on the previous work of Thomas and Espinoza (1983, see Fig 18. for details). 

Top: The black arrow highlights the direction of RF position progression corresponding to a mediolateral displacement of recording sites, as in Thomas 

and Espinoza (1983). Note the matching positions of RF with our results (colors corresponding to the shanks). 
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Figure 12. 

A: . The plots depict the number of response spikes fired by some of the neurons in plot B, for every position of the bars on the monitor. The positions 

correspond to plot B. Spike count ranges from the minimum (blue) to the maximum response of the neuron (red); intermediate values span the coloured 

bar on the right of every plot. The number above the plots refers to the neurons plotted in B. The color of the frameworks represents the area from 

which the activity was recorded, based on RF reversal and histology. The color code is mantained in the whole figure. The underlying arrow highlights 

the direction of RF position movement of medial to lateral recording sites, which undergoes a reversal from one area to the adjacent one. 

B: The plot represents the monitor subdivided in squares, each of which represents a position of the screen where the bars were displayed. X axis: 

azimuth. Y axis: elevation. The points depict  the center of the receptive fields of neurons recorded during the session. The numbers refer to the channel 

from which the signal was recorded (Fig. C). The point color represent the area from which the neuronal activity was obtained. The two lines linking 

channels RF position correspond to the first (green, first block of recording) and second (blue, second block of recording) penetration. Letter A 

indicates the most deep and lateral recorded channel (on the tip of the electrode), letter B indicates the most superficial and medial one. Letters 

colorcode is identical to that of the two penetrations.  

C: Histological reconstruction of the electrode position in the brain based on the histology and the RF reversal, subdivided in the two performed 

penetrations (the first in green, the second in blue). The tip and the last channels of the electrode are indicated by letter A and B, respectively. The 

penetration crossed mediolaterally extrastriate areas LM (V2L), LI and LL (TeA), at bregma -7.68 mm. An in-scale schematic electrode map is placed 

on the side of each block. For every channel from which we could extrapolate the RF position of a neuron, a point is superimposed on the blocks 

scheme and corresponds to its position in the brain. The color refers to the area in which it was located. On the extreme left: map of the recording sites 

single shank electrode used during the experiment. The shank contained 32 channels, identified by the numbers. The distance between the channels was 

50 um. Scale in mm. 

E: Center: The position of the electrode in this session is superimposed on the previous work of Thomas and Espinoza (1983, see Fig. 18 for details). 

Colors and letters corrispond to the two recording blocks as  in C and D. Circles: the black arrows highlight the direction of RF position progression 

corresponding to a mediolateral displacement of recording sites in the three areas from which we recorded (LM, LI, LL), as in Thomas and Espinoza 

(1983). Note the matching positions of RF with our results (colors corresponding to the areas). 
 

 

3.4 Results 
3.4.1 Examples of neural responses across rat visual areas 

Figures 13-22 show the response properties of 2 example neurons from each visual 

area I recorded from. Since, in each area, the recorded neuronal population spanned a wide 

range of visual tuning properties (e.g., RF size, orientation selectivity, tolerance to position 

and size variation, etc.), two example neurons are shown per area, each representative of one 

extreme of the tuning properties’ spectrum: one orientation/shape-selective neuron and one 

non- selective neuron. At a qualitative level, a common trend can be observed within each 

area: selective neurons are characterized by, lower firing rate (A-B), higher orientation tuning 

(i.e., larger OSI; C), larger sensitivity to position and size variations of the visual objects (D-E; 

each color shows the average neuronal response to one of the ten objects across these variation 

axes), lower sensitivity to luminance variations of the visual objects (F), and smaller receptive 

field (G). These qualitative observations are quantified in the next sections. 
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Figure 13, Response properties of a selective V1 neuron, a) PSTH of response for 10 best stimuli, yellow box shows the spike 

counting window b) Spike rasters in response to the best stimulus c) Orientation tuning curve with three spatial frequencies. 

(0.6 cpd, 0.08 cpd and 0.02 cpd). d) Position tuning curve for 10 objects, position varies from -22.5 to 30 in steps of 7.5 

degrees along the horizontal axis. Different line colors correspond to different objects. e) Size tuning curve for to 10 objects, 

size varies from15 to 55 in steps of 10 f) Luminance tuning curve for 10 objects with different luminances, Luminance varies 

in 0.125, 0.25, 0.5, 1 g) Color-coded response of the neuron to moving bars swiped on the screen. Red ellipse shows 2D 

Gaussian fitted RF. 

 

 
Figure 14 , Response properties of a non-selective V1 neuron 

 



  
 

 76 

 
Figure 15 , Response properties of a selective LM neuron 

 

 
Figure 16, Response properties of a non-selective LM neuron 
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Figure 17 , Response properties of a selective AL neuron 

 

 

 
Figure 18 , Response properties of a non-selective AL neuron 
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Figure 19 , Response properties of a selective LI neuron 

 

 
Figure 20 , Response properties of a non-selective LI neuron 
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Figure 21 , Response properties of a selective LL neuron 

 

 

 
Figure 22 , Response properties of a non-selective LL neuron 

 

3.4.2 Statistics of response properties across different visual areas 
3.4.2.1 Receptive Field Size  

Figure 23 shows the receptive field positions and sizes (within the tested visual field 

span) for the neurons recorded in five different visual areas. The left panels show the 

boundaries of the RFs, as estimated by fitting 2D Gaussians to the measured RF profiles (the 

boundaries correspond to the ellipses at which the Gaussian fits reach half their maximum; see 
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Methods). The right panels show the center of the RFs (i.e., the position of the peaks of the 

Gaussian fits). 

 

V1 

 
LM 

  
AL 

 
LI 
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LL 

 
 

Figue 23. Scheme depicting RF position (points) and size (ellipses) for the neurons, subdivided by area.  Two blue circles on the backgroung define the 

default size (35°) and positions (-15°; +15°) in which the objects were displayed. The face is an example object shown in position +15. In each raw, left 

panel shows the RF profile of individual neurons and fitted with a two-dimensional Gaussian, with independent sigma x and sigma y widths and RF 

radius was calculated by averaging the half-width at half-maximum of the two axes of the Gaussian fit. semi-major and semi- minor axes of the ellipse 

are generated by the half-maximum contour. Stars show the neurons that fitting algorithem failed to find a solution. Right panel shows the position of 

the center of the RFs. For the neurons that the fitting algorithem failed to find a silution, the point of maximum response to bar stimulus was considered 

as the coordinates of center of the RF. 

 

Comparing the average RF sizes observed in each area revealed a monotonically 

increasing trend along the medio-lateral sequence of visual areas V1àLM,ALàLIàLL (see 

Fig. 24), with the average RF size in the most lateral area (LL; average RF ~ 50º) being about 

two times bigger than in V1 (average RF ~ 25º). Noticeably, all the pair-wise comparisons 

between areas resulted in significant differences between average RF sizes (p < 0.05; 

Bonferroni corrected two-tailed t-test), with the exception of the LM vs. AL comparison (Fig. 

24).  

 

 
Figure 24. Mean RF size for V1, LM, AL, LI and LL. *p<0.05;***p<0.001, unpaired t-test, Bonferroni correction. 
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3.4.2.2 Latency of response onset   
We found a significant increase in the response latency following the onset of the 

stimulus along the V1àLM,ALàLIàLL sequence of visual areas (see Fig. 25). Again, most 

area pairwise comparison showed statistically significant differences in terms of latency, with 

the only exception of the LM vs. V1 and the AL vs. LI comparisons. In particular, the fact that 

we did not find a significant delay in LM response onset compared to V1 could be due to 

many factors: V1 and LM could act in parallel, leading to simultaneous processing of visual 

information, or our experimental timing resolution could be too low to detect the delay. In 

general, the increasing latency and RF size along the V1àLM,ALàLIàLL axis supports the 

notion that this sequence of visual areas acts as a visual processing pathway/hierarchy (as 

previously proposed by Coogan and Burkhalter, 1993, based on anatomical observations). 

 
Figure 25. Mean latency of response onset for V1, LM, AL, LI and LL. ***p<0.001, unpaired t-test, Bonferroni corrected. 

 

3.4.2.3 Orientation Selectivity  
  The rat visual system, while modest in acuity compared to primates and many 

carnivore species, is capable of spatial discrimination across several orders of spatial 

magnitude (Prusky and Douglas, 2004) and it contains neurons that are highly selective for 

orientation(Girman et al 1999). In fact, tuning for high SFs and sharp orientation selectivity 

are attributed, in primates to the ventral pathway that ultimately leads to object perception 

(Maunsell and Newsome 1987). We found a slight increase in the orientation selectivity along 

the pathway . This slight increase is in accordance with functional properties of homologue 

areas in mouse. For instance, Marshal et al found a mean OSI ~0.5 in mouse V1, and a mean 

OSI ~ 0.55 and 0.56, respectively, in LM and LI, thus showing that these two extrastriate areas 
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are slightly more orientation-tuned than V1. The mean OSI values reported found in my 

experiments are smaller than those reported in this and other previous studies in the mouse 

(e.g., Stryker), and are smaller than the OSI values reported in rat V1 by Girman. This should 

not be surprising, since my experimental protocol was not optimized to characterize visual 

processing in terms of orientation tuning (e.g., my grating stimuli only spanned a limited range 

of spatial frequencies and orientations). Rather, my experiments were designed to study 

higher-level processing of visual shape information, using more complex object stimuli and 

testing for the capability of rat visual neurons to support recognition of such objects across a 

spectrum of image-level transformations (e.g., position and size changes). Still, gratings were 

used in my study to provide a basic –level comparison with previous reports, at least in terms 

of possible trends across visual areas.  

 
Figure 26 mean OSI for V1, LM, AL, LI and LL 

 

3.4.2.4 Maximum firing rate   
  The maximal evoked firing rate of the neurons decreased along the 

V1àLM,ALàLIàLL pathway. This is likely due to the greater effect of anesthesia on 

higher-level sensory and association areas, as compared to primary sensory areas. Therefore, 

this trend is, again, consistent with the notion that the sequence visual areas 

V1àLM,ALàLIàLL forms a visual processing hierarchy.  This is consistent with primate 

ventral visual pathway organization (Maunsell and Newsome 1987).  
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Figure 27 mean firing rate for V1, LM, AL, LI and LL, ***p<0.001, unpaired t-test, Bonferroni corrected. 

 

 3.4.3 Correlation between basic response properties within areas 
While the average values of the response properties reported in Figs. 24-27 are helpful 

to reveal basic processing trends across rats visual areas (e.g., to understand whether a 

processing hierarchy can possibly exists), it should not be underscored the fact that such 

properties are highly varied within each area. This brings up the question of whether (and how 

strongly) these properties are correlated within each area, and whether a consistent pattern of 

correlations can be found across areas. This is shown in the correlation matrixes reported in 

Fig. xx, in which the pairwise Spearman correlation coefficients between various properties is 

color coded. These include, in addition to the properties analyzed in Figs. xx-yy (i.e., RF size, 

latency, orientation tuning and evoked firing magnitude), also background firing rate and 

correlation between neuronal responses and luminance (see Methods for a definition). 

A look at the matrixes shown in Fig. 28 reveals a very consistent pattern of correlations 

across all tested visual areas. Namely, we found that background firing, evoked firing, RF size 

and correlation between luminance and response were positively correlated with each other 

and this trend was consistent across areas. In addition, these properties were negatively 

correlated with orientation tuning and response latency (which, in turn, tended to be positively 

correlated with each other), and, again, this trend was consistent across areas. In summary, the 

following common trend was observed: neurons with sharper orientation tuning had smaller 

RF size, lower firing rate, longer latency and their response was less correlated to the 

luminance of the stimulus/object. 

This trend is consistent with previous findings in mice and rat primary visual cortex. 

For instance, Neils and Stryker found that neurons in deeper layers in the mice V1 have a 

higher evoked response, lower orientation selectivity and bigger receptive field sizes. 
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Consistent with mice, Girman found that also in rat V1 neurons in deep layers have higher 

spontaneous activity and are less orientation selective.  In our data we also found a moderate 

positive correlation between response onset (latency) and orientation selectivity. This is 

consistent with Maunsell and Gibson (1992), who found that neurons in layers 4C and 6 in 

macaque monkeys have the shortest response latencies (Maunsell and Gibson 1992). It is also 

consistent with the response properties of monkey inferotemporal neurons, whose latency has 

been found to be larger for most selective neurons (Yau et at 2012). Anatomically, this is 

consistent with the fact that neurons from the superficial layers receive their inputs from deep 

layers. Thus, they responses convey a more heavily processed representations of the visual 

stimuli, which results in higher latency higher selectivity (e.g., for orientation). In our analysis, 

we have not attempted to identify the layers from which the units were recorded, but the 

consistency of the trend we observed with these previous studies, suggests that the most 

selective neurons were recorded from the most superficial layers..  
 

               V1 
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Figure 28 Correlation between basic response properties within area 
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3.4.5 Information theory as tool to probe selectivity and tolerance 
across rat visual areas 

We took a information-based, comparative approach toward determining how 

selectivity to shape and tolerance to transformations change along the putative ventral 

pathway of the rat: V1àLM,ALàLIàLL. In general, achieving a meaningful comparison 

among different visual areas is difficult, hence the small number of studies that have 

attempted such comparisons (e.g., see hedge and van essen 2007, rust and dicarlo 2010). One 

issue is the requirement to test each area using the same visual stimuli and presentation 

protocols. Very few studies have met such requirement, because, typically, the size and 

position of the visual stimuli used the probe neuronal responses are optimized for each visual 

area and, often, for each recorded neuron. For instance, since the RF size varies widely 

across visual areas, in most studies, the size of the visual stimuli is matched to the average 

RF size of the area from which the neurons are recorded. In addition, in most studies based 

on single-electrode recordings, visual stimuli are presented in the RF center of the recorded 

neuron.  However, such an area-based rescaling and neuron-based positioning of the visual 

stimuli is not ideal if the goal, as in our study, is to compare how different areas represent the 

same set of real world images.  

Our study was designed to tackle exactly this issue and, as a consequence, all the 

visual areas have been tested using exactly the same stimulus conditions. Because of this, 

each neuron in our experiments processes a unique combination of shape features depending 

on its receptive field size and its receptive field position on the monitor. While such a 

variability in the coverage of our stimulus conditions by the recorded RFs approximate well 

what the visual system would experience in natural vision, it also raises the issue of how to 

compare the recorded neurons (both within and between areas) in terms of tuning for visual 

features/objects and tolerance of such a tuning to variation in the object appearance. In fact, 

most selectivity and tolerance metrics (e.g., see Zoccolan et al, 2007) have been traditionally 

used in the context of experiments in which stimulus position and size was optimized per 

neuron and/or area. When such an optimization is not performed, differences among the 

sampled neuronal populations (in terms of coverage of the visual field and amount of overlap 

between RFs and visual stimuli) could results in artificial differences between selectivity and 

tolerance across areas. 
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At a deeper level, comparing areas using standard selectivity and tolerance metrics, do not 

allow taking into account the dependence of such metrics from some of the tuning properties 

that may drive the response of a neuron, thus strongly affecting the metrics themselves. For 

instance we have shown that correlation of neuronal responses to luminance is decreasing 

along the pathway, indicating that V1 neurons are highly modulated by luminance and LL 

neurons are much less modulated by luminance. Since the objects in our set were not equated 

for luminance (see Fig. 5), this makes interpreting the results obtained by standard , 

selectivity and tolerance metrics very confounding, as one can not know to what extent the 

selectivity and tolerance values observed for a neuron depend on its sensitivity to such as 

low-level property as the luminance of the objects presented inside its receptive field.  

           Because of these issues, we decided to base our assessment of object tuning and 

tolerance of such a tuning to variation in object appearance on information theory.  

Information theory, with its strong mathematical foundation, offers a solution to above-

mentioned problems. More specifically, conditional mutual information enables one to 

inspect genuine effect of stimulus features on the response. Since, in comparing different low 

and high level visual areas, the effect of luminance is a confounding factor, we used 

information theory as a tool to control the effect of luminance and quantify how much each 

area is genuinely coding for shapes and how invariant is the response to different identity 

preserving transformations. It should be noted that by invariance we mean preservation of the 

discriminability between object identities in the face of image variation, such as position or 

size changes. Moreover, by normalizing each information-based metric by the maximal (or 

total) amount of information that any given neuron can possibly convey about the stimulus 

conditions, our metrics are robust to the within- and between-area variations of RF positions, 

relative to the position of the visual stimuli. 

 

3.4.6 Information theory analysis of luminance vs. shape coding in 
rat visual areas 

We started by assessing how well each individual neuron could discriminate among 

all the object conditions, that is, all the combinations of object identities and transformations 

(i.e., position, size, in-plane and azimuth) presented during the recordings (among the size 

transformed and the in-plane and azimuth rotated objects, we took only those presented in the 



 

 89 

position that was closer to the RF center of the neuron). Specifically, eq. 1 was used to 

compute the mutual information between neuronal response and object conditions (the 

distributions of mutual information values obtained for neurons in different visual areas are 

shown in Fig. 29A. The median mutual information decreased along the 

V1àLM,ALàLIàLL pathway (see Fig. 29B), thus showing that neurons in primary visual 

cortex are better able to discriminate the tested object conditions than downstream areas at 

the top of the putative rat object-processing stream, i.e.,  LI and LL. Having found this trend 

is not surprising for several reasons. At the most basic level, our data shows that the 

magnitude of stimulus-evoked firing rates decreases along the V1àLM,ALàLIàLL 

hierarchy (see Fig. 27). Since, under the assumption of Poisson spiking neurons, the signal to 

noise ratio increases as a function of the firing rate, it is reasonable for the mutual 

information to follow the same trend of the firing rate magnitude.  At a deeper level, the trend 

observed in Fig. 29B is consistent with the fact that information about sensory stimuli can 

never be gained (but only lost) along a sensory processing chain. As an example, many 

authors (e.g., DiCarlo, Zoccolan Rust) have stressed that the function of the monkey ventral 

stream is not to add/gain information about visual objects/shapes (all the information is 

already present in the retinal representation), but, rather, to reformat the object 

representation, so as to make it more explicit (or readable) by downstream areas. This 

process requires discarding substantial amounts of information (e.g., view-specific object 

details or low-level shape properties) in favor of building transformation-tolerant 

representations of visual objects. Therefore, the trend observed in Fig. 29B is fully consistent 

with the kind of processing of visual information that is expected to take place across a 

shape/object processing stream. 
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     A)      B) 

 
Figure 29, total amount of information across visual areas. a) Distribution of total amount of information, b) Median total amount of information in 

bits, error bars show standard errors of median.*p<0.05;**p<0.01;  ***p<0.001, Man-Whitney U test, Bonferroni corrected.   

 

Having observed this trend, the next key question is to compare the visual areas in 

terms of the kind of information that each area conveys about the visual input. This problem 

can be formulated in terms of understanding what fraction of the maximal (or total) 

information that a neuron can carry about a given stimulus set (i.e., when all the 

combinations of object identities and transformations are treated as distinct stimuli, as done 

in Fig. 29) is about a specific visual property found in the object set. We started this analysis 

by considering the lowest-level property of the visual input that one could conceive – the 

effective RF luminance of each object condition (i.e., the amount of luminance that any given 

object impinges over a neuron’s RF; see Methods for a definition). We quantified the fraction 

of information that each neuron conveys about effective RF luminance, using the luminance 

index IL defined by eq. 6, and, conversely, the fraction of information that each neuron 

conveys about higher-order, not-luminance dependent properties (i.e., shape-related 

properties), using the shape index IS defined by eq. 7 (note that, by construction, !! = 1− !!). 

 

Figure 30A shows the distributions of the IL values across rat visual areas, while Fig. 30B 

shows the medians of the IL (empty bars) and IS (solid bars) values across these areas. A very 
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clear trend was observed, with the luminance index significantly decreasing (and, conversely, 

the shape index increasing) in the transition from the lower-level areas V1, LM and Al to the 

higher-level areas LL and LL. The difference in the fraction of information conveyed about 

stimulus luminance was particularly sharp when comparing V1 and LL, thus showing a 

major change in the kind of visual information that is coded at the two extremes of the rat 

putative shape processing hierarchy. 

  

 
Figure 30.  “shape index” and “luminance index” across visual areas, a) distribution of “luminance index” values, b) Median of the “luminance 

index” and “shape index” shown as a fraction of total (1) information. Error bars show standard errors of the median.  , ***p<0.001, Man-Whitney U 

test, Bonferroni corrected. 

 

The fact that areas LM and AL did not significantly differ from V1 could indicate that 

these areas are not part of the rat putative ventral pathway. More likely, however, the 

differences between these early visual areas in term of processing could be subtle and very 

gradual. In fact, areas LM and AL would represent, along a putative rat ventral stream, the rat 

homologue of area V2 in the monkey, and, to date, it is not fully clear what are the functional 

differences between monkey V1 and V2, partly because no simple response properties 

robustly distinguish V2 neurons from those in primary visual cortex V1 (Freeman et al 

2013).  

More importantly, the significant decrease in the amount of information conveyed 

about stimulus luminance along the pathway of V1,LM,ALèLIèLL is in qualitative 

agreements with findings in primate’s ventral pathway (Rust and Dicarlo 2010), where 
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consecutive areas along the ventral pathway become progressively tuned to more complex 

visual attributes.  Interestingly, in each area, the shape index was positively and significantly 

correlated with the orientation selectivity index (measured using gratings; see Fig. 26), thus 

confirming that IS does capture that fraction of information that neurons convey about higher-

order, shape-related properties of the visual input.  

 
Figure 31 scatter plot showing orientation selectivity and shape index with the line fit to the data, *p<0.05; ***p<0.001 , according to two tailed t-

test. 

 
 

3.4.7 Information theory analysis of the invariant coding of object 
identity 

The next step in our analysis was to measure how much information a neuron 

conveys about object identity, in spite of the changes in object appearance produced by 

transformations along the position, size, and rotation axes. To do this, we took each 

combination of the 10 tested objects, and, for each such an object pair, we computed the 

Invariant Tuning Index !!" defined by eq. 8. This index measures how discriminable are the 

identities of the two objects, at the level of neuronal firing, in spite of view changes (i.e., 

when the responses to multiple views of each object are merged). Crucially, this measure is 
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computed as the ratio between the information carried by the neuronal response about the 

identity of the two objects (i.e., when the different views of each object are not distinguished) 

and the maximal/total information carried by the response about the full set of object views 

(i.e., when the different views of each object are treated as distinct stimuli). This fractional 

measure allows comparing neurons that may carry widely different amounts of total 

information, by focusing on what fraction of such a total information is due to the ability of 

the neuronal firing to segregate multiple views of an object from multiple views of the other 

objet (i.e., to invariantly code object identity).   

In addition, the definition of !!"  factors out the possible contribution that the 

dependence of neuronal response on stimulus luminance can give to the invariant coding of 

object identity. This is achieved by computing !!" in fixed bins along the luminance axis, i.e., 

by including in the computations of the mutual information quantities only object views with 

similar effective RF luminance (see eq. 8). Such a matching of object luminance was 

necessary to avoid assigning large !!" values to luminance-tuned neurons that could carry 

large amount of information about object identity only because of large luminance 

differences between the tested objects. In other words,  luminance can be a confound, 

because, depending on the position and size of a neuron’s RF in the visual field, one object 

can have a consistently higher effective RF luminance than another one. This will occur, in 

general, for pairs of objects with different aspect ratio, in the case of a neuron with a 

peripheral RF (relative to the center of mass of the objects). Such a case is illustrated for an 

example V1 neuron in Fig. 14. Because, the “face” object is vertically elongated, overlaps 

more with the neuron RF (Green ellipse), compared to the “car” object, which is horizontally 

elongated.  This results is a larger effective RF luminance for the “face” object, compared to 

the “car” object. Crucially, since such a luminance difference is maintained across various 

positions, this would result in a high discriminability of the two objects, invariantly with 

respect to position changes, even if the neuron is merely tuned to luminance. To avoid this 

confound, and make sure that the index !!" captures how invariant is the shape tuning (and 

not, trivially, the luminance tuning) of a neuron, only object views with similar effective RF 

luminance were compared. In addition, we imposed that each luminance level/bin contained 

at least two views/transformations per object, so as to guarantee that !!" was computed under 

the constraint of an actual invariant coding task (see materials and methods for details). In the 
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case of the example neuron shown in Fig. 16, the “face” and “car” pair was excluded from 

the computation of !!" for the neuron along the position axis, since this constraint was not 

met. Obviously, the finer is the binning (i.e., the larger is the number of bins), the more 

similar is the effective RF luminance of the object views used to compute !!" in any given bin 

(and, therefore, the better the luminance confound is accounted for). On the other hand, 

choosing bins that are too small may lead to have less than two views per object per bin, thus 

making impossible to test transformation-invariant coding of object identity. Because of this, 

when assessing invariant coding along individual transformation axes (with each axis 

containing at most 8 transformations of each object), we chose 2 or 3 luminance bins only. 

Instead, when we considered all the variation axes at once (i.e., we lumped together all the 

position, size, in-plane and azimuth transformations for each object), we could increase the 

number of luminance bins up to 5 (still fulfilling the constraint of having at least two 

transformations per bin per object). 

 

         Position= -15 °                            Position= 0 °          Position= 15 ° 
Figure 32 Example of pair face-car to show the luminance confound in calculating invariance properties of the neurons. An example neuron from V1 

with  receptive field on the top of the monitor(green ellipse). Face and car stimulus are shown in different positions on the screen to assess position 

invariance of the neuron.  

 

 

The results of this analysis, for each individual variation axis, are shown in figures 33-36. 

Overall, we observed an increase in the fraction of information conveyed about object 
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identity along the sequence of visual areas V1èLM,ALèLIèLL, in spite of size changes 

(Fig. 33), position changes (Fig. 34) and in-plane rotations (Fig. 35).. In all cases, the largest 

(always significant) difference was found between the first (V1) and the last (LL) stage of the 

putative rat shape-processing stream, with the other areas showing intermediate !!" values (LI 

had an !!" slightly and not statistically lower than LL). Only in the case of the azimuth 

rotations (Fig. 36), we did not find any significant increase of !!"  along the 

V1èLM,ALèLIèLL pathway. This could possibly be due to smaller variations in object 

appearance (at the pixel level) produced by azimuth rotations, as compared to the other 

transformations, resulting in a lower detectability of between areas differences in terms of 

invariant coding. 

 

                   a)                                                   b) 

Figure 33, Objectiveness index (fractional object information) across rat visual areas for size transformation with 2 bins of luminance. a) Distribution 

of Objectiveness index values b) median values of  objectiveness index for different visual areas, error bars show standard deviation of the median, 

*r<0.05;**r<0.01;***r<0.001, bonferroni correction. 
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                  a)            b) 

 
Figure 34 Objectiveness index (fractional object information) across rat visual areas for position transformation with 3 bins of luminance. a) 

Distribution of Objectiveness index values b) median values of objectiveness index for different visual areas, error bars show standard deviation of 

the median, *r<0.05;**r<0.01;***r<0.001, bonferroni correction. 

 

 

       a)      b) 

 
Figure 35 Objectiveness index (fractional object information) across rat visual areas for inplane transformation with 2 bins of luminance. a) 

Distribution of Objectiveness index values b) median values of objectiveness index for different visual areas, error bars show standard deviation of 

the median, *r<0.05;**r<0.01;***r<0.001, bonferroni correction. 
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            a)      b) 

 
Figure 36 Objectiveness index (fractional object information) across rat visual areas for azimuth transformation with 2 bins of luminance. a) 

Distribution of Objectiveness index values b) median values of objectiveness index for different visual areas, error bars show standard deviation of 

the median. 

 

 

As a final assessment of the capability of rat visual neurons to support invariant 

recognition of object identity, we lumped all the transformations for each object (positions, 

sizes, in-plane rotations, azimuth rotations and contrasts) and computed the invariance tuning 

index !!", after binning the luminance axis in 5 levels. Again, a clear trend was observed, 

with !!"  gradually increasing along the sequence of areas V1èLM,ALèLIèLL. This 

confirmed that, even when the assessment become more demanding in terms of invariant 

object coding (because many more transformations are now considered at once) and the 

matching of stimulus luminance become more stringent, the most lateral areas (i.e., LL and 

LL) significantly outperformed the most medial ones (i.e., V1 and LM). This, in turn, 

strongly suggests that the V1èLM,ALèLIèLL sequence of areas, does act a shape/object 

processing stream that is reminiscent of the primate ventral pathway. 
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                 a)      b) 

 
Figure 37 Objectiveness index (fractional object information) across rat visual areas for all of the transformations ( azimuth, position, inplane, size 

and contrast with 5 bins of luminance. a) Distribution of Objectiveness index values b) median values of objectiveness index for different visual 

areas, error bars show standard deviation of the median. *r<0.05;**r<0.01;***r<0.001, bonferroni correction. 

 

 
3.5 Discussion 

In this study we have described a progression of five visual areas in rat cortex that 

contains a functional hierarchy to process shapes. In fact, we have found evidence for two 

main properties that are considered to be essential for attainting invariant object recognition 

in monkeys. First, neurons along the pathway of V1->LM,AL->LI->LL become 

progressively better at discriminating higher-order visual attributes, compared to low-level 

visual properties such as luminance, e.g. they become selective to more complex, shape-

related attributes of the visual image. Second, we found a gradual increase in the tolerance of 

object discriminability to various kinds of the identity-preserving transformations (e.g., 

position changes, size changes, azimuth and in-plane rotations). This means that there is an 

increase in the ability of the neurons along this pathway to convey information about object 

identity in spite of the changes in the object appearance produced by these transformations. 

We also found an increasing mean RF size along the pathway, with V1 having the 

smallest and LL the biggest RF size. Measured response onset (i.e., latency) showed a 

significant, gradual increase across the succession of areas V1->LM,AL->LI->LL, thus 

confirming the hierarchical structure of this pathway. We also found a slight gradual increase 
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in orientation selectivity (measured using gratings) from V1 to LL, although these 

differences did not reach significance level, probably because our protocol was not optimized 

to characterize basic properties such as orientation tuning.   

 
3.5.1 Transformation-tolerant coding of shape information in rat 
visual cortex 

There is a gradual increase in tolerance to identity preserving transformations from 

V1 to LL. This is supported by the gradual increase in the RF size from V1 to LL that 

measured with oriented bars in our experiments. However, this increase of tolerance is not a 

simply a consequence of larger RF in LL, but, as revealed by the information theoretical 

analyses, neurons in LL are better at maintaining their tuning for object identity (i.e., shape 

features) across different transformation axes. This tolerance observed at the neuronal level is 

consistent with the partial tolerance rats show at the behavioral level (See chapter two).  

In primates and humans there is a large literature about tolerance of high-level visual neurons 

to different transformations, such as variation of position (Ito and Tanaka 1994), size (Ito et 

al 1995), illumination (Braje et al 1998) and rotation in depth (Logothetis et al 1995, Wallis 

and Bulltof 2001). This literature has shown that the neuronal correlates of invariant (or 

transformation-tolerant) object representations reside in higher-order visual temporal areas of 

the primate brain, and, especially, in the anterior part of the inferotemporal cortex. Our 

experiments show a similar trend in the rat brain, where the most lateral visual areas (i.e., LI 

and LL) contains neuronal populations that are better fitted to support object discrimination 

(especially in spite of variation in object appearance), compared to primary visual cortex and 

more medial areas (LM and AL). Interestingly, although the total amount of information 

about the visual stimuli in V1 is higher than in other areas (which is expected, since V1, 

being the gateway to visual information in cortex, must contain the most informative 

representation of the visual input), our results show that the quality of the representation of 

the visual input changes across the  V1->LM,AL->LI->LL pathway.  V1 neurons represent 

those properties of the visual input that are closer to the physical attributes of the input itself 

(such as luminance), while neurons in lateral areas (LI and LL) become progressively less 

sensitive to such low-level attributes, while acquiring a greater capability to discriminate 

visual shapes in spite of identity-preserving changes. This finding is consistent with the 
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known functions of the primate ventral stream. (Rust and Dicarlo 2010, Tanaka 1996, 

Logothetis and Sheinberg 1996, Kobatake and Tanaka 1994).  

 

3.5.2 Hierarchical structure of five rat visual cortical areas  
        Our recordings span five visual areas: V1, LM, AL, LI and LL. The first four areas have 

been identified in many studies, including studies in mice (Wang et al., 2009; Wang and 

Burkhalter, 2007; Wang et al., 2012). Recent imaging work in mice has revealed marked 

functional differences between these areas (Andermann et al., 2011; Marshel et al., 2011). 

Area LL has first been investigated in older electrophysiological work in rats (Espinoza and 

Thomas, 1983; Montero, 1993) 

The anatomical position and the functional properties of these five areas suggest that they 

form a functional hierarchy. RF size and latency of the response onset increase from V1 to 

LL. To establish a true hierarchical structure, this data should be supported with anatomical 

connectivity. An old study  (Coogan et al 1993 ) has evidence for a hierarchical organization 

of areas V1èLMèALèFLX(comprising of LI and LL) in rat visual cortex, and now the 

study described in this chapter provides evidence for a functional hierarchical organization of 

these same areas. However, it should not be ignored the fact that Coogan et al (1993) also 

found that area V1 has direct connections to all the other aeas (LM, AL and FLX), thus one 

might conclude that the hierarchical structure in rat visual cortex is less pronounced than in 

monkey visual cortex. 

 

3.5.3 Conclusion 
 
          We identified a progression of five visual areas in rat cortex along which there is an 

increase of tolerance to identity preserving transformations and an increase of selectivity for 

shapes. Given the importance of these properties in the primate ventral visual pathway, we 

hypothesize that this functional hierarchy from area V1 to area LL is a functional homologue 

of the primate object vision pathway. 
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